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Yrev0ovn Ajloon @ovtnti)

Befoardveo 0Tt elponr ovyypagéag avtig g epyaciog kot Ot KGBe Ponbein v omoio elya yoo TNV mpogTOOCia
m¢g eivol TMPOG OvayVOPIoUEVT Kol avagépetor oty gpyooio. Emiong €y avoagéper Tig Omoleg mnyég omd Tig
omoieg €kova ypnon dedopévav, Wedv N Aéfewv, eite avtég avapépovtar okpipmg eite mopappocuéves. Emiong
BePordved 6Tt avty M epyocio TPOETOWACTNKE OmO €UEVOL TPOCHOMIKO €WOIKA 7YoL Tr OGLYKEKPLLEVY €pyaocia.
H éykpion ¢ dumhopatiknig epyoaciog omd to Tunquo Hiextpoldymv Mnyovikov kot Mnyovikdv YToAoylioT®v Tov
TIovemomuiov Ilehomovviiocov Ogv VTOMAMVEL OROPOITATOC KOl OTOd0YN] TOV OmOYE®V TOV GLYYPOQEN €K

pépovg tov Tpnparog.

H mopodoo epyacia omotedei mvevpatiky) dokmoic tov  @oumt Mmdrlha Iwdvvn mov Vv ekndvnoe.
210 mico TG  TOMTIIKNG ovolktig 7mpdoPacng o ovyypaiag/dnuovpyds  exyopel  oto  Iloavemotiuio
[lehomovviioov, [N OmOKAEWOTIKY  GOgw  XPAONG  TOL  OIKOUAUOTOG — OVOTOPOY®YNS, TPOCOPUOYNS,  ONUOGIOV
davelopol, TOPOVGINONG OTO  KOWO Kol  YNEOKNG Otbyvong Ttovg O1ebvdg, o€ MAEKTPOVIKY) HOPEN KOl OF
OMOOONMOTE  UEGO, Yol OOOKTIKODG KOl EPELVNTIKOUG OKOTOUC, GVEL OVTIOAAAYMOTOG Kot Y. OAo TO  YpOVO
SPKEWG TOV JIKOOUATOV TVELUOTIKNG Woktnoiog. H ovowr mpdoPfoon oto miipeg keipevo Yoo peAETn Kot
avayvoon dev  onuoivel kaf’  010vOmOTE TPOTO  MOPUYDPNCT  OIKOIOUAT®V  OlOVONTIKNG  1O10KTNGIlOG  TOL
GUYYPOPEN/ONUIOVPYOD  OVTE  EMTPEMEL TV  OVOTOPAYMYN, OVOONUOGIELON, avTlypapt, omobhikevon, mTmAnon,
EUTOPIKY  ypNoN,  peTAdoom,  Swvoun, ékdoomn,  ektéleom,  «uetapdptwony  (downloading),  «avéptnon»
(uploading), petdepoom, tpomomoinon e OMOWOVIAMOTE TPOMO, TUNMOTIKG 1 MEPIANTTIKG TNG E£pyociag, ywpic ™
pnT  mpomyovuevn  €yypaen  ovvaivesn Tov  cuyypapéo/dnmovpyov. O ovyypaeéag/onuovpyds datmpsi  TO

GUVOAO TOV NOKAOV Kot TEPIOVGLUKDV TOV SIKOOUATOV.
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Evyopotieg

®a Ndeha va evyapioom tov Kabnynt k. Baoilewo Taumoxd yoo v apiot
ouvepyacio Tov glyape OAN QVTA TO XPOVIL KO YLl TNV EVKOLPIN TOL LoV £0MGE VO AGYOAN0MD
pe 1o Bépa avtd KabdS Kat Yoo TNV VTOSTHPIEN Kot Koo yNoN Tov HOoL TTapElye Katd TV

EKTIOVNOT) TNG OITAMLOTIKNG LOL EPYOACIAG.



Iepidnyn

2V TapovcH SIMAMUATIKY £PYACio apylkd YiveTol pio e16aymyn ot Pacikés apyés Kot

EVVOLEG TOV 0E0OUEVMV gVpeiag KMpakag (LeyOlo dE0OUEVH) KOl GTIV OVOAVTIKY TOVG.

211 cLVEXELD YIVETOL oL GLYKPLTIKY apovoiaon twv Apache Hadoop ko Apache Spark kot

GTOVG TPOTOVS TOV AVTIUETOTILOVV TIG TPOKANGELS TOV EIGAYOLV TO LEYAAD dedOUEVAL.

AxoAlovBel pa extevic avaeopd oTig dvo pebddovg He Tig omoieg pmopel va dtapopPmBel Kot
vo. ekteleotel  éva mpdypappo Spark kot otig dopég dedopévov RDD kar DataFrame tov

Apache Spark.

Téhog M mapovoo SMAMUATIKY €pyacio EMIKEVIPOVETOL oTnV OeEodikn oviilvon g
dadikaciog eykatdotoong Tov Spark toco og cuatdda e dayepioth Topwv to Hadoop/Yarn
660 KOl 6 CLOTAdM e TOV €YyeEVN dlayelploth ovotadag Spark (Spark Standalone Cluster
Manager). Emiong yivetar po ektevig mopovcioon tov Awokouioty Iotopikod Spark
(Awdwcrvokn Atemapny Xpnotn / Web Ul) kot tov teqvik®v SUVOUIKNG KOTOVOUNG TOP®V
KaOADG Kot 6TOVG TPOTOVG OOUOPPOGNS TOV TPOKEWEVOL Vo, emttevyBel 1 opbN vAomoinon

TOVG.



Abstract

In the present dissertation, an introduction to the concepts of Big Data and Big Data
Analytics is initially given. Then, it is made a comparative presentation of Apache Hadoop

and Apache Spark frameworks and their techniques facing the big data challenges.

After that, an extensive report is given, concerning the two methods by which a Spark
program can be configured/executed as well as the RDDs and DataFrames data structures of
Apache Spark.

Finally, the dissertation focuses on the process of Spark installation considering, in depth,
two cases: (a) installation in the Yarn resource manager Hadoop cluster and (b) installation in
the Spark Standalone resource manager cluster. There is also an extensive presentation of the
Spark history server (Web Ul) and the dynamic allocation of Spark resources as well as
Spark’s configuration in order to achieve their implementation and ways of testing their

proper implementation.

Vi
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vrofoAng (submitted) Tov Job 1d 0 kot Y10 TIC SVO EQAPUOYEQ). cvverveerreireeirereseerieeeesraenaeans 219
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Kepaiao 1
Ewsayoyn

H ynoelomoinon tov Kdcpov

H mpdodog ¢ teyvoroyiag ta Tedevtaio £ KOTESTNGE TPOGITO TO KOGTOG amodnKevong
peydAov dykov dedopévav. To yeyovdg antd €ixe MG AMOTEAEGHO TNV XPNON VEOV TPOTWV
LETOOYNUOTIOHOD, emeepyaciog Kot ovAALONG 0E00UEVMY Y10t TNV €EQY®YT TTOADTIUNG YVAOONG
ar’ avtd. To mepioodtepa amd ta dedopéva avtd dnuovpyndnkav omnd aicOnpeg
EVOOUATOUEVOVG GE GLOKEVEG KOl UNYOVES Kot 1 avdAvotn Tovg Pondd Tig emyelpnoElS 61N
BeAtioon ¢ amddoomg Kol 6TV avENCT TG TOPAYOYIKOTNTAS TOVG KOl TOVG KOTOVOAMTEG
ot Peitioon g mordtnrag Lmng Toug.

oupwvo pe apdpo tov World Economic Forum [12] to ynolokd cOumav avouévetol va
ptaost ta 44 ZB (1 zettabyte = 102 bytes) péypt to 2020. Evé n IDC (International Data
Corporation) [13] mpoPArémet :

e avEnon Tov ynoerokov cvpravtog and 33 ZB 10 2018 ota 175 ZB 10 2025.

e To 2025 10 49% tov maykocuia arodnkevpévov dedopévav (n IDC ypnoyonotet tov
opo DataSphere) - Oa Bpickovion ce mepiPaArovia ONUOGIOD VTOAOYIGTIKOD VEPOLG
(public cloud environments).

e Ta dwoekatoppvpla cvokevdv 10T mov Ba eivar cuvdedeuéveg oe OAn TV VIPHYELO,
AVOUEVETOL VAL ONovpyncovy mave omd 90 ZB dedopévmv to 2025.

e 2xeddv 10 30% TV dedopévav mov mapdyovtal Oo KOTOVOADVOVTOL GE TPAYLOTIKO
1POvo £mg 10 2025.

H IDC opiler to DataSphere g amotehovpevo amd tpelg tomobesies. [Ipmdtov, vadpyet o
"upnvag" (core), o omoiog TEPIAAUPAVEL TA TOPAGOGIOKE KO TOL VTTOAOYIGTIKOD VEPOUS KEVTPOL
dedopévav. Xt ovvéyela, vapyel  «Ilapven» (Edge), n omoia mepilapPdavel Tnv vrodoun
Y0 ETYEPNOELS, OTMS THPYOLS KLYEADYV, aibovoeg dlakopotmv (dataserver rooms), kim.
Télog, vrapyovv ta "tedikd onueia" (End-points), ta omoia meptlapfdvovy vTOAOYIGTES,
g€umvo Aépova kot ovokevég 10T, AR/VR (Augmented Reality/Virtual Reality), x.Ax.
(BAéme Zynpa 1.1).



Ipyip: [13]
Syfua 1-1: To DataSphere (IDC) anotelovpevn omd tov [Tuprva (core), tnv Hapven (Edge) kot to Telikd Enpeio
(Endpoint) - H d1ddoon tov dedopévmv yivetot omd Ta. TEMKE oNueio TPOG TOV TUPTVE. KOl 0VTIGTPOQa.

O 6poc peydra dgdopéva (Big Data) dpyioe va mpotospeaviletor oto TEAN TG OEKAETIOG
tov 1990, n emkpdnon tov kot 1 onpacio Tov avENONKe ekBeTIKA Le TNV TAPOSO TOV YPOV®V.
Yruepa To peydio dedopéva Bempovvtal Guyve OvVOTOGTAGTO GTOWEID TNG GTPOUTNYIKNG
dedopévev pag emyeipnong, n omoion  dtuc@aAiler 0Tt ta dedopéva dtayeipilovior Ko
YPNOLOTOLOVVTOL MG TEPLOVGLOKA GTOLYELD LE UTOKAEITTIKO GKOTO TNV OVAAVGT| TOVG KOl TV
e€aymyn moAdTIUNG YVOOTG TToL B GUUPAAAEL TN AYN BEATIOTOV OTOQAGEWMV.

O 6poc Meydra Agdopéva (Big Data) avapépetar e chvora dedopévav mov yapaxtnpilovtan
amd tepdotio dyko (volume), vymin toydnta (velocity) kot peyddn mowkihio (eTepoyévela)
(variety). Ev oAiyoic, to péyefog tov dedopévav kat / 1 1 ToxdTNTd Toug Kab1oTd advvaTn TV
amofnkevon 1N TV omoTeELECUATIKY] emeEepyacio TOvg Omd To TOPAUOOGLOKE epyoleio
dwxeiprong dedopévov.

O oyrog (volume) 5£60LEVOV DTOSEIKVOEL TOV GUVOAIKO OYKO TV dEG0UEVOV TTOL VPIGTOVTOL
enefepyacia Kol TPOKEWEVOL TO OEGOUEVO VO, XOPOKTNPLOTOVV MG “UEYOAA”, 0 HpOG 0V TOG Oa

TPENEL VO tvar TG TAENG apKETAOV terabyte Kot Ave.



H rayvtyra (velocity) vmodnAdvel Tn ToyLTNTO LE TNV OTOI0 TOPAYOVTOL, GLUAAEYOVTOL Kol
avVOADOVTOL T OEOOUEVL.

H mowxidia (variety) delyvel o €0pOG TV TOT®V SESOUEVOV TOV LEIGTAVTOL EMEEEPYACTOL KO
evooudtoon. Otav mpokettor yioo peydho dedopéva, Oev €XOVUE HOVO VO, YEIPIGTOVUE
dounpéva, 0E00IEVA, OAAG Kot UOOUNUEVE Kot KUpimg un dounpéva oedopéva. Eivor BEPato
OTL pe TV mAPodo TOv YPOVOVL, T Tpio AVTA YoPUKINPOTIKA Bo eakoAovOncovy va
LEYOADVOLV JOPKAOG 6 PéEYENOGE.

Ta tpia. V — Volume,Velocity, Variety — amotelodv to Kabiepmpéva YopaKTnpIoTIKG Yio Tov
oplopd tov big data. Kaza kaipoic éyer yiver tpoondbsia amd mpounbevtés Jvoewv Big Data va
npoateovv ota yopaxtnpiotika twv Big Data opiopéva axopa mov apyilovv ue to ypéuua V,
emekteivovtag 1o uoviédo twv 3 V. Loupwva ue tpv IBM (Veracity of data, 2013, [14]) éva
emmléov yoportnpiotiko givor B aétomario (Veracity) tovg. Ipoéiene 611 £mg to 2015, t0
80% twv maykdsumv dedopévev Ba ftav apéfata. Ot tpdmol mov mpoteivet yio TNV peimon

¢ apefardtnTog giva:

e H evoopdtoon dedopévov mov oyetilovtar peta&d Toug.

e H ypnon epyoreiov 0nmg 1 eneepyasia g uotkng yAoooog (NLP), n tpoyvmotiky
OVOALTIKT] TEAQTAOV Kol 1) avOAvon ocuvailsHnuatog tov dgdopévav amd péca
KOW®VIKNG SIKTO®ONG GLVTEAEL TNV avdALoN Kot €YY XPNOLUOV TANPOPOPLOV

and Ola T Orobéota dedouéva.



Extracting business value
from the 4 V’s of big data

90% | 50,000 ()
=il

of today’s GB/second
data is the estimated
has been created 1ate of global
in just the last . Internet
2 years

tratfic
by 2018

(...enough to fill

Velqcity

Variety

of generated data
is the estimated. is “unstructured”
amount of money that This includes tweets, photos,
poor data quality costs customer purchase histories
the US economy per year and customer service calls

The fifth “V”? o

Big data = the
ability to achieve
greater Value
through insights
from superior
analytics

Case study: A US-based aircraft engine manufacturer

now uses analytics to predict engine events that lead to

costly airline disruptions, with 97% accuracy. If this

prediction capability had been available in the previous
year, it would have saved $63 million.

Unlock the value of your big data.
Start here: ibm.co/technologyplatform

IInyn: https://www.ibmbigdatahub.com/infographic/extracting-business-value-4-vs-big-data

Zynuo 1-2: Ta 4V (1 5V;) tov Big Data katd v IBM

e Emiong pobnpatikés mpooeyyicelg Omwg 1M OTOYOOTIK] GLAAOYIOTIKY] 1 Ol
npocopowwcelc Monte Carlo Aapfdvovov voyn v afefoatdota yoo va ddGoLV

TPOYVOOTIKES GLUGTAGELS.

Av16 mov etvan LOTIKNG onuaciog Yo TNV Katavon o Tov HEYOA®Y 0e00UEVOV givorl 1 Bpdukn

Kol BopuPmONG PVOT TOVE Kot TO TOGH TNG EPYOUGING TOV OTOLTEITOL Y10l TNV UETOTPOTY| TOVG

4


https://www.ibmbigdatahub.com/infographic/extracting-business-value-4-vs-big-data

o€ akpiPn dedopéva Tpwv apyicel n avdivon tovg. Anotelel mpdxAnomn 1 aneAevfEPpmon Tov
SLVOUIKOD OV EUTEPIEXOVV TOL peYAAa dedopéva. H agaipeon otoyeiov 0nwg pepoinyio
(bias), avouoAOY 1 ACLVETEIOV KOl OTAOTOTOV Elvol UEPIKEG OO TIG TEXVIKEG OV
ypnoomotovvtat yro. tn Pertioon g akpifelog Tov HeydAov 0ES0UEVWV.

Alda wpotevoueva yapaxtypiotika sivor § uetafinroryra (Variability) tov dedouévov Loyom
0V aplBuod TV akpaiov Tudv (outliers) mov Ppickovior ota dedouéva, TV TOAATADY
SPOPETIKOV TOTOV OEOOUEVOV Kol TNY®V KoODG Kol TNG OCLVERELNG OTNV TayOTNTo
eoptmong tov dedopévav, n Eykvpotnrte (Validity), n wryrikéryra (Volatility) n omoio
avopEPETaL atov poOUO UETOPOANS TWV OEOOUEVDV, TO XPOVIKO OLGGTHUO. TOD TO, OEOOUEVO. ETVOL
emikoupa/ypnoio. kolwg Kol 010 YPOVIKO OI0OTHUG. TOV XPEIGLETOL VO, TOPOUETVODY
aroOnkevuéva, B oxtikoroiney (Visualization ) n onoio avaeépeTol 6TV TAPOVGINGT TOV
HeyAwv dedouévev Katd tpomo edkolo kotovontod kar tédog i adia (Value) n omoio
aVaQEPETaL OTNV OTOTIUNOY TOV KEPOOVS OV UTOPODV VO ETLPEPODY TO. OEOOUEVA. OTIC

EMYEIPNOEILS, OUMDS IEV EYOVV YIVEL EVPEWS ATOOEKTO.

Aldkpion tov Meydhov Aedopévov oe Aounuéva — Huwdounuéva — Mn
dounuéva

Ta dopnuéve oedopéva (structured data) eivar dedopévo pe mPoKoOOPIGUEVO LOVTELO
dedOUEVMV TTOL KOOLGTE OKOAT TNV avOAVOT) TOVG. Ta dEdOUEVH TOV TEPIEXOVTOL GE GYEGLOKES
Bacelg dedopévav Kot VTOAOYIoTIKE GUALA glvar dopnpéva. Mmopodv va amodnkevtodv e
Baon dedopévov SQL oe mivaka pe ypapupég kot otnies. [eprappavouv Eva oyecstokd kKAEWL,
10 omoio €yel avtiotoyotel oe mpokabopicpéva media. (Kabe eyypaer pmopel va €xel va
nedio pe 10 avayvoplotikd eyypoens (RID — UI unique identifier) to omoio pmopel va
xpNoonomBel yloo TNV HOVAOIKY OvVOyVOPLoT| UG EYYPOPNG GE TOAAATAEG €KOOCELS EVOG
oLVOAOL dedopévav. AOYm TG OGTNPNG OPYAVMCTG KOt TNG EVKOANG TPOGRAGILATNTOC, TO
dounpéva, dedopéva givar PN KOl OTOTEAECUATIKO OTNV EMEEEPYNCIO HEYOAOV OYKOL
TANPOEOPLOYV. QQ6TOGO, TOL SOUNUEVE OEGOUEVO OVTITPOGMOTELOLY £Va UIKPO TOGOGTO TMOV

oLVOMK®OV dtabécipmv dedopévev (5 €ng 10%).
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IInyn: https://www.hindawi.com/journals/mpe/2018/8058670/

Zynpa 1-3: Awdkpion twv Meydhov Agdopévov oe Aopnpéva, Hpudopnuéva kor Mn Aopnpéva

To nudopunpuéva dedopéva (semi-structured data), eivor TAnpopopieg mov dev dabétovy
JOUT| TOV OTOLTELTAL Y10 VO AVIKOVV GE pia 6Yectakn Bdomn dedopévav aAld £xovv oplopéveg
OPYOVAOTIKEG 1O1OTNTEC TTOV OLEVKOADVOLV TNV aVAALGT TOLG. MTOpel vor €QOVV GYETIKEG
TAnpoeopieg, Ommg eTkéteg petodedopévov (metadata tagging), mov emrTpEémOLV TNV
TPOCTELACT T®V oToryelwv mov mepéyoviat. [lapadelypata nuidounuévev dedopévov sivor
T apyeio: XML, JSON, csv, tsv (keyuévov oprofetnuéva pue otnrobétn - tab), kabmg kat ot un
oyxeolakeg Paoetg oedopévav (NoSQL). Ta nudopnpuéva 0ed0UEVa OTOTELOVY Kol VT S £G
10% 1V cuVOMKAOV S1OBECIUOV dESOUEVDV .

To pn dopnpéva dedopéve (non-structured data), oroterovv mepinov to 80% TV GLVOAMKEOV
dwbéoipumv dedopévmv otov KOG, dev £xovv Tpokabopicpévo oymua (predefined schema) -
povtédo dedopévav 1 eivar opyavouévo pe orotovonmote 1pomo. Eivar cuvnbmg punvouarta
NAeKTPOVIKOD TayLOpopeion, Eyypapa eneepyaciog KEWEVOL, VTOAOYIOTIKE GUAAN, Bivteo,
QoToypopiec, opyeion MNYOv, TOPOLGLAGELS, 10TOcEAdES, apyeior Kataypapns (log files),

dedopéva clickstream, dedopéva acONTMPOV oTd GLGKEVES, UNYOVES KOl O LLOLTOL, K.AT.

M£€000601 GLALOYNG SESOUEVOV Y10 OVOAVTIKT)

Aluveg Agdopévav, AA / AmoBnkec Asdopévav, AA

O1 Mpveg dgdopévorv (Data Lakes - DL) kot o1 amoOnikeg dedopévmv (Data WareHouses -
DW) ypnoytomolobvtot upémg yio. TNV omodnKevon peydrlmv dedopuévmv, oAAG Stapépovy
aoOntd petald tovg. Mo Aipvn dedopévay eivor pio kevipikn tomodesio yio v amobrkevon

HeYaAOL GyKoL 0€00UEVAOV aveEapTnTa omtd TNV TNYN TOLG KOl T LopPn Tovs. Mo amofnkm


https://www.hindawi.com/journals/mpe/2018/8058670/

dedopévav givar éva amobethplo (repository) yia dopnuéva, QILTPOPIoUEVO dEB0UEVOL TOV

&xovv oM vroPAnOel o emeepyacia Yo GUYKEKPIUEVO GKOTO.

The Data Lake Pattern
=
Data > Data
Data '
ﬁ —) Data
_,..——-? Lo Warehouse
Data
o—
Data ) Mart
Data Data in Data Data ready for
Sources raw format Transforms each need

IInysn: https://medium.com/datadriveninvestor/data-lakes-market-2018-2025-top-key-players-like-microsoft-informatica-
teradata-capgemini-h6f6a86e2fc8

Zynua 1-4: H Afpvn Aedopévav

H Aipvn dedopévov eivarl po vedtepn texvoroyio amobnikevong dedopévev e eE0PETIKES
duvaTdTTEG KMUAK®MONG oL AEITovpyel G €val KEVTIPIKO amofetnplo amodnkevong 1060
akatépyactov dedopévav (raw data), 6mov dev £xel TPOGdIOPIGTEL O TPOTOG e TOV 0moio Hal
a&lomomBovv, 660 Kot eneEepyocuévav dedopévev. H Aipvn dedopévov vrootnpilel v
npocAny (ingestion) TEPACTIOV TOGOTHTWV dEFOUEVOV OO TOALUTAEG TNYEG OESOUEVMV.

H Alpvn dedopévav €xet eminedn (flat) apyirextovikn. Kabe otoryeio dedopévav oe pia Aipvn
Agdopévaov emonuaivetor pe éva HOVASIKO OvayVOPIoTIKO Kol £Vo. GUVOAD TATPOPOPLDV
petadedopévav. H dvvatdtmra viomoinong O0a@opmv TOT®V OVOALTIKNG, G©€ TEPAOTIEG
TOGOTNTES OEJOUEVOV GUVEIGQEPEL GTNV AOENGCT TG AVOALTIKNG OTAS00NG Kot TNV €YYEV
EVOOUATOON.

Adym ™¢ avEavopevng ToKIAlaG Kol GYKoL TV HEYOA®DV OEOOUEV®V, Ol AUVEG OEOOUEVMV
AmOTEAODV [ 1IOYVPN OPYLITEKTOVIKT TPOGEYYIGT TOL 1) TOYKOCULO 0yopa TG EKTIUNONKE o€
3,24 doekatoppdpla doAdpro HITA 1o 2017 won avapéveror va Bdoel 10 moco tov 14,01
doekatoppvpiov dorapiov HITA to 2026 pe obvbeto etoto pvbud avamtvéng (compound
annual growth rate - CAGR) + 27,4%, katd tv nepiodo mpdPreync 2018-2026 (Tejshri, A,
2019,[15)).


https://medium.com/datadriveninvestor/data-lakes-market-2018-2025-top-key-players-like-microsoft-informatica-teradata-capgemini-b6f6a86e2fc8
https://medium.com/datadriveninvestor/data-lakes-market-2018-2025-top-key-players-like-microsoft-informatica-teradata-capgemini-b6f6a86e2fc8

M o001 kn dgdopévav cival Eva amobeTnplo TOL CLYKEVTIPMVEL OOUNUEVO SEGOUEVA OO
OLAPOPEG TNYEC Yo OKOTOVS GUYKPIONG KOU OVAALGNG GTOV TOUEN TNG EMLYEPTUOTIKNG
evpvioc. H amaitnon yuo dounpéva dedopéva €xel k661G Kabdg Oa Tpémet va oxedidoel o
emido&og ypNotng  £€va oYU Yl VO QOPTMGEL To. dedopéva tov. Ommg ovapépbnie
TPONYOLUEVMG 1 TOWKIALL (TN YEG KOl LOPPES OESOUEVOV) TV UEYOADY OEGOUEVOV OLEAVEL LE
NV TAPO0O0 TOV YPOVOL Kol KOS B TpocOETEL 0 YpNOTNG VEES TNYEC Kol LOPPES OEOOUEVMV,
Oo TPEMEL VOL KAVEL TEPIGGOTEPT LOVTEAOTTOINGT KO VOSIUHOPP®ST oL B propohioe emiong
Vo TEPLOPICEL TNV IKAVOTNTO TOL VO ETAVOYPTCLLOTOMGEL TO. 1010 Oedopéva Yoo VEEC

TEPUTAOGEIS YpNomNG (use cases) 610 HEAAOV.
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ITyys: https://www.dremio.com/what-is-a-data-warehouse

Zynuo 1-50 Amofnkn Agdopévov
YN0 KOTA TNV ovVAYVmoT EVOVTIOV GYNUOTOS KOTA TNV EYYPOPN

M GAAN Swapopd petah pog AMpvng dedopévov kot piag amodnkng dedopévav etvar o
TPOTOG avhyvoong TV dedopévav. Mo Apvn dedopévev erlogevel Kupimg axaTépyaoTa
dedopéva, ywpic kamolo mpokabopiopévo oynua. To oynua onovpyeitor Kot epoapuodleTo
puoévo otav ta dedopéva drofdlovtar amd ™ Alpuvn dedopévav. Avth 1 dladtkacio eTBoAng
oynuatog ovopdletal “oynua katd v avdyvoon” (schema on read). To “oynuo Kotd v
avlyvoon” emTpEmeEL TOV XPNOTN VO TOPOVGLAGEL TO OEJOUEVO TOV GE £€vo. GYNUO TOV
TPOGapUOLETOL KOADTEPO GTO EPWOTILLOTO TTOV VTOPAALOVTOL.
To “oyqua katd Vv avayvoon” Tapéyel peyardtepn eveAio Kot ETeKTACILOTNTO O10TL [26]:
* ALPOPETIKEG EPAPLOYEG LTOPOVV VO EPOPLOGOVV SLOPOPETIKA GYNLOTO TAPIAANAO GTO

dedopéva.


https://www.dremio.com/what-is-a-data-warehouse

* H tpomomoinon tov oyfuatog pog epaproyng oev emnpedlel ta avenesépyaota dedopéva
N TG AAAEG EQOPUOYEG.

* Katd v emPBoin evOg oyNUOTOS amd Lo EQOPLOYT, OEV YAVOVTOL TANPOPOPIES EPOCOV
dtnpnBovv 1o aveneépyacta Sedopéva.

* To mpokhnToV KOGTOC TEPAUATICUOD LE T dedOUEVA Elval YOUNAO.
Avtifeta 10 oynuo oty amobnkn dedopévov kabopiletoar ek TV mpotépwv. ‘Eva oynua
amotedeitor omd TOALOVG TIVOKEG Kot To WESIO TOLG, HE TOVG TOMOVG OEOOUEVMV, TOVLG
TEPLOPIGHOVS KoL TIG 6YECELG TOVS. Ta meptocdTepa amd To SedOUEVA TOV VIAPYOLV Efval Un
dounuéva ko Ba mpémer va dounbovv pe Pdon avtd 10 oynue Kabmg E1GEPYOVTAL GTNV
AmoBnjkn Agdopévav. H teyvikn avt) emiPoAng tov oynuotog ovopdletot “oynuo Katd tnv
eyypaon” (schema on write). Otav dafalet o xpnog dedopéva amd v amobnkn dedopuévay,
etvat ot pope1| mov £yl tpokabopicbel amd avtd to oynua. Kabmg mpokdntovy cuveydg véeg
popeéc Kot Tyéc dedopévav gival advvatn 1 dnuovpyic vog KaBoAkoD GYNILOTOS TOV VL
pmopel v TIg TPodypayeL €K TV TPOTEPMV. Ot YPNCELS TV OEOOUEVMV EVOEXETOAL VO
aAlGEovv pe v mApodo Tov xpoévov. Avtd onpaivel 6Tl To evepyd oynuo Ba mpémel va
tpomtomom el mpdypo ddOAov €0KOAo 0oL umopel vo punv givor 6e Béom o ypnoTng vo
OVOKTAGEL TIG TANPOPopieg mov £xovv yobel and ta aveneEépyoaota dedopéva Tov £xovv NoN

dounOetl e TO TPOYEVEGTEPO GYNLLOL.

= iy

With a data warehouse,
incoming data is cleaned and
organized into a single consistent
schema before being put into the
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IInyn: https://martinfowler.com/bliki/Datal ake.html

ynpa 1-6: (o) Amobrkn Aedopévav: Xta dedopéva emPairetor Eva Lovadikod oynio (oYNLe KOt TNV £YYPOQn) TPV

™V gyypoet| Toug otny amodnkn dedopévav. (B) Alpvn Aedopévav: Ta dedopéva amobnkevovtal aveneEépyaota ot

AMpvn dedopévev Kot epopprodlovTol SLpopeTIKd GYAILOTO KOTO TV 0VAYV®OGT TOL VO OVTOTOKPIVOVTOL KOAVTEPO GTA.
£pOTNUATO TTOV VTOPAALOVTAL.


https://martinfowler.com/bliki/DataLake.html

Mo wopdaderypa, og Tovpe OTL pua Alpvn 0E00UEVMV £XEL L0 GLAAOYT TOALDV YIAAOWV apyEimV
JSON. Avtd ta apyelo umopel va unv axoAovBobv KOO0 GUYKEKPIUEVO GYNUA, UTOPEL val
elval moAAd emimeda Pabid, aArd pmopel emiong va €yovv pepikd kowvd media. ‘Evog
emoTAHovag dedopévav pmopet va edyet pévo avtd ta Kowvd media and kdbe apyeio Kot va
CUUTANPAOGCEL Evay TVOK. L& OVTH TNV TEPINTTOOT, O EMOTHUOVAG OESOUEVOV YPAPEL Eval
epOTNUA Yo Vo avarvoet ta apyeio JSON, va e€dyet Tig TIHES TV TESIMV KOl VO GOUTANPOCEL
évav mivako. Me dAla Aoywo, epoapuoletor €va oynuo oto. apyeio TpoéAevong OTav

dwaPalovrar ta dedopéval.

ELT evavtiov ETL

O petaoynuatiopds dedopévmv dev givarl 1660 TOAD o TpotepadTNTA oTIG AA (Alpveg
dedoUEVMV) 0G0 1 POPTWON dedopEVMVY. Zuvnbmg, o1t cminvmacels dedopévav (data pipelines)
OTIG MUVES 0£00UEV@V eEAYOVV dedopéva amd To TYoiol GUGTHUATO KOl TO GOPTOVOLY GTY|
AA o106%0 660 T0 duvatdv ypnyopotepa. Emopévag ta epyareia EOM, EEaymyng, Poptwons-
Metoaoynuaticpov (ELT, Extraction-Loading-Transformation) eivot idavikd yio avtod. [ToArd
epyoreia EOM pmopodv va cuvdebolv pe ta cuotiuata arodnkevong AA gyyevag. To tunua
LETAGYNUOTIGULOD YEVIKO OPEPEL HETAED TOV KOTOVOAMT®OV dedopévev, £€Tol pmopel va
VILAPYOVY TOAAL Ol0POPETIKAE €10 TEPMTAOGEWV YPNONG UETACYNUOTICUOV. XE YEVIKES
YPOUUES, O LETACYNUOTIGUOS YiveTal e EPAPUOYES TEAMKOD YPpNoTN TOV GLVOEovTal ot AA.
Xpnowonowwvtoag povo 1o «E» kot «®» tov EOM onuaiver emiong 011 01 cCOANVOGEL
dedopévov otic AA givon amAég ko pOnveés.

Ov amobnkeg Aedopévav, AA, cuvibog eEaptovior and dwdwkacieg EM®, Eaymyng —
Metooymuaticpod - ®optwong (ETL, Extract-Transform-Load), 6mov éva 1 mepiocdtepa
nokéta EMO tpéyel péca o€ évav 1| TEPIGGOTEPOVS APLEPOUEVOLS VTTOAOYIGTIKOVS TOPOVG.
AVTd TO VTOLOYIGTIKO GTpOUO EAYEL dedoUEVa, TO HETACYNUATICEL KAl GTN GUVEYEWD TO
eoptdvel oty AA. Ot d1001K0GIEG LETAGYNUOTIGUOD Y10 TV OmoONKEVOT TOV dedoUEVOV
etvar capog kabopiopéveg, amoteoVV QVGTNPOVG KOVOVEG TMOV EMYEIPNCEDY, Kot givol
EMOVOAUUPOVOUEVEC.

M aAAn dapopd petald g EOM e AA kot tg EM® g AA givar o tpodmog mov Exovv
npoypoppotiotel. Xtig AA  umopet (] dgv pmopel) vo LAAPYOLV TPOYPOLUATIGUEVES
Jrdkacieg EOPTMONG KOl HETACYNUATIGHOV. Mepkol petacynuatiopol pmopel vo givon

epamnag 1 ad-hoc. O petaoynuotiopol otig AA givar oxeddv TAVTO TPOYPOUUATICUEVOL.
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Avalvtikn Agdopévav

H avaivtikn dedopévov (data analytics) sivar évo emomuovikd medio mov ypnotponotel

OO UOTIKA, OTATIOTIKT, TEYVIKEG TPOPAEYNG KO UNYOVIKT LAONOT UE GKOTO TNV aVaKAALYT),

epuNveiol Kot EMKOIVOVIOL CTUOVTIKOV TPOTUTOV KOl CUOYETICULMOV GTO OEOOUEVA KOl TN

JLdIKAGI0 EPOPLOYNG ALTOV TOV TPOTHTOV Y10 TV UTOTEAEGLOATIKN ANYT OTOPACEDV.

H avdivon dedopévaov umopel va Pondncet tov evOloQepOUEVO VO OTOVTNGEL GTOVG

aKoAovBovg Tomovg epmtnoewv: Tt cuvéPn; Ilog N yati cuvéPn awtd; T cvuPaivel topa; Tt

Oa cvuPet otn cvvéyeln; T Tpémel va KAVOLLE;.

Yrhpyovv 1€66€P1G KOPLOL TOTOL AVOAVTIKNG TTOV YPTGLULOTOLOVVTOL GHLEPAL.

H meprypagwki} avarvtikng (descriptive analytics) eotidlel otnv cuvédpoion kot thv
e€OpLEN dedoUéveV MOTE VA TOPEYEL TANPOPOPIES Y10 TO TAPELOSY KOl VO OTTOVTHGEL
oto gpatnua: “Ti éxet cvpPel;” . H katavonon tov odiaydv mov £xovv cuuPet o€ o
eMyelpnon etval TPOTOPYIKNG CNUAGIOG Yia TNV ANYN TEAECPOP®V ATOPACEMY GTIC
omoieg Oa PacioTel 1 EMLYEPNOLOKT GTPATNYIKN TNG. ZToryeio OMWG KATAUETPNGELS,
aBpoicuara, pEcotl 0pot, Katavoués, K.AT. cuvoyilovtal Kot GUYKPIVOVTOL GE YPOVIKES
TEPLOOOVE KOl Ol TANPOPOPIES OVTEG UTOPEL VO TAPOLY TN HOPPY| OTEIKOVIGEMV
OEQOUEVMV OTLMG YPOPT|LLATOL, SLOLYPAULOTO, AVAPOPES KOt TIVAKEG EAEYYOV.

H meprypapikry avolvtikny  yuo mopddstypo pmopel vor ypnowwomomBel yioo
OLYKEVTPMOT] GUVOAALOKTIK®OV TANPOPOPLOV, OTTWS TO TS Kivntd moAnonkav. Tlow
HovTéAD KvnTdv ToAndnkav (vd popen katdtadng 1 Tocootol) Kol KOTA TOCO
noMOnkav mEPGGOTEPO 1| AyotEpa Kwvntd amd v mponyovuevn nmuépo. H
TEPLYPAPIKT OVOAVTIKT €lval 1) KOPLO TPOGEYYIOT Y10 TV KOTAVONOT TV dEG0UEVOV
KOl TOV VPIOTAUEVOV TPOTOTTMV.

H ayopd Aoyiopikov meprypagikng avoivtikng Ba ¢tacel ta 1,88 dioexatoppdpia
doldpla péxpt to 2022 pe 20,6% ovvbeto emolo puBud avantuéng ond to 2017
(Woodward A., et al., 2019[17]).

H dwayvootiki aveivtiki (diagnostic analytics) avalntd tn Boaoikn artio mov cuvéRn
éva. GLUPAV YPNOLOTOLDVTAG TEYVIKEG OMMG aviyvevon OedopéveV, avakKdAvLyM
dedopévav, e£O6puén dedOUEVOV KOl GLGYETIKY] OTOTIOTIKN. ATOVTO GTO EPMTNUA:

“T'ati cuvéPn avtod;”

H mponyuévn avorvtikny ( mponyuéveg texvikég avaivong - advanced analytics) acyoAeiton

LE TNV ALTOUOT OVOKAALYT KOl ETIKOWVOVIO OVGLACTIKOV TPOTLIMV TOCO GE dOUNUEVA OGO
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Kol 6€ un Sopnuéva dedopéva, aALG Kot Ty TpdPreyn perdoviikov yeyovotwv. H Tlponyuévn
Avadvtiky enekteivel toug opiCovreg g Iapadooiaxng Avaivtikng (traditional analytics).
Me v TopadoGloKT OVOAVTIKY Ol OVOAVTEG amavtdve oto epmtnua "Tt cuvépn;" Avtifeta
pe v mponyuévn avodvtikny ekpougvovv 1o "Tr B cvpPel;" oAAd ko to "Ti Tpémer va
Kévoope;".

H ypnon MeBodoroyidv kot TeXVOAOYIOV Omd TNV OTATICTIKY] KOl TNV ETICTHUN TOV
VTOAOYIOTOV EmoEe ONUOVTIKO POAO otV ovamtuén kot KofEpmon Tov KAASoL TNg
TPONYUEVNS avoAlVTIKNG. Ot KOpleg GLUPOAEG TPOEPYOVTOL GO TNV UNYAVIKT LAONGN Kot TNV
eEOPLEN dedOUEVOV.

H pnyevuc] pdOnon acyoreitar pe ™ peyding kKAILoKog Kot ouTOROTOTOmUEVT onpovpyio
OTOTIOTIKOV LOVTEA®V GE HEYAAD GUVOLN SESOUEVAV, YWPIG TV aVAYKT) Yio dOKIUT LTOBEGEMV
(hypothesis testing).

H EZ0puvEn Agdopévov &xel gumhovticel v pnyovikn pddnorn koidmrovtoag emiong to
amopoiTnTo fUATO Yol TNV EVEOUATOOT dedopévav Kol TV Tpoeneepyacio Tovg (aviyvevon
AVOUOM®OV 1| 0KPOiOV TIUOV, TPOTOA®Y, CAANAEEAPTICEDV AVAUESH OE HETOPANTEG, K.AT.),
TPOKELUEVOD va. OnpiovpynBodv kadlvtepa povtéda. H pnyavikr pabnon enikevipoveton otnyv
KOTOOKELT] LOVTEA®V. ZNUEPD, O Opog EOPLEN dedopévav ypnoiomoteital AyoTepo Guyvda.
Avapeca og avaALTEG, 0 0pOG aVTAOC £xel avtikataotadel Kuplwg amd Tovg dpovg TpoPAemtiKn
OVOADTIKY], TEPLYPOPIKN HOVIEAOTOINGT 1 OGAA®V GLYYEVIKOV TESI®V OTMC OVOAVTIKY
KEIPLEVOD 1] AVOALTIKY] TOAVUECWV.

Ta Meydho Aedopévo amotehovv  mePOLGLOKO oToLelo Kol Omwg kibe GALO €TOPKO
TEPOVGLOKO oTotyeio, €yovv owovoukn o&io. H e£0puén dedopévav ival To Héco yuo v

eCayoyn “a&lag” N “mroAdTIUNG” TANpoPopiag omd Ta OESOUEVA.

e H mpoprentikiy oavolvtikny (predictive analytics), eivor évag kAGdog ToOL
emoTNUOVIKov mediov Tng otatiotikng advanced Analytics mov ypnoipomotel
OTOTIGTIKA HOVTEAQ Kot pnyovikn padnomn vy va xotoavonfel to péAdov kot va

aroavinOet to epotnpa: "Ti Oa propovoe va copPet;"”

H npofAentiki| avaAvTiKn ¥pNOLOTOLEL CTUTIGTIKA LOVTEAD KO UnYoviKn Ldonon yio
va tpoPAéyet Tt Ba umopovoe va cuuPel oto péEAAov, pe Bdon tponyodueva TpdTLIA.
Yuvnbwg, avtd yivetar TPoPoOdOTOVTING 10TOPIKE dedouéva (kabapiopéva kot / M
LETACYNUOTIGUEVD) GE EVO TPOPAETTIKO HOVTELO UNYOVIKNG pHaBnong mov eetdlet Tig

Baoikég thoelg ko mpdtuma ota dedopéva. To povrédo epapudletal otn cuvEy el oTo
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TpéyovTa dedopéva yio vor TpoPAéyel o evdlopepouevog Tt Ba cuuPel ot cuvéyela
(BAéme Zynuoa 1.7).

Extog and dounpéva dedopéva pumopel 0 evOlaQePOUEVOS VO £YEL KOL U1 SOUNUEVOL
dedopéva o omoior OPMG amantovv TpoemeEepyacio mpy v ypNoN Tovg ond TO
npoPrentikd poviéro. H emhoyn tov oxetikdv dedopévev, o kabapiopoc Toug Kot ot

emokolovbot petacynuaticpol propel va etvar pokpld Kot enimovn dtodikacio.

@ Historical Predictive

Data Algorithms
14

Predictions

@ New Data

IInyn: https://www.logianalytics.com/predictive-analytics/what-is-predictive-analytics

4

Tympa 1-7: TpoPAentiky avolvTiKy

H mpofrentikny avodvtik) a@opd Ty €momtevduevny padnon. Avtd onuaivel 6Tt 0éhel o
EVOLLPEPOLEVOC VO LABEL atd TPOTN YOO LEVA OEOOUEVA Y10 VAL TTPOPAEWEL TIC LEAAOVTIKES TAGELS.
H mpoPrenticn avdivon Poaciletonr kvpiowg ommv otatiotikn mlavotnta. Mmopel va
ta&vounOei n TpoPArentikn avdivon og 000 Pacikég Tpooeyyioels:

* [Todwdpounon

* Ta&wounon
Ye mpoceyyioelg malvopounong, yivetar tpofieym pog a&ioc. Ia mapddstypo, evoéyeton va
TPOPAEYEL KAVEIS TIG TOANGELS KIVIITAOV Y10 TOVG EMOUEVOVS OVO UNVEC.
Evo og mpoceyyioeig tagvounong yivetan mpoPieyn g kotnyopiog / khdong oty omoia Oa
meptlopupdvovron  véa  dgdopéval. [a  mopddetypa, ot0  wPOPANUa NG
anOAEG mEAOTAOV (customer churn) , pmopel o evolaPepOUEVOS Vo TPOPAEYEL Yo £val VEO
TEAGTN OV OVIKEL GE L1 OULAO TTOV UTOPEL VAL EYKOTAAEIYEL 1] VOL TOPOUEIVEL GTNV TEAATELOKN

Tov Pdon.
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The Four Types
of

Ad Hoc Reporting “How many, when, and where?”

Descriptive

Data Analytics
} Prescriptive
Future

Predictive
Discovery & Alerts “Where should we look?”

Diagnostic
Query & Drilldowns “Why did it happen?”

Past }

Canned Reports “What happened?”

TInyn: https://dataflog.com/read/the-four-types-of-data-analytics/3903

Iyuo 1-8: O téooepig tomot g Avovtikig Aedopévav — [apeAdov: Teprypapikr (Descriptive), kot
Awyvootikcy (Diagnostic) avaivtiky. Mélov: npoPrenticy (Predictive) kot kabodnyntikn (Prescriptive)
AVOALTIKY

H xaBoonyntikn avoivtikn (prescriptive analytics), mov amotelel tov £tepo KAGOO
™G TPONYUEVNG OVOAVTIKNAG, XPNOomolel aAdyopibpovg Peltictomoinong kot
oLGTOOTG YO TNV TOPOYN CVUPBOVADY GYETIKA UE TIC TOAVES CUVETEIEG KOl ATOVTOVV
oto gpotnua: “Ti mpémet vo Kavoupe;”. Avtdg 0 TOTOG avalvTIKNG omontel emyev
TANPOPOPMNON EKTOS amd 10TOPIKd dedopéva e&ontiog TS oG TV aikyopiBuwy mov

YPNOUOTOLEL.

A@opd kuping cvotyuata cvotaong (Recommendation or Recommender systems), to
omoia yivovior 60 Kot 7o SNUOPIAY T TEAELTOIO ¥POVIOL KOl YPTCLLOTOOVVTOL OE
JPopovg ToUELS, OmMG epgvvnTikd GpBpa, epoTiHOTA OvALNTNONG, KOWMVIKEG
ETIKETEG KOl TPOTOVTO YEVIKA. YTAPYOLV Pacikd TPES GNUAVTIKOL TOTOL UNYOVIGUMV

OVOTACEWMV:

o Xvvepyatikd eutpapiopa (Collaborative Filtering — CF). To ocvuvepyatikd
QUIATPAPIGHO. XPNOLOTOLEITAL EVPEWS OTO. UEGH KOWMVIKNG OIKTO®ONG, TO
Movikd gpumoplo Kot Tig vanpecies pons. Baciletar oty 0éa 0TL AvBpmmot pe
Kowd  evilpépov Yo oplopéva mpdyuato o £xovv mOAVOS TapOUOl

TPOTIUNGN Kol GE GAAQ TPAYLLOLTOL.
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o ®urpdapoua Paoer mepieyopévov (Content-Based Filtering — CBF) . Eivau
gvpeon g opototnTag petald aviikelwévov. H odotaon Pdoel mepieyouévon
OVOADEL TIC TEPLYPAPEG OVTIKEWWEVOV Kol OLUVIOTO G €vav ypnotn éva
OVTIKEIIEVO TTOV Elval TOPOHOL0 LE EKEIVOL TTOL TOV £X0VV OPEGEL OTO TOPEAOOV.
Kabwbg o ypnomg mapéyel mepiocodTepes mANPoeopieg N Aaupdvel uétpa otig
OLCOTAGELS, M UNYOvR oVoTaoNG Yivetoaw OAO Kot 7o okpPng. ZvoThuoto
ovotaong Pdoet mepleyopévon glvarl Yo TOPASELYHO. TO. GUGTHUOTO OV
npoteivouv o véa tavia i €va vEo Tpayohol og €va dtopo, pe Pdoet v
OHOLOTNTA TOVG UE GAAEG Touvieg I TpayoVdLo TOL £XEL AN EMAEEEL O YPNOTNG
KaTA TO TAPeEAOOV.

o YPBpuwd cvomuota cvotdoemv (Hybrid Recommendation Systems). Eivat ta
GLGTHOTA TTOL GLVIVALOVY GLVEPYATIKO PIATPAPIGHO Kol GIATPAPIoUa BACEL
nepeyopévon. Ta cvotipata avtd £xet amoderyBel 6t givar cuvnBwg ToAD o

OTOTEAEGUOTIKA 0T TIG AVOTEP® TPOGEYYICELS.

COLLABORATIVE FILTERING CONTENT-BASED FILTERING

O Read by user
Recommended
to user

Read by both users

il

Similar articles

Similar users O
at

il || <—— |l

Read by her,
recommended to him!

Zynua 1-9: Tvotiuata ootaong (Recommendation or Recommender systems), (o) cvvepyatikd uktpapiopo
(collaborative filtering), (B) et\tpdpiopa Paoet mepieyopuévou (content based filtering)
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Hybrid Recommendations

CF Based |
—
Recommender \

e d

TInyn: https://towardsdatascience.com/what-are-product-recommendation-engines-and-the-various-versions-of-them-
9dcab4ee26d5
Tynuo. 1-10: Zvotqpota Xootaong, Y Bpdikd Zvotipota Xvotdoewv (Hybrid Recommendation Systems)
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Kepaiaro 2
Ewcaymyn oto Apache Hadoop

O1 TPOKANGELC TOL EIGAYOVV TO LEYAAN dEOOUEVQL

Ta peydia dedopéva dnpovpyovv peydeg svkaipies. ['a va petovoimbodv dpmg ot svkapieg
avTtég og kEPOM Ba mpémel ol emyeipnon vo umopel v eneEepyacTel Kol Vo avaADGEL TO
dedopévo ot oVTOG Mote va €&Ayel TOALTIUN Yvdon Tov Bo TG TPOcdDoEL £va
OVTOYOVIGTIKO TAEOVEKTN O £VOVTL TOV ovTay®mvicrov. H dayeipion tov peydlov dedopévov
€10AYEL TPELG LEYOLES TPOKANGELC.

o H npdm npdxinomn, apopd to mpdPANUL TG 0TOONKEVONG TV HUEYOA®MY JESOUEV®V.
Eivair tpogavég 0Tt dev elvan duvatn 1 omob1kevon tepdotiov dykov dedopévay o€ Eva
TAPOd0GLOKO GOGTNLLO.

o H debtepn mpdxinon apopd 1o TpOPANUA TNG amOBKEVONG ETEPOYEVAOV OEOOUEVMV.
Onwg €xet Mo avaeepbel vadpyovv TPEG HOPQEES HeYOA®V dedouévav, Ta un
dounuéva, to MUI-dounuéva Kot To Sopnpéva oedopéva. Oa mpémel Aowmdv TO
amodnkevtikd ovomuo pog  emyeipnong /  opyavicpov vo vrootnpiler v
ATOONKEVOT| SLAPOPETIKMOV TOTMV OESOUEVOV TTOV ONULOVLPYOVVTUL ATTd S1APOPES TNYECS.

o H tpitn mpoéxinon, eivar n taydtro eneCepyasiog. O amoutoduevog xpovos yio
eneEepyacia aVTOV TOL TEPAGTION OYKOL OEOOUEVMV Elval apKETA LYNAOG.

Muia Aon o11¢ Tapandve tpokAnoelg amotelei to Hadoop, dpwme mpwv e€etootel mmg Tig emiiet
Ba yivel po Topovoioon avapopikd pe to Tt givor To Hadoop kot oo givot 1 apyLtekTtoviky

TOVL.

Hadoop 2.x

To Hadoop sivor éva mloiclo Aoylouikod avoiktod KMOKO Ypappévo oe Java mov
YPNOUOTOIEITOL Y10 TNV KOTAVEUNUEVN amodnkevon kot eneepyocio HeYOA®V OEOOUEVOV GE
ueyddeg ovoTAdEC KOWVMY KLpime vToloyiotdv. To Hadoop mapéyet vynAn vToAOYIoTIKT 1YV,
HEYOAN OmOONKELTIKN KOVOTNTO OAAG KOl TOYDTNTO EVO TAVTOYPOVO £ivol KAPOKOGLLO

(scalable), evéhkto (flexible), a&omoto ko avektikd oe cedaipoto (fault tolerant) ommg
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eaivetar oto Zynuo 2.1. H ékdoon 1.0 tov Hadoop enétpene v eneepyacio dedopévav

XPNOUOTOIOVTAS TV Lroloylotikny unyovy MapReduce, n omoia ypnoiponolovce Eva

TPOYPOUUUOTIOTIKO HoVTELO Yo emeepyacia dedopévav oe déopeg — katd maptideg - (batch

processing) evd m ékdoomn 2.X EMITPEMEL TV YPNON MG TAEWES0G VITOAOYIGTIKAOV UNYOVAOV

TEPAV  TNG EVOOUOTOUEVNG VTOAOYIOTIKAG unyavie MapReduce. Xt ouvvéxewn Oa

EMKEVTIPMOOVLLE GTNV OPYLTEKTOVIKN Kol TO. YapakTnplotikd tov Hadoop 2.X.

Ta tpia Pacikd cvotatikd tov hadoop sivar :

1.

To HDFS (Hadoop Distributed File System) - givor éva eEaipetikd avektikd oe
CQAALOTO KOTAVEUNUEVO GUOTNHA apyeimv Tov ypnotpomoleiton  omd o peydan
oMo, and TowTOXpovEG €QapuroYEG TpdsPaocng dedopsvov (Eyxnua 2.1), mov
ovvtovifovtatl and 10 YARN. To HDFS avti vo amobnkevel éva minpeg apyeio, to
yopilel og pkpd pmlok dedopévav pe tpokadopiopévo uéyebog (cuvnbog 128 MB),
onpovpyel moAAOTAG avtiypoeo TV UTAOK OedOUEVOV KOl TO OLOVELEL GTOVG
VROAOYIGTIKOVS KOUPoug g ocvotdoas. Avti n katovour] e€aceaiilelt O6tL ToO
dedopéva Tapapévouy StaBEoa, TaPa TIG AVOTOPEVKTEG 0GTOYIEG KATOIWV 0md TOVG
KOpuPove mov To PrAoEevov.

To YARN (Yet Another Resource Negotiator) - eivat €vat 6OOTNHA Y& TOV CUVTOVIOHO
Kol TNV SloXeiplon twv mopwv oLOTASNG, TO OTOI0 EVEPYMVTOG WG SIEMAPT] HE TOLG
TIOPOLE CLOTASNG EMTPETEL KATAVEUNHEVEG EQappOYEG MapReduce aAAG Ko amd GAAEG
MOAAEG pnyaveg eneéepyaaiag dedopévav (Yo Stadpaotikd epotipata SQL, pon o€
TIPAYHOTIKO XpOVO, emedepyaoing KATQ TapTideg, K.AT.) va enegepyaotovv dedopéva
amobnkevpéva oe pia cvotdda Hadoop.

To MapReduce - eivon n eyyeviig pnxavr tov Hadoop vy enelepyonoia oe Séajieg
(batches).

IN-MEMORY
Spork

SAS

BATCH INTERACTIVE ONLINE STREAMING GRAPH
LASR, HPA

MapReduce Tez HBase Storm, 54, ... Giraph

H OTHERS

}

YARN: Cluster Resource Management

TInyn: https://data-flair.training/blogs/hadoop-yarn-tutorial/

ynua 2-1:H apyrtektovikny tov Hadoop 2.x
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HDFS

H Apyrtektovikn Tov Apache Hadoop HDFS axoiovBei puo tororoyio Master / Slave 6rov

pio ovotdda amotereitan and Eva pdbvo NameNode (NN-Master Node or Daemon /master

koupo M daipova) kOuPo kot 6ot ot GAlot kopupor eivon DataNodes (DN-Slave koppor 1y

daipoveg). To HDFS pmopeti va Aettovpynoet pe:

o Amevepyomompévn v Y ynan Awbeopdmra (non-HA-enabled HDFS cluster
— HA: High Availability) (NameNode Secondary, NameNode)

o Evepyomomuévn YynAn Awbecipotnto (HA-enabled HDFS cluster) (BAéne
Yynuo 2-3) (NameNode, Standby NameNode)

[Mopakdto 6idetan pio cHVTOUN TEPLYPOUPT| TOV CLOTATIKAOV cTolXEimv Tov HDFS :

O NameNode dwyepiletor to ydpo ovopdtov (NamMespace) Tov GLGTHUATOS APYEIWY,
EMTPEMOVTOG GTOVG VITOAOYIGTEG-TEAATEG VO JOVAEVOVY e apyeio Kot kaTardyove. O
Namenode omofnkevel povo ta petadedopéva yia ta apysio (Omwg ovouata apyeimv
CLUTEPIAAUPAVOUEVOL TOV HOVOTATION OT0ONKEVONG TOVG, dtKoudaTo, (Permissions)
wpdcPaong apyeimv Kot Katardymv, xpdvog tpocPaocng apyeiov, xpdvog Tpomomoinong
apyeiov Kot Katahdyov, TAnpoeopies yio to péyedog tov block, kabdg kat ta blocks
ano ta omoia amoteheiton 1o kéOe apyeio Kot v BEom Tovg oTovg DataNodes mov givan
amodnkevuévo (Block Address Table), 1droxttec apyeiov 1 kataddyov, Gvopo opadog
(groupname) apyeiov N KataAOYOL KAT.) Kot wapakoAovbel ta apyeio 6 oOAOKANPT T
oLOTAdN, EVO TO TPOYHOTIKE Ogdopéve  amodnkevovior otov DataNode. Ortov
ypnowonoteitor, o NameNode amobnkedel Oha Ta PLETOEIOUEVO GTNV KOPLOL VAU,
OAAG To amoBnKevEL Kot 6€ UOVIHO QUOIKO OmoONKELTIKO HEGO. XVYKEKPIUEVO TO
petadedopéva arobnkevovral o 600 apyeio:

o Xto apyeio fsimage mov eivon n amobnkn petadedopévov (Mmetadata store) wov
KpoTd éva ottypdtumo (snapshot) tov cvotuatog apyeimv. O pop@dTLTOC
(format) awtov Tov apyeiov eivar 0modoTiKOg Povo yio diaPacpa avtifeta givar
OKOTOAANAOG Y10 LUKPEG OLUO0YIKEG EVILEPDGELG,.

o Z1o apyelo kataypapng encgepyaociag edits (edits log file) mov kpatd OAeg TiC
aAlayéc oto cvotnua apyxeiov HDFS. Evvololoykd, to apyeio katoypogng
eneEepyaoiag edits eivar g eviaio ovroTTa, OAAL AVIUTPOCOTEVETAL OO

évav apBpd apyeiov oto dicko.
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O NameNode happavet meprodicd Tic avapopéc Heartbeat! (heartbeat report) kat block?
(block report) amd 6lovg tovg DataNodes tng ovotddag. H avagopd heartbeat
emPePardver tov NameNode 6t o koppog givar evepydg ((oviovog) eved mapdAinio
ephapPdvovtal TANPOEopies OTMG 0 GLVOAKOG YDPOG GTO dIOKO, O GLVOAMKOG YMDPOG
OV YPNOOTOLEITAN KOODS Kot 0 aplOrdS TV HETAPEPOUEV®VY dEGOUEVDV TTOV BonBovv
tov NameNode oty dievépyeia eElcoppomnong eoptiov. Edv o NameNode dev AdPet
avoeopd heartbeat and éva DataNode yio diotnua peyodvtepo tov 10 Aentdv Oewpsei
tov Datanode m¢ vekpd kat apyilel v avirypaeh tmv block® mov sivar amodnksvuéva
otov vekpd DataNode oe dllovg evepyods kOpPove yioo va Sl0cQUAOTEL M
dwbeopotra. H avagopd block (block report) sivar pia Aoto AoV TV aviypaemv
(replicas) HDFS block dedopévmv mov avtiototyovv og Kabe éva, omd o, TOmIKE apyEio
tov DataNode (mepiéyer to block ID, to generation stamp, kot o pufKog Kabe
avtypaeov block (block replica) mov @uho&evei). Eivar vtebbuvog yio v amodoyn
epyooiog amd toug meddreg (clients). Lkomdg tov givor va eEac@aricet 0Tt Ta dedopéva
OV OTOLTOVVTOL Y10, T Agltovpyia poptdvovtar Kot dtoywpilovtar o koppdtio block
dedopévov. O aplBudc tov avtypaeov evog apyeiov mov emibouei o yprotg vo
anobnkevtodv oto HDFS ovopdletar cuvteleotig avamapaywyng (replication factor)
avtov oL apyeiov. Ot TAnpopopieg avtég amodnkevovrar ad to NameNode.

e Tlpw ™V éilevon tov Hadoop 2.0 #, o Namenode amotehovoe 10 povadikd onueio
anotvyiog (single point of failure -SPOF) o¢ o cvetada HDFS. ‘Etot amotvyio Tov
NameNode cnpatve amotuyion OLOKANPNG TNES GLOTASAG KOl OTTOLTODVTOV YEPMVUKTIKN
napéuPacn yioo v emovagopd ¢ ovotadog Hadoop eite pe emavekkivion tov
NameNode gite pe gkkivnon evog kOpBov mov d10TnPovcE £va avTiypopo ac@oAEiog
tov NameNode yeyovdg mov giye apvnTikO OVTIKTUTO GTO GUVOAKO YPOVO SLOKOTNG
™G ovotadas. H 1ot ta e vyning owbeocipottog (HDFS High Availability § HA)
tov Hadoop 2.0 avtipetonilel mpoPAfLoTo OTOS andAE GVOTASAS AOY® ATPOCUEVOL

vYe€YovoTog M1 cvvtnipnong tov NameNode, mapéyovtag v €mAOYN €KTEAEONS VO

L To mpoemideyuévo Sidotnue mov amootéddeton pua avapopd heartbeat sivar 3 devrepdienta (dfs.heartbeat.interval=3). H
avagopd avtiy repilapfdver ko (dfs.blockreport.intervalMec=21600000) e ms.

2 To mpoemideyuévo didotnua mov amootélletar e avapopd block (dfs.blockreport.intervalMec=21600000) e ms.To
Datanode poli ue tov ktomo g kopdidg otéAver emiong v avopopa urlok ato Namenode, 11 ovopopa uwlok TomiKd mepiéyel
™ AMoto 0wy twv urlok oe éva datanode.

3 0 NameNode yvopiler 6mwe 1100 avapépaye 6Aove Tov¢ evepyoic kéuBovg dedouéveov e ovatédac ko ta block wov
TepIE el 0 kabévag amd avtoig étot doo amd avtd ta block éyovv cvviedeati avamapoywyic (replication factor, default=3)
1eyalvtepo tov 1 umopodv va avomapayBoiv (pa aviioroitya kai To. apyeio oTa OTOIo. OVRKOVY).

4 Oxtdpproc tov 2013
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NameNodes ° (Bréne Zynua 2-3) omv i cvotdda oe evepyntikly / modNTIKA
(active/passive) Aertovpyia pe kavtn katdotaon ovapovig (hot standby). O Standby
NameNode eivar cuyypoviouévog pe tov active NameNode dnladn €xet to idwo
petadedopéva e avtdv (PAEre Zyfua 2-3) yeyovog Tov TOV EMITPENEL TV YPNYOPT
EMOVOPOPA TNG CLGTASNS GTNV TPOTEPO, KATAGTACT TNG, ONANOT GTNV KATAGTACT TNG
npv Vv amotvyio Tov NameNode. To Hadoop 3.0 vroomnpiler mAéov moAhamAong
KOUPOVG avaploviG, YEYOVOG TTOL 0EAVEL TEPOLTEP® TN SLOBEGIHOTNTA TG GLGTASNG.

e O Acvrepgoov Namenode ° (SecondaryNameNode, PAéme Zyfuo 2-2) sivan
BonOnrticog kopPog tov NameNode mov ektehel epyaciec yio. AOyoploaoud Tov
NameNode kot ypnoipomoteitor 6tov givol amevepyomompuévn 1 wdmTa Yyning
dwbeopotrog oto HDFS. O Agutepehov NameNode cuvevovetl kdBe 1060 10 apyeio
kataypaeng edits pe to fsimage yeyovog mov Bondd omd ) o pepid ot peimon tov
peyébovg tov apyeiov kotaypaeng editS kot amd TV GAAN 610 Vo dwoTnpeiton
evnuepopévo to apyeio fsimage e&aocpolilovtog £To1 0TI 6€ TEPIMTOOT ATOTLYIOG TOV
NameNode dev Oa yobei peyddo pépog HETOOESOUEV®V. TN GUVEXELDL OVTIYPAPEL TO
evnuepopévo apyeio fsimage micw otov NameNode o omoiog o to ypnoipomomost
oTNV €MOUEVT €MAVEKKIVNON, YEYOVOG Tov Bor odnynoel ot peiwon Tov Ypovov
ekktvnong.

e O DataNodes amofnkevovv kot dtatnpodv Ta prhok dedopévav. Otav évag DataNode
Eexva outeiton va gyypagei otov NameNode (handshaking process with NN)
anootéAovtac tov to Cluster ID, Namespace ID kot Blockpool ID. O NameNode
apov emPefoidoet v opBotTa avtdv tev IDS otélver otov DataNode tnv
emPePaioon eyypagnc o omoiog Tov AmOcTEAAEL ®G amdvinon o avaeopd block
(block report). Mw Hadoop 2.x cvotdda pmopei vo grhofevioet émg kot 10.000
DataNodes. O dwaxopotig NameNode mopéyetl ta pnlok dedopévav Aol Tov TOTOL
gpyociog mov vroPdAlel 0 TEAATNG.

e H oaAnlenidpaon pe 1o HDFES yivetaw pe 10 mpoypappo-meddrn (client) tov
ovotiuatog apyeiov HDFS. Ot vroloyiotég meldteg hdfs emicotvovovv npodta pe tov
NameNode yio o HETOOEOOUEVO KOl GTI) CUVEXEWN EMIKOVMOVOVV UE TOLG KOUPOLG

dedopévav (DN) yia v avdyvoon / eyypaen dedopévav (BAére Zynua 2-4).

5 0 Standby NameNode eivar ovyypoviauévoc ue tov active NameNode dndadi éxet tor idia petadedopéva pe avtov yeyovos
OV TOV EMTPETEL TV YPITYOPT] EXOVOPOPT. THS GVOTAONS TTHV TPOTENO. KATAGTACH TS, ONAGON TNV KOTAGTO0H THE TTPLV THY
arotvyio. tov NameNode.

6 Aev Oo. mpémer va. ovyyéetou pe rov Standby NameNode oo ecacpaiiler vynis Siabeciudtnra (HA — High Availability).
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Lt Client

All name space edits
logged to shared NFS
storage; single writer
(fencing)

Read edit logs and applies
to its own namespace

Resource
Manager

Active Standby
NameNode NameNode

Data Node Data Node

Container
. - NN N B

IInyn: https://www.dezyre.com/article/hadoop-2-0-yarn-framework-the-gateway-to-easier-programming-for-hadoop-
users/84

Iyfuo 2-2: H Apytextoviki tov Hadoop 2.0 (Yarn)

All name space edits
logged to shared storage

Block reports are sent
to both Name Nodes

Inyn: https://www.dezyre.com/article/what-is-hadoop-2-0-high-availability/87

Syfuo 2-3: To To Hadoop pe evepyomomuévn (enabled) v Yynin AwBeowotnro (High Availability — HA).
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HDFS namenode

read o
i Flle namespace /foo/bar
HDFS client S
write &
/&
[
Uy
bz/,./-{

HDFS datanode

Linux file system

2a

TInys: https://www.coursera.org/lecture/big-data-essentials/hdfs-client-xgbJQ

Eynuo 2-4: Ot vroroyiotég neldreg hdfs emkovevovv mpdta pe tov NameNode yio ta petadedopéva kot ot cuvEXELDL
EMKOV®OVOUV LE TOVG KOpPovg dedopévav (DN) yio v avayveon / eyypoen 6ed0pUévmy.

YARN

Onwg gaivetar oto Zynua 2.1 , to Apache Hadoop YARN Bpioketar peta&d tov HDFS ko
TOV UNYOVOV ETEEEPYOCING TOL ¥PNCLOTOLOVVTOL Yio TV eKTéAEON epappoydv. To YARN
akoAovOel v apyrtektovikn master-slave (BAéne Zynua 2.2). H master diepyacio (daipovog
- daemon) ovoudleton Awyepromc IMopwv (ResourceManager, RM) ka1 1 depyoaocia
(Saipovac) slave ovoudletan Atoyeipiotic Koppov (NodeManager, NM).

H apyrtektovikr Tov Apache Hadoop 2.x (Yarn) arotekeitar and ta akdlovba crovyeio:

e Tov Awyeproti [lépov - RM (BAéne Tynuo 2.5a) mov amoteAeiton amd 600 oTotyEio.
tov Xpovodpoporoynty (Scheduler) kou tov Awyeprot) Egapuoydv (Applications
Manager, AsM). O Xpovodpoporoyntig Kataviuel TOPOVG OTIC HAPOPES EPUPLOYES
oL TPEYOVV. AlTNPEl Lol KOTAGTOON UE TIG EQPOPULOYES TTOV EKTEAOVVTOL GTN GLGTAON
Kot o pe toug drabécipovg mopovg o kabe Covtavo NodeManager (PAéme Zynuo 2-
5B). ' va emitpémovTon dlapopetikoi Teplopiopol mohrtikng, to YARN ypnoyomoiei
pluggable Xpovodpoporoyntéc mov vrmootnpilovy T  YPNON  SLOPOPETIKOV
aAyopiBumv, 6mmg 1 ypovodpopordynon ympntikotntog (capacity scheduling) ko m
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ypovodpopordynon Sikong katavounc (fair scheduling ). O Awyeipioig
Egoppoydv (AsM) givor vredBovog yioo v amodoyn twv vroforliopevoy and tov
neddtn epyooiov (jobs), mv apyikomoinon tov Application Master (AM) ywo v
OVLYKEKPIUEVN epyacio kol TNV mopokorlovOnon ¢ katdotacng tov Application
Masters kot og mepintmon amotvyiog evog Application Master eravexkkivei to container

67O Omolo £TPEYE.

e Tov Application Master -AM (BAéne Zynua 2.5B) mov givat évag avd epapproyn kot
umopel va dnuiovpyndei og onotovénmote kopPo slave kar darnpeitan {ovtavog Kotd
™ ddpkela g ComMg wag epappoync. ‘Exet tnv evbovn g dtumpaypdrevong mopwov
VIO TNV pope1 containers oamd 1o ResourceManager, thv mopoakolovOnon g
KOTAGTOONG TOVS KOl TNG TPOoOdov Tovg. Xvvepydleton pe to NodeManager yuo tnv
eKTéEAEDT) Ko TNV apakorovOnon tev épymv (tasks).

e Toug Awyeprotéc Koppov - NM (Bréne Zynua 2.5B) mov givor évag avd koufo kot
givar vevBuvol Yoo oo containers, v evnuépwon tov Awyeptot [Mopwv pe ta
OTOTEAEGLLOTO TTOPAKOAOVONGN TG XPNONG TOV TOPWV TOVG, TNV EKTEAECT EVOG EPYOV
o€ KaOe Evav KOUPo dedoUEV@V Kol TNV S0t pnoT opYEI®V KOTaypapns TMV KOVTEVEP
elte Tomkd o€ dioKOVG £1TE POPTDOVOVTAS TO GTO KATOVEUUEVO GUCTN LA OPYEI®V OOV
TPAOTO TO GUUTIEGEL.

e To Containers (PAéne Zynuoa 2.5B) avtrpoc®mredovy TOVE SECUELUEVOVS TOPOVG
(wvAun, cpu, diktvo, diokot) &vog kKOpPov kot Exovv éva povadikd Container 1d. O
ATOKAEIGTIKA VITEVOLVOC Y10 TNV EKYMPT N 0TolovdnTote Container og o epopproyn

givar o RM.

" An6 mpoemidoyi, o Hadoop 2.x &yer evepyomomuévo tov Xpovodpouoloynui Xopnrétyrag (Capacity Scheduler)
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O Xpovodpoporoyntig KaTavEUEL TOPOVS GTIG
dlpopec epoppoyég mov tpéyovv. To YARN
vrootnpilel tov Capacity Scheduler kot tov
Fair Scheduler.

Resource Manager

O Awyeprotc Epapuoymv eivar vrevbovoc yuo
Applications Vianagel ™mv amnodoyn 1OV vrofodldpevev omd Tov
neAdtn epyaciov (jobs), Tnv apyikoroincn Tov
ApplicationMaster Qg GUYKEKPLUEVNG
gpyooiog kor v emovekkivnon Ttov of
MEPIMTOGT AmOTVYI0C.

(2)

1. Bun Resource requests
| Client application | Resource i Priority  Location  Resources  #Containers |
Lz o1 fostl] 1GB+dcoe 2 3
:F'ricirit:,' Locatiom  Resources #Containers |

[ 2 rackd  2GB + 1 core 1 i

3. Negotiate
resources -H Task Gnmainerl
|l Task Gnmainerl

Mode manager
[nost1, rack1)

2. Start AM

o

Container| AM

Node manager
[host M, rack N]

4. Launch
tasks in the
containers

Task |Container

Node manager
[nostA, rackd]

ITnyy: https://sparkbyexamples.com/hadoop/how-yarn-works/

®)
Iymua 2-5: (o) Ta otoryeio mov amaptiCovv tov Awayeprot [Topwv (Resource Manager, RM): O Xpovodpoporoyntig

(Scheduler) kot o Awyepiotig Epoppoydv (Applications Manager, AsM), (B) YroBoAn epoppoyng oto Apache YARN

MapReduce

To MapReduce civar évog kotaveunuévog aAyopbpog yw v enefepyoocio peyAwmv
dedopévav og 800 paocelc (Map, Reduce). Kdbe @don amottel Tov mpoypopUaTiond Mg
ovvaptnong (map, reduce), ypouuévng oe YA®ooo YEVIKNG ypnong onmg Java, otnv omoia

kaBopileTon N Aoywkn g emeepyasioc. H cuvaptnon map Aappavel Eva chHvoro dedopévav
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KOl TO PETATPENEL 08 GAAO oOVOAO dedouévmv (EVOIOUECES TIUEC), OOV TO UEUOVOUEVO
otoyyeia katavépovtar o€ mAeddec (Cevyn kAhedov / tung). H cvvéptnon reduce naipver v
€£000 amd po cuvapTNon Map ¢ £i0060 Kot GVVIVALEL AVTEG TIg TAELAdES OedOUEVOV OE Eval
LKPOTEPO GVUVOLO TAELAO®V. XTO TpoypappatioTikd poviélo MapReduce ot epyacieg (jobs)
enekepyooiag dedopévav ovopalovior mappers kot reducers. I'evikd to TpOYPOUUOTIGTIKO
vnodoetypa MapReduce PBoociletor 6TV omocGTOAN T®V VITOAOYICUGOV GTOV TOMO OTOL
Bpickovtat ta dedopéva (tomkdtnTa dedopuévov - data locality)!

To MapReduce givat pio 7o) anlodoTEPN TPOGEYYION Y10, VIOAOYIGHOVG UEYOANG KAIpaKOG
OV OITOCKOTEL OTIV AOKPLYN TNE TOAVTAOKOTNTAG TG TOPAAANANG eneéepyaoiag [24]. Avtd
etvar évo onNUavTIKO TAEOVEKTNUO, Y10 TNV OVOAVTIKY JEO0UEVOV, KOOMG OMAALAGGEL TOV
TPOYPOUUOTIOT! atd TO PAPOC va eivar €101KOG GTNV OVIIUETOTION TOAVTAOK®V LOVIEA®DV
TaPAAANANG emeepyociog Ko amattel an’ avtdv va elvarl €101kdg 6ty eEaywyn TOADTIUNG
yvoong ond to dedopéva HEGH VITOAOYIGLOL [6].

H @don Map oaroteleiton and dvo Pripata (PAéme ynua 2.6):

e Splitting - Mia &icodog oe pa epyocio MapReduce yopiletar oe  vroohvolra
dedopévav  otabepod peyébovg mov  ovopdlovtar inputSplits. To InputSplit
AVTITPOoOTEVEL TaL dedopéva TOV KOTOVOA®VOVTaL omd €vav Mapper. Xuvenmg o
aplOuog Tov mapper wovtor pe tov opldud tov inputSplits. Xt ocuvvéyelwn o
RecordReader 0o emikotvmviost pe to inputSplit kot Oa dtoupéoet to dedopéva oe (evyn
KAEWO100-TUNG OV €ivarl KATdAANAQ Y10 avAyvmon amd Tov mapper.

e Mapper - viomnotei ™ cvvaptnon map (k1, v1) -> list (k2, v2), oty omoia 0 kddkag
oL TTOPEXETOL OO TO YPNoTN extereitan o€ k0Be Levyog KAewdov-Tiung (k1, vl) mov
dwPdaletar and ta apyeia etloddov. H ££060¢g TG cuvdptnong mMap sivon pua Aloto pe
undév N mepiocotepa (evyn kredov-tung list(k2, v2) mov ovopdlovtor evoidpeoa
Cevyn. Ed® 1o xAedl eivor 11 dedopéva Ba opadomomBovv kot m T givor ot
TANPoYopieg mov oyetiCovon pe TV avaivon otov Reducer. Ot tomot dedopévav TV
(k1,v1) pmopei va givon drapopetikoi omd tovg Tomove tov (K2,v2).

H @don Reduce Eexva pe to Priua (PAEme Zynquo 2.6):

e Shuffle (avakatavoun) kot Sort (ta&ivéunen). Katd to o avtd pHeTo.poptdvVOvVTIOL
T {E0YN OUASOTOMUEVOV KAEWOLOV-TIL®V 6TOV ToTkd kOuPo 6mov tpéyel o Reducer.
Ate&hyeton o dtadtkaoio  dtapolpacpod omov  yivetow M taivounon Kot m
avokatdtoln £tol MoTe OAEC Ol TAEWAOEG e TO 1010 KAEWL Vo OMOGTEALOVTOL GTOV

avtictoyo Reducer. Ta pepovopéva (evyn KAEWBIOV-TIUGV Ta&vopobvtot ave KAWL
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oe o peyoAvtepn Alota ogdopévev. X1 AMota dedouEveV OUAOOTOLOVVTIOL T
avtioToryo KAEWW £T01 MOTE VO OLEVKOADVETOL 1 XPNON TOV TIUOV TOVG GCF
emavoaAnmTikég Swdikooieg otov Reducer (k2, list(v2)), extelel oavaxatavoun
(shuffling) g Alotag e£660v oTic KaTaAANAES cuvapthoelg reduce () £tot dote Aoyikd

N ovvaptnon reduce () va ene&epyaletar o 1610 kAedi (K2) kan evoidpeon tiun (V2).

Reducer. O Reducer tpéyet ™ ovvaptnon reduce (k2, list (v2)) yia kabe povadikd
KAewdl k2 xor v avtictoyn Aloto Tipwov (v2). Edm, to dedopévo pmopodv va
oLYKEVTPOOOHV, Vo PIATPOPIGTOVV Kot VO, sLVIVAGTOOV He S18popovs TpoOTovs. MoOAg
oAoxkAnpwBel n cuvdptnon reduce, otédvel unodév N meprocotepa Levy KAEWLOV-TIUNG
- list (k3, v3) - oto 1ehkd apyeio €£660v. Ot ool tov (k2,v2) pmopel vo givar
drapopetikol and tovg Tomovg tov (K3,v3). Ot gpyacieg reduce Eekvovuv apécmg PeTd.
TNV OAOKANP®GN TOV EPYAcIOV Map.

The Overall MapReduce Word Count Process edureiaal

Input Splitting Mapping Shuffling Reducing Final Result

List(K2, V2) K2, List(V2)
K1, V1

List(K3, V3)
i
Deer Bear River e mm—

Car Car River Car Car River
Deer Car Bear

®aon Map ®Gon Reduce

Inyn: https://www.edureka.co/blog/mapreduce-tutorial

ynua 2-6: Mapaderypo MapReduce

To Hadoop wg Avon oT1g TpokANGELS TOV HEYUA®Y deS0UEVOV

Ag dovpe ot cvvéreln Tog avtipetonilel o Hadoop tig tpokAnocelg mov elodyouvy ta peydia
dedopévaL:

H Mon ot0 mpdPAnpa g amodnkevong tov peydlov dedopévov givar to HDFS. To omoio
TOPEYEL EVOV KOTOVEUNIEVO TPOTO amobnkevong peydlmv dedopévov (Zynua 2.7-1). Kabe

apyeio amobnkedetar ®¢ akoAovBia pmhok, 6mov OAa Ta UTAOK G€ éva apyelo €KTOC amd TO
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televtaio pmiok €yxovv to 1010 péyebog. Ag vobésovpe O6TL 0 YpNoTNG Exel éva apyeio pe
uéyebog S48MB ko £xet opioet 1o péyebog Tv umhok dedopévov va eival 128MB. To HDFS
Oa yopicel Ta dedopéva o 4 pumhok tov 128 MB kot éva prnhox tov 36 MB kot Ba ta
amobnkevoel o dapopetikong Koppovg Asdopévav (DataNodes). Katd v amobnkevon
avT®V TOV umAok odsdouévev ot DataNodes, 1o pmlok dedouévov avamapdyoviolr o€
dwapopetikd DataNodes yio va mapéyovv avoyn oediuatog (fault tolerance) kobmg pe owtd
Tov TpOmo aw&dvel T dbeoiudTnTo TV dedopévav avd tdoa otypn. Téco o mapdyoviog
avamopaymyns (tpoxabopiopévn tiun: 3, dMAadn T0 TPOTOTLTO UTAOK Kot 2 avTiypoga
UTAOK) 000 Ko T0 péyehoc towv pumiok (mpokabopiopévn tiun :128MB) sivar 1016t teC oL
uwopoHv va oplotodv ato apyeio dapdpewong HDFS (configuration file) [21].

Me 10 Hadoop pmopei xaveig va mpooBéoer  véovg kopupovg (oploviia kKAMudkmon) oe
ovotdoeg HDFS mov Bpickovrtal og Asttovpyio cOpemva ke opd pe v araitnon, avti va

avénoet ) otoifa vAKoH mov vdpyetl o€ KaBe KOUPo (kKaBetn KAbKmon).
] %222 ® :
e (]
G _
& o & &

IInyn: https://www.edureka.co/blog/hadoop-tutorial

Zynpa 2-7: To Hadoop g Adon 6Tig mpokANGELS TmV PeydAmy dedopévmv

H gveléia (flexibility) tov HDFS givoun Abon ko yio mpdPAn e g amodnkevong etepoyevav
dedopévov. Onmg eaiveror oto mapandve oynue, 1o HDFS vrootpiler v amobnkevon
SoUNUEVOV, NUOOUNUEVOV Kol U OOUNUEVOV dedopnévmv. Akolovbel emiong 10 poviédo
“ypaye o eopd kot dtdPace ToAAES” (write once and read many) mov emttpENEL TOV ¥PNOT
va yphyet €va 100G dE00UEVMDV tia LOVO popd Kot okoAoVOwG pmopet v, 1o dtofAcel TOAAES
(QOPEG Y10l VOL EVTOTICEL TIG TANPOPOPIEG TTOVL TOV eVilaPEpovy [21].

H tpit mpdKAnom apopovce v taydtepn enelepyacio twv dedopuévov. H Avon akovel 6to
ovopa TapdAAnNAn eneéepyacio kot tomkodTnTo dedopuévev (data locality) mov e€acparilel n
gyyevig vroloytotikn unyoavy MapReduce tov Hadoop. H tomukotnta dedopévav avopépetot
OTN HETOKIVNON TOV VTOAOYIGHOV (VTOAOYIGTIKNG £pYAGiag) otov KOuPo 6mov Ppickoviot o

dedopéva avti TG HETaKivong HEYAAOV OYKOV OEO0UEVMOV GTOV VTTOAOYIGUO. ANA0OY| LE amAd
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MOyl TomkOTNTO OEdONEVOV onuaivel OTL 0 LTOAOYIOUOG Yivetar oTov KOUPBO OOV
Bpiokovior To 0ed0péEVO £TGL EAOYIGTOMOIEITOL 1) GLUEAOPNOT TOV OIKTVOV KOl OWEAVEL M
oLVOMKTN amddoon Tov cvotiuatog. Kabe kopupog emelepydletarl évo pépog Tmv dedopévev
napdAAnia. To evoldueca amoteAéopaTo TOV KOUP®V CLUVEVOVOVTIOL KOL TO TEAIKO
OTOTEALEC O ATOCTEAAETOL TG oToV TeEAdTT (client). H tayvtotn eneéepyacia peydlov 6yKov
dedopévov amartel To dedouéva va eneEepyaloviat 1060 TopaAANAL 060 Kot Tomikd [21].

Qot6c0, To Hadoop MapReduce &ivatl katdAAnAo yio T SEVEPYELD EPYOCIOV GE UEYOLOL
dedopéva Ommg etvar yioo mopddstypo ov epyaciec evooudtoong dedopévov (ETL) ko
enefepyaociag déoung - N Katd maptideg - (batch processing) yevikdtepa. Avtibeta eivon apyod
o€ O00POCTIKEG AVOALTIKES epyacieg Ommg M devépyeie ad hoc epotoewv ce chvVoAL
OEJOUEVMV KOl O EMAVOANTTIKES EpYOTieg 6T N unyavikn pabnon. o tapdderypo otic ad
hoc epotioelg avtd cvuPaivel yati n taydtra deknepainong dev e&optdtol amd TV
tavrag g CPU kot g pviung RAM aild mepropiletorl omd v Topdtnta Tou diktiov
oAAG ko v tayvta /O tev diokwv g cvototyiog agod kdbe @opd mov yiveton €va
gpotnpa oto Hadoop, ta dedopéva dafalovtar and 1o dicko (HDFS-read) kot poptdvovrtal
oTN WAUN — TPy O TTOL ElGAYEL oNUAvVTIKEG KaBvotepnoelg (PAEme Zynua 2.8-a). Xe epyaocieg
7ov anotovv emavonyelg (PAéme Tyfua 2.8-B) €medn 10 HOVIEAO TPOYPUUUATIGHOD TOV
MapReduce dev emutpéner v emkowvovia petay map ko reduce workers, mpémel o
evolgpeca amoteléspata va amodnkevoviol oe otabepn amodnkevon (HDFS). O apBudg twv
I/ O dioxov eaptdror amd tov aplfud TOV ETAVOAYEDV TOL EUTEPLEXOVTAL GE EVOV
alyopBuo kot og avt ™V Kabvotépnon Ba mpénel va tpootedel ko 1 ypovikn emPapovvon

7oL €l6ayovv ot Asttovpyieg serialization / deserialization (BAéme Zyfua 2.9) katd v

amofnevon kol eoptmon twv dedopévev [20]. Eriong évag tomikdg adydptOpog unyovikng
puéOnong pumopet va yperaotet va kaver 10 1 20 tepdopata mdve amd to 1010 0e00UEVA Kol GTO
MapReduce, k40e népacua Ba Enpene va ypoetel og yopiom epyacio MapReduce, 1 onoia
Oa énpeme va Eekvnoet EeymploTd 6T GLGTANN KO VO, POPTMGEL T OEGOUEVA OO TO UNOEV

[1].
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Yynua 2-8: To Hadoop Mapreduce sivot apyo: (a) Ze d100paoTikég avalvTikés epyaoieg 0mmg 1 dievépyeta ad hoc
EPOTNCEWV G€ GUVOLA dedopévev YTl 1 TovTnTa Stekmepainong dev e€aptdrat amd v tayvmrag s CPU kot g
pviung RAM adha mepropiletot amd v TaydTnTo Tov S1KTvoL AL Kot Ty o vt [/O tev dickwov g cuotoyios,

(B) Ze epyaoiec OV AmALTOVY EXOVOAYELS ETEWDN TO LOVTELO TPOYPULLLLOTIGHOV Tov MapReduce dev emttpénet v

emkovmvio petaéd map kot reduce workers, 0o mpémet ta evoldpesa amoteréopoTo. vo amodnkedoviol oe otabepn
amoOnkevon (HDFS). O apiBuog tav I/ O diokov e€optdtol omd tov aplipd Tov ETOVIANYEDY TOV EUTEPIEXOVTOL OE

évav akyopiipo kot o avt) v Kobvotépnon Oa mpémet va Tpootedel Kot 1 ¥poviK EXTPAPLVCT) TOL EIGAYOLV O1

Aertovpyieg serialization / deserialization
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IInyn: https://www.geeksforgeeks.org/serialization-in-java

Zymua 2-9: Serialization - Eivot évog punyaviopog LETOTPOTNG TG KATAGTAGTG EVOG OVTIKEILEVOL o€ byte-Stream.
Deserialization - Eivow 1 avtiotpoen dtadikacio 6mov ypnotponoteitol to byte-stream yio tnv avednovpyio Tov
TPAYHOTIKOD OVTIKEWWEVOL Java 6Tn puvun. Avtdg 0 UNyovIGHOS YPNOLUOTOLEITOL Y10, TNV JL0TPNCT] TOV OVTIKELUEVOL.
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Kepaiaro 3
Ewoayoyn oto Apache Spark

H 1otopia tov Spark

To Spark Eexivnoe oto gpyactipio AMPlab tov tavemotuiov UC Berkeley 1o 2009 wg éva
épyo mov Oa datnpovoe o TAcovektnuata tov Hadoop MapReduce w¢ éva mhaicto
KMUOKOOCO, KOTAVEUNUEVO, OVEKTIKO GE CQAANATA ALY TovTOYpova Ba £61ve ADoELG oTa
TPOPAMUATA TOV TOV avaEEPONKaV Tapamdve (KoK omddoon 6€ SdPuoTIKES OVOAVTIKES
gpyacieg ko ETavVoANTTIKEG EPYAGies) Kot Bo Tav GLYXPOVOS Kot EVKOADTEPO GTN XPTOT) TOV.
To eyyeipnua elye peydAn amnynon Kot LETATPATNKE GE AOYIGHKO avolKToD Kmotka to 2010.
To 2013 &ixe mavo and 100 cvveiceépovteg (contributors) amd mepioodtepovg amd 30
opyaviopovg Tépav tov taventotuiov UC Berkeley. Tnv idia ypovid to Spark mopoywpeitot
oto Apache Software Foundation, evd n apywr opddo tov AMPlab 1dpdet v etarpeio
Databricks pe kbp1o oxond v evdvvapmon tov épyov. H ékdoon 1.0 tov Spark kukhopdpnoe
10 2014, 1 éxdoon 2.0 t0 2016 evd 1 teElevTaio otabepn £kdoon (2.4.3) kukrlopdpnoe o Mo
tov 2019. Avt| ™ oTiyun €ivon N O EVEPYA AVOTTUGCOUEVT] UNYOVY] OVOLYTOD KAOOKO Y10l
eneEepyooio peyahov dedopévav [1].

2mv apyn vrootpile HOVo epopuroyég eneEepyaciog déoung, cOviopo Opmg ot dnuovpyol
T0V KotdAafov ¢ to épyo Ba émpeme va aKoAovONoEL TNV TPOGEYYION NG “TUTIKNG
Biprobnkng” (standard library). TIpocbétovtoc Piflodnkeg O6mwg to Spark Streaming,
GraphX, MLIib , Spark SQL kot e&acpariloviag Tnv VYNAN SLOAEITOVPYIKOTNTU AVTOV TOV
[Mpoypappatiotikdv Aenagav (APIS) enétpeyav 1o Spark va yiver n apdt™ gvomompuévn
vmoAoylotiky punyovr (unified computing engine) avowtod kddike. H mpooHikn tov
SparkSQL API (éxdoon Spark 1.0), ywa v ene€epyacio Sopnuévmv de0UEVMV, ETETPEYE LN
oelpd amd Peitiotomomoelg 1660 otic Piphobnkec 6co kot ota APl kotavomvioag e
TEPLOCOTEPT AETTOUEPELD. TOGO TN LOPPON TOV OESOUEVOV OGO KOl TOV KMOLKO TOL YPNOTY| TOV
ekteleitanl og avtd [1]. Me v ndpodo Tov ypovov, mpoctédnkay o cepd véov API mov
Bacilovton o€ avt TV 10YLPOTEPT dounuévn Pdon, counepthapPavouévov twv DataFrames,
dlcoinvooemy (pipelines), unyovikng padnong xor Structured Streaming, £va vynAov

eMmESOL, avtopoTo Pertiotonoodpuevo APl [1].
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H apyrtektovikn tov Spark

To Spark eivar éva evomompévo mhaicto (framework) VTOAOYIGTIKNG CUUTAEYUATOG, YO TNV
avéAlvon peydhov dedopévav. Kopia yopaktnplotikd Tov ivol n evkoAio ypnong, n toyvInta,
1N OVOY1N TOL GE COAALOTO KOL 1) YPOUUKT KALAK®won tov. Onwg paiveton kot oto Zynua 3.1,
neplapPavet po otoifa BProdnkdv yio Eva evpd edaoua podv epyociog ommg Spark SQL
v dtevépyeta epomudtov SQL kot eneéepyacio dopnpévav dedopévmv, Spark Streaming yio
eneEepyooio pong dedopévav , MLIID yio pnyavikn pabnon kou GraphX yio avéivon ypaeov.
Ot epappoyég Spark pumopovv va vAomomBovv oe Java, Scala, Python, R xoau SQL evod n
evomomuévn @vomn tov Spark emtpénel GTOV TPOYPUUUATIOTH VO GUVOVALEL OmPOCKOTTOL
drapopeTikov Thmovg eneéepyaciog kot Piprlodnkec péoa oty d epappoyn Spark oe
avtifeon pe TpoyevESTEPO TAOIGLO AOYIGIIKOD Y10 Katavepnuévn emeEepyacio kot oviAlvon
LEYOA®V OEOOUEVOV OOV EMPETE VAL KATOPVYEL GE EEMTEPIKEG TPOYPULUATIOTIKEG OLETOPES
(API) kar ovomiuoatoa. To Apache Spark amottel évav Swayepiot) cvotddog Kot €va
KatavepMUéEVo ovotnuo amodnkevong yia va Asttovpynoet (PAéne Zynqua 3.1). To okentikd
TV dNUIOVPYDV ToL Spark va emikevipwOel ot devépyela VIOAOYICUOV aveEdpTTA ATd TO
nov Bpickovror avtd faciletar ot damictmon 0T 1 peTokivnon Tov dedopévev gival Tpdaén
damavnpn|. 2o10600, T0 Spark dev amobnkevel dedopéva PLakpomTpoOBesa, OVTE ELVOEL KATOLO
Ao To cuoTNUATO POVIUNG amodnkevons. H mpoondBeia tov emkevipdvetal otn dnuovpyia
APIs ov Ba kével To CLGTHHOTO AVTA VO POIVOVTOL TAPOLOLL, DGTE Ol EPOPLOYES VO EYOVV
npocPacn ota dedopéva Toug aveaptnta and 1o mov Ppickovral. Oleg ol Agttovpyieg mov
napéyovtal omd to Apache Spark givan dounpévec mave oto Spark Core. Xto Xynuo 3.2
eaivetatl 1 veepoyn tov Spark évavtt Tov avtay®VIGHOD g SLPOPETIKA €101 eneepyaciog
dedopeEvmv Ommg Kat To yeyovog 0tt 75% tmv ypnotdv tov Spark cuvovdlel kdmoleg amd Tig

BBAobnkeg Tov.
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Spark SOL Streaming MLIib GraphX

( SQL Queries) { Stream Processing) { Machine Learning) ( Graph Processing)

Spark Core API

( Structured & Unstructured )

Scala Python Java R

(i)mpute Engine

( Memory Management, Task Scheduling, Fault recovery, Interaction with Cluster Manager )

Cluster Resource Manager

TInyn: https://www.learningjournal.guru/article/apache-spark/apache-spark-introduction

Syquo 3-1: Ta dopukd otoyeia Tov owkoovotApatog Spark (pe Tpaovo avolktd ypdpua)

To Apache Spark emitoyydver vynAn amddoom 1060 Yo dedopéva dEGUNG OGO KoL Y10 SEGOUEVOL
GLVEXOVG PONG, YPNOIUOTOLOVTAS Evay VIEPSVYYPovo Xpovodpoporoynt (Scheduler) DAG
(Directed Acyclic Graph — Katgvbvvopevov Axvkiov I'pdeov), évoav Peltiotomomt
EMEPOTNCEOV KoL Mol pnyovi @uoikng ektéleong [23]. To Spark expetaddevetor Tig
JuvaTOTNTEG — TNV TOYLTNTO KOl TNV ENEKTOCIHOTNTO — 7OV TPOGPEPEL M €VTOG TG
(xatavepnuévng) pvaung (in-memory) — mwopddinin — eneéepyacio dedopuévov, oe avtifeon
ue to Hadoop MapReduce (BAéne kepdiaio 3), 6mov o MapReduce jobs teivovv va ypapovv
oLVEXMG Ta EVOLANEST dedopéva Tiom oTo dioko [24]. Onmg anekoviletar oto Zynpoa 3.3, ovtd
TO YOPOKTNPLOTIKO EMTPEMEL: (0L) YOUNAT KOOVOTEPTON GE SLOOPACTIKES OVOAVTIKES EPYOCIES
kot (B) Toydtatn enelepyacio EXAVOANTTIKOV EPYOCIOV. ZOUPMVO UE TO EMICNUO 16TOTONO
10V, T0 Apache Spark givar péypt 100 popég toydtepo and to Apache Hadoop (MapReduce)
otav ta dedopéva amobnievovtol otn pviun kot £oc Kot 10 popég dtav amodnkevovial 6To

dioko [23].
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How Well Does It Work?

* 75% of users use multiple Spark components

» Competitive performance on diverse workloads
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TInyn: https://www.slideshare.net/MatthewStubbs6/big-data-ldn-2017-unifying-big-data-workloads-in-apache-spark

Tyfua 3-2: Avtayoviotiky anddoon tov Spark og drapopeticéc poig epyaciog (SQL, Zvveyovg Pofig, Mnyavikig
Mébnone)

one-time
processing

Distributed
memory

{a) Low-latency computations {queries)

Input

(b} Iterative computations

TInyn: https://databricks.com/blog/2013/11/21/putting-spark-to-use.html

Syfua 3-3: H evtdg g wviung (in-memory) — mapdAinin — ene€epyacio dedopévov tov Spark mpocpépet Behtiwpévn
anddoon (o) og dradpaoctikég avalutikés epyaocieg (Interactive Analytics jobs), kot (B) emavaknntikég epyooieg (iterative
computations)

Spark Core
To Spark Core givai to vroPadpo ¢ unyavig eneéepyaciog KATaveEUNUEVOV dEG0UEVMY TOV
Spark. Amoteleitar amd TV KOTAVEUNEVN VTTOAOYICTIKY] LITOdoU Kot amd To. core APl ta

omoia mepthappdvovv ta pun dounpéva APl ko ta dopunpéva API.
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H xoatavepnuévn vroroyiotiki) vrodoun sivat vwevhovn yio tn S1avopn], TOV GLVTOVICUO Kol
TOV TPOYPOULOTIOHO TOV EpYOVE VTOAOYIGHOV 68 TOALODS KOLLPOVE 6T GLGTAdA. AvTd Sivel
™ dvvoToTNTa TOPAAANANG enelepyaciog dedopévaov peyGAoOv OYKOV OTOTEAECUATIKA Kol
YpNyopa o€ éva peEYGAO oOvoAo pnyovav. Emiong sivar vmedbovn yuo 10 xepiopd tov
OTOTUYNUEVOV £PY®MV VIOAOYIGLOV KOl TNV OTOTEAECUATIKY UETOPOPH OEOOUEVOV HETOED
KouPwv, n onoia eivon yvowot og avakatavoun dedopévav (shuffling) [7]. ITapéyet eniong éva
evomompévo dayeplot uvAung, to Spark local éva amd ta dwbéoyo mepiBaiiovia
EKTEAEONC XPOVOL KO TO LOVO TTOL OEV amALTEL SLoYEPLOTH GLGTASNG KAOMDC emiong Kol Pacikég
Aertovpyieg, dmmg N diktdwon, N acpdiea, to Web Ul (to WEB Ul 1 Spark Ul emitpénel tov
xpnot tov Spark vo mopakoAovdel TG eKTEAECELS £pYAGING, TOVG YPOVOLS EPYAGING KOl TO

npoocwpvd amobnrevpéva dedopéva. Etvar ypnotpo epyoaireio yio ekopaipdtoon).

Ta pn dopnpéve APIS ta onoia givor APIS yapuniob emimédov kot mepthappdvovy ta RDD
(Resilient Distributed Dataset - avOektikd katavepunuévo oivoro dedopévmv) kot to APl tov
“katavepumuévov kowvav petafintov” (Distributed Shared Variables ) to omoio omoteAeiton
amd Tovg cvocmpevtéC (accumulators) ko tig petapAntég exmounng (broadcast variables).

e To RDD eivotl pio apetdfAntn, avektiky € c@aipata, Oepeiimon Aoyikn cuAloyn
JEJOUEVMV TTOV KOTOVEUETAL GE TOALOVG LVITOAOYIGTIKOVS KOUPOVES TOV Umopovv va
¥pNoomomBobv TapdAinia pe por oOUNAoD EMTESOD TPOYPUUUOTIOTIKY OLETOPN
(API) mov mpoopépet petacynuatiopode (transformations) kot dpdoeig (actions) [22].
Y1ov mapandve opopd 1 dwtdrnmeon avektikn og opdipata (fault tolerant) onpaiver
Ot umopel vo. avakdpyel ovtopate amd amotuyies, evad ouetdPintm (immutable)
onupaivel 6Tt 6tav dnuovpyndet éva RDD, dev pumopovpe va to aArdEovpe. Metd v
epappoy”n evog petacynuoticpov og éva RDD pokidntel éva véo RDD. Eivan piia dopn
dedopévav "yopic oynua’ (schema-less), mov pmopet va xepiotel 1060 dopnpéva 660
Kot pn dopmuéva dedopéva. H ko ypnomn dedopévov ot pviun kdéver to. RDD 10-
100x TayvTEpa amd TNV KON XP1oM OoK®V Kot SIKTV®V. AVOAVTIKY 0vopopd Yol ToL
RDD yiveton oto 5° kepdaro.

o O petaPintéc ekmopmg (broadcast variables) eivor petafAntég mov onpovpyei o
YPNOTNG OTO TPOYPOALLLE TOL PNTE KoL TOL £Vl XPNCLEG GE EPYQ TOL EKTEAOVVTOL GE
TOALOTTAG 6TAdL Kot oL Ypetdlovtal Ta idta dedopéva 1 6tav n amobnkevon ot
uvnun dedopévav o anoceipromomuévn (deserialised) popoen eivar onpovikn [33]. H

uetaPAnty oavty eivar petafinty “puovo avayvmong” (read only) kot dratnpeiton

8 Epyo / Task: n pupdrepn dvvarii vroloyionixij epyacio oto Spark wov avarifetar oe i kardzunon
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TPOSMPVE amodnkevpévn otn uvnun Kae koppov epydn avti vo amooTtEALETOL Eval
avTiypapo antig e kade £pyo°’.

Ov ovecopevtég (accumulators) eivar petaPintéc mov "mpootifevian" oe o
TPOGETUPLOTIKY Kot ovTetafetikny npaén "add" xor yio to Adyo avtd eivon
amoteAecoTIKol o€ mapdAinieg tpacels [33]. Xpnowomoohvtat yio T GLGGMPEVOT
TOV UEPIKDV OMOTEAECUATOV 6€ TOAAATAG Epya (TOV EKTEAOVVIOL GTOVG EKTELECTEQ)
Kol TNV Tpo®Onomn TV amoTeAespat®v otov KOpPo tov 0dnyov. Eivor oyediacuévol
Y0l VO YPNCILOTOLOVVTOL LE OGPAAELD KOl OMOTEAEGLOTIKOTNTO GE TOPAAANAOVG Kot
KOTOVEUNUEVOVG VITOAOYIGHOVG Spark kot tpoopilovTal yio KOToVEUNUEVOLS LETPNTES
Kot 00potoTég. Ymapyovv dvo €10MV GLGCGMPEVTEG, AVTOL TOL O YPNOTNG TOVG EYEL
opioel éva 6vopo (named) kot awtoi mov dev £xovv ovopa (unnamed). Tovg TpdTOLG

uopovUE va. Tovg mapoakorlovbnocovpe péso and to Spark Ul (Web UI).

Ta dopnpéva API amotelobvtan amd ta DataFrames kot ta DataSet. Eivar oyediacuéva kot

BeAtioTomompéva yio va AEttovpyodv e dopnuéva dedopéva.

To DataFrame eio1x0n pe v éxdoon 1.3 tov Spark kou efvan pa apaipeon, mov givon
dopunuévn méve and to RDD (amolapfdvel OAa To. YopaKTNPIGTIKA TOV), Y10, SOUNUEVa.
oLVoLa dedouévev oTa omoia KADE eyypagn €ival Hol GEPA ATOTEAOVUEVT] A0 £Vl
oVUVOAO oTNAMV, Ko kdBe oTAn éxel Evav KaAd xkabopiopévo tomo dedopévov. H
évvole tov DataFrame eivor yvootr) and tig yAdcoeg Python kot R omov won
OVOQPEPETOL GE TIVOKOTOMUEVO OEOOUEVO, LE TPOYPOUUOATIOTIKEG HeBddoLG Y
QILTPAPIGLLO, VTTOAOYICUO VEOV OTNAGDV Kot cuvddpoton. Xto Spark ta dedopéva avtd
E1VOIL KATAVEUNLEVA KOl 01 VTOAOYIGHOT 6€ avTd Yivovtol péom g unyoving Spark SQL
amolappdvoviag Oleg TIC PEATIGTOTOMGELS OV NG TOPEYEL O PEATIOTOTOMTNG TNG
Catalyst Optimizer. Avolvtikn avaeopd yio ta DataFrames yiveror oto 5° kepdAato.
To Dataset agopd povo 11g yAdooec Java ko Scala cuvendg oe Ba yivel mepountépm
avaeopd o’ avtd. To mAeovekTHUATA TOL OUWG UmOopel va deledoovv TOV
TPOGAVATOAIGHEVO otny Python ypriot tov Spark va teipapaticdel oto péALov Kot pe
™ YA®ooa Scala. Etvan puo katavepnpuévn cuilhoyn avtikelpévaov JVM mov mopéyet
acearela TOnoV (type safe) oe avtiBeon pe 10 DataFrame. Xe avtifeon pe to RDD mov
¥pnoomoovy Java oeiplomoinon ywoo ogiplonoinon avtikeévov to  DataSet

YPNOLOTOLOVV TOV Unyavicpd celplonoinong tov Encoder mov emtpénet oo Spark va,

® Oa mpéner va yiver amoceipiomoinar (deserialized) ¢ arov epydy 1dbe popd wov amootélietar e éva épyo (task).
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ektelel  dhpopeg mpatelc Ommwg  @uitpdpiopa, tagwvounomn, hashing yopic
OTTOGELPLOTOINGTN OTMG GTOVG KAVOVIKOVS UNYAVIGLOUS celplontoinong. [lpoocpépet
duvartotnto Tpa&emv dvm o KAdoelg opllopeveg amd tov ypnotn (user defined). ‘Etot
Y10, TOPASELY O POy OpiceL 0 ypot¢ tov Spark tov d1kd Tov THTO SESOUEVOV Kot
EKTEAECEL TOVG YEIPIGUOVG TOV, TO Spark umopel avtoépato vo 10 PETOTPEYEL OE
DataFrame ka1 va 10 ¥€1p16TEL 0 ¥pOTNG TEPAUTEP® YPNCULOTOLDOVTOS TIC EKATOVTAOES
ocuvaptioelg mov meptlopPavet to Spark. Ta dvo APIS £yovv evomomBei oty ékdoon
2.0 tov Spark otn Scala kot ot Java kot to DataFrame Oswpeitoar yevddvopo tov
Dataset [Row] ot Scala (PAéne Zyfua 3.4) [25].

Unified Apache Spark 2.0 API

Untyped API

- DataFrame = Dataset[Row]
DataFrame « Alias
Dataset
2016
°““““ -

Typed API

Dataset[T]

Typed and Un-typed APIs

Language Main Abstraction

Scala Dataset[T] & DataFrame (alias for Dataset[Row])
Java Dataset(T]
Python* DataFrame

R* DataFrame

Note: Since Python and R have no compile-time type-safety, we only have untyped APls,
namely DataFrames.

)
Iyn: [25]

Tynuo 3-4: (o) Evoomuévo Dataset APl oto Spark 2.0 ywa Scala ko Java, (B) H Python xou i R vrootnpilouvv pdvo to
DataFrame

Spark SQL

To Spark SQL acyoieiton Kupimg pe v depebhivnon, aviAlvor kot eneEepyacio SoUnpéEvemv
dedopévov. H Baockn 10éa eivar va avtAnBobv 660 10 duvatdv meplocdTEPEG TANPOPOPIES
OYETIKO LE TN OOUN TOV OEOOUEVOV TPOKEIUEVOL Vo, aSlomoBovy and tov PeATIGTOTOMTY
Catalyst optimizer yio. TV €KTEAEGT] TOV PEATIGTOTOMGE®V TOL Yivoviol GVVHO®G 6€ TOAAES
punyovég avaAvtiknig Paong dedopévov. o mapdderypa o€ MOAAEG TEPWMTMGES TO

QUTpdpIopo. Kol TO KAGOEpo omAng umopel vo oBnbel péypt v mnyn dedouéveov
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(Predicate/filter push-down and column pruning/column projection) 6T®G Kot T0 GIATPAPIGLLOL

Ko To KAGoepa Katdtunong (Partition Pruning and Predicate Pushdown).

Mmnopet va BeopnBel w¢ kotaveunuévn punyavn erepotoemv SQL. Mropel o ypnotg tov
Spark vo extelécel epOTMUATO GE SOUNUEVE SESOUEVO YPTCULOTOLOVTAG EITE TN douMUEVN
yAdooa epotnuatev SQL eite to DataFrame API (péow tov avtiotoryymv API yia Scala, Java,
Python, R). Evepydvtoc g Katavepunuévn unyovy EnepOTACEMY, ETITPENEL TO EPMOTNLOTOL

Hive va tpéyovv émg kot 100 popég ypnyopotepa e avTd Ympic Kapio Tpomonoinot).

"Eva onpovtikd xopoaktnplotikod givar 1 evomomuévn npdsPacn dedopévav, péom tov Data
Sources API. Mmopet o ypnotng va ypdyet kot va 01oBAcel Ed0UEVA GE SLAPOPO. LOPPOTVTOL
(formats) kot cvotiuata amobfkevong (json, csv, parquet, orc, Avro, Hive, didpopeg mnyég
RDBMS, k.Am.).

Spark Streaming kot Structured Streaming

To Spark pag mapéyet Vo TPOTOVG Y10, Vo, SOVAEYOLLE e dESOUEVE POTG

e To Spark Streaming

e To Structured Streaming (o6 to Spark 2.X)

Spark Streaming

O emyepnoeig mov enefepyalovtar dedopéva Katd TV Aeién Toug amoKTouy Vo GNUAVTIKO
TAEOVEKTNLO, EVAVTL TOV avToyovioT®Vv Toug. H Bipiiodnim eneepyasioc cuveyodg pong tov
Spark, n Spark Streaming, divel 6tov ypfiotn ™ dvvatodtnTa EneEepyaciog dESOUEVMOV PONG O
TPAYUATIKO XpOVO amd d1apopeg TNYES dedopévav pe LYNAN pvbuoamodoon (throughput) kot
avekTikoTo o€ opaiparta. [apéyel to Descritized Stream API 1, ev cuvtopia Dstream AP,
10 omoio eivar dounuévo mévew oto RDD ko avtimposmmevetl pio por| dEd0UEVOV YOPIoUEV

og pkpodeouideg (micro batches).

Mmopei va. katavoldvel cuvexmg dedopéva, and tnyég ommg to Apache Flume, to Apache
Kafka, to Amazon Kinesis Data Streams, ZeroMQ, Twitter, HDFS 1 vmodoyég (sockets) TCP
T0. 0010 KOAOVOWS PITOPOoVV Vo EMEEEPYACTOVV LLE GUVOPTNGELG LYNAOV EMITESOV OTWS Map,
reduce, join kou window. Télog, ta emelepyacuéva dedopéva pmopovv vo, mOnbovv oe

ocvotnuata apyeiwv, Paoewv dedoUEVOV, KOl TIVAKES EAEYXOV TPOLYLOTIKOD YPOVOV.

To Spark Streaming emitpénet poéc epyaciog 6mmg avarlvon dedopuEvmy, unyavikn padnon Kot

eneEepyacia Yplowv o€ poég mpayLaTikoD ¥pOvov.
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Kafka

Flume ‘AZ [ HDFS ]
HDFS/S3 Sp arK | Databases |

Kinesis Stfeaming | Dashboards |

Twitter

IInyn: https://spark.apache.org/docs/2.1.1/streaming-programming-guide.html

Tynuo 3-5: Spark Streaming

Structured Streaming

M véa KALOKOGUN pnyovn emeEepyaciag cuveyovg pong mov ovopdletor structured
streaming (dopmuévn pon) Kot mopEYEL Eva VYNAOTEPO EMMESO QPOIPESNS OO TNV APYIKY|
Spark Streaming tapovoidotnke oto Spark 2.1 kot dounOnke whve amd t unyovn Spark SQL.
Av16 10 povtéro pong Paciletar oto evomompévo mAéov Dataframe kou Dataset APL. Qg ek
TOVTOV, [e VTNV TN PPAob1kn, uropet kovelg eola Vo ePapPUOGEL OTOLOINTOTE EPATNLLO
SQL (ypnowornowwvtag to DataFrame API) 11 11¢ cvuvaptioeig scala (ypnoiponoiwvtog to

DataSet API ) o dedopéva cuveyovg pong.

Spark MLIib

To Spark Tapéyst v MLIib, pia katavepnpévn Bipaodnkn unyavikng padnong nov Bacileton
og 6vo API, to DataFrame API (maxéto spark.ml) kot to RDD API (nakéto spark.mllib). And
mv ékdoon 2.0 tov Spark to RDD API Bpicketal 6 @paon GLVTHPNONG KOl OVOUEVETOL VO
KotopynOei oto Spark 3.0. H petdfoon ovty éywe ywrti ta DataFrame mopéyovv éva
euKkotepo mpog 1o ypnot APl and ta RDD. X ocvvéyela kdBe avapopd ot PiAtodrin
MIlib 6o agopd to DataFrame APl mov mapéyet éva opotdpopeo APl ce O6lovg tovg
aAyopiBuovg ML kot og 6Aeg T YAdooeg mov vootnpilet (Scala, Java, Python, R). H Mllib
amoTEAEITOL OO YPNYOPES Kol KAUOKAOOWEG VAOTOWCEL, TLTOMOMUEVODV  aAyopiOumv
pUNyovikng pdnong copmepthapfavopévev tov meplocotépmv aiyopifuwv tagvounong,
TOAMVOPOUNONG,  OLVEPYATIKOD  QIATPOPICHOTOS,  ovoTtadomoinong kol pelwong

dwaotacipotnrog (dimensionality reduction).
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[Mapéyer apopéoelg yoo ™ dwyeipion kol amhomoinomn epyacidv mov oyetilovtol pe to
HOVTEALQL UNYOVIKNG HLABNoNG, OTMG ETAOYT YOPOUKTNPIOTIK®V, LUETACYNUATIGUO, GUVIVACUO
ko e€aywyn véwv yapoxtmplotikov (featurization) amd Sounuéva cuvoro SedOUEVOV,
epYaAEio Yoo TNV KOTOGKELY, 0E10A0YNOT Kol TapapeTpomoinon colnvacswviO(pipelining)

ML (unyoavikng pabnongc) kou tnv empovi (persistence) tmv povtéhov.

[Mapéyer emiong por mwowkidion PonONTIKOV TPOYPAUUATOV YO GTOTIOTIKY, KOTOVEUNUEVN

ypopkn dAyefpa, Kot amAéc PEATIGTOMOMGELC.

Spark Graphx ko GraphFrames

H enelepyacia yphoov Asrtovpyel o€ OOUEC OEOOUEVOV TTOL OMOTEAOVVTOL OO KOPLPEG
(kO6pPovg) ko axpég ouvoeovtdg tec. To Spark GraphX etvon éva ototyeio mov emtpénet tov
VTOAOYICUO  TOPAAANA®V  YPAP®OV TOPEXOVTAG Mo apaipeon €vOog  kotevBuvopevov
TOAVYPAPOV/TOAAATAOD YPAPOL (YPAPOL pE TAPUAANAEG AKUES) LE 1O10TNTEG TPOGAPTNUEVEG
oe k0Be Kopven kot akun. To GraphX eivon pa Bifiodnin Paciopévn oto RDD API ko
nepthapPdvel P GVAAOYN amd Koo akydpiBpovg enetepyasiog ypaemy. 'H woyvpn avt
BiBAoONKn 6tmg Kot Too RDD €xet piar 51060veon YoUnAod XSOV SUGKOAT GT XPNOT Kot
o1 Bertiotonoinon. Eniong €xel évav emmAéov meplopiopd, Asttovpyet povo oe Scala. [T éov
vrapyeL  enduevng yeveds iPAodnkn avaivtikng ypdowv n GraphFrames, mov enekteivel
Aertovpywomro g GraphX. Booiletor oto DataFrame API kow 1 ektetopévn
AELTOLPYIKOTITA TTOV TTaPEYEL TEPILOUPAVEL TNV EVpeEST HoTiPmV, celpromoinom (Serialization)
pe Paon 1o DataFrame kot vymAng eK@pactikOTNTOG epOTAUHOTO YPAPov. O ypNotng
enoeeleiton eniong and TG Peltictomom|celg amddoong tov DataFrame péca oty
Katoveunuévn pnyavr) Spark SQL kot pmopel emiong vo amoBnkeder Ko vo @optavet
ypaprpata xpnoonoldvag popedtoma 6mmg Parquet, JSON ko CSV. To GraphFrames dev
&xel ovyymvevbel akdpa otov mupnva Tov Spark kot eivan emi Tov TAPOVTOC S1OEGILO ®G Eval

eEwtepkd TokETo Spark oV TPEMEL VoL TO POPTAOGEL 0 YpNoTng Tov Spark otav Eekvdel v

epapuoyn Spark.

10 Mia swlivwen (pipeline) eivai wo axolovbio aré petasynuatiouote dmov n écodoc evic atadiov eivar icodoc evig
dAdov, oynuorilovrag wa alvoioa.
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Kepdiaro 4
Extéleon evog mpoypappoatog Spark

Ynapyovv 600 puébodot pe Tig omoieg pmopel vo tpéet kaveic éva mpdypappa Spark:
* Me Awodpaotikotg [ehdteg ( Pyspark, Jupyter Notebook, k.Am.)
* YoPdAhovtog o epappoyn pe to spark-submit!t,
Kotd v swdikacio g gykatdotaong tov Spark, 6to kepdiaio 6, n npéocPacn oto Spark
npaypotonoteitar ypnoorowwvrag to Pyspark Shell kot to  Jupyter notebook. Kot ot 600
epappoyés elvar dadpaoctikol mehdteg (interactive clients). Ot Sadpootikol meEAATES
YPNOLOTO0VVTOL EVPEMG TOGO KaATA TN OldpKelo ekpddnong tov Spark 660 kot katd Vv
e€epedvnon Kot v dtedikacio avantuEng. Xto T€A0C, OAN M JdPACTIKN ££EPEVVNON TOV
npoypoappotiot Oa kotoAnger oe poe mAnpn  epappoyr Spark mwov Oa pmopel va
YPNOoTOm el Yo Tapaymyr. XN TEPITTOOT AT TOIPVEL O TPOYPUUUOTIOTHG TOV KOOTKOL
™G EPAPUOYNS TOL oV Ba ypnoiponombet yio Topaymyn Kot Tov VToPAALEL Yo eKTELEST e

v puébodo spark-submit.

Tpomot avantuéne tov Spark
O tpomog avamtuéng pog epappoyns Spark kabopilel ) 0éon 6mov Oa exteleitar 0 001Y0G
010 TEPPAAAOV avamTLENC.
Yrapyovv ot axdrovbot 600 TpodmTot avamtuEng Tov Spark:
e O tpdmoc avamtvéng medatn (client deploy mode), émov to mpdypappo 0dynong
Bpioketar o pior pnyovr meAdtn eEOTEPIKE TNG GLOTAONG Kot
e O tpémog avantuéng cvotadag (cluster deploy mode), 6mov to mTpdypappa 0dMynong
Bpioketon péoca oty 10100 T cLGTAdA.
O mp®TOC TPOMOG OVATTLENG EVOEIKVLTOL YO0 TNV OVATTUEN EQUPUOYADV, EVED O OEVTEPOC
TpOTOG avamTuéng evdegikvotal Yo mapaymyn [9].
g 1pomo avantuéng meldn, to Python tpoypappa tov xpnom (dnA. o 0dnyoq) Ba ekteleotel

otov 1610 voAoylot 6mov ekteAeitan n spark-submit. Eivou mpog 1o cvpugépov tov yprotn va

BeParwbel 6T1 0 GLYKEKPIUEVOG VTTOAOYIGTNG PPioKETAL KOVTA GTOVG KOUPBOVE TV EPYATAOV TOV

1 Bonbntixé mpdypoupo vrofoliic epapuoycv Spark

42



v va petmBel 1 kabuotépnon tov dikTdov. Av EEKIVIIGEL 0 XPNGTNG TO TPOYPULLLO 0OYNOTG
OTO TOMIKO TOL UNYavNua, 1 papuroyn Tov Ba eaptdton duesa amd avtd. Avtd onuaivel 0T
av TAEL KATL oTPAPA 6TOV VTOAOYIGTH TOL aVTO Ba £YEL EMinT®ON KOl GTOV 001Y0 TOL TTOL Hat
yaoel OAeg TIG amapaitnTeES TANPOPOPIEG TG EQOPLOYNS (Kpépaoua TS epapuoyng). Eivat
olyovpo g dev embupel Kaveig po T€To100 €i00Vg £APTNON OE LI EQAPLLOYN TOPAYOYNC.
Enopévme, o tpdmog avamtuéng cvuotddog £xel vVONUO Y1o. EQOPUOYES TOPAYOYNG KABMG 0
odnyog Eekwvad o1 ovotdda. Emiong petd v vmoPoin tg epoppoyng Spark, pmopei va
OTEVEPYOTOMGEL O YPNOTNG TOV TOTIKO VITOAOYLIGTY| TOV KOl 1] EQAPUOYT] ToL Ba cuveyicet va
exteleiTon aveEApTNTa LEGO GTI GLGTANA.

2tov 1poémo avanTuENG mEAATN M €16000¢ Kot 1 €£000G TG EPUPLOYNG TPOGOPTMOVTUL GTOV
nivaxo eléyyov Spark UL 'Etot, avtdg o tpomoc Asttovpyiog eivor daitepa KatdAANAOG Yo
EQPAPUOYEG TOV eKTEAOVVTOL OO dtadpooTikd meddtn (w.y. kéAvepoc (shell) pypark, Jupyter
notebook, K.Am), ywu v e&epedvnorn, TV avAmTuEn €QPAPUOYDV 1| YO TOV EVIOMIGUO
oQoApdTOV o€ o papproyn [32] propet Opmc kdAhota va ypnotponombet Kot yio virooin
un S10dpaCTIKGOV EQopHOYOV pe to spark-submit pe Olo opmg ta petovektipoto BEPata mov
TEPLYPAPOVTOL TOPATAV®D. AV 0 00MYOG Elval ATOUAKPLGUEVOS ATTO TN GVGTAJN Bol VTTAPYOVY
KaOVGTEPNOELS KATA TNV EKTEAECT] TNG EQPUPLOYNGS Y1 TO AGYO ALTO GLVIGTATAL O YPNOTNG VAL
VTOPBAAEL TNV £QAPLOYH TOV omd Evav kOUPo moAnG (gateway / edge node’?) mov Ppicketon oe
QULOIKN €YYLTNTO HE TOLG KOUPovS (Unyavég) twv gpyotdv tov (m.y. master kdéppog oe
avtovoun cvotdoa EC2) [31].

O epyaciec o peydho dedopévo Umopohv v EKTEAECTOVV GE O1APOPOVS SLUYEPIOTES
ovotdoag 0nwg Hadoop YARN, Mesos, avtdévoun cvotdda Spark (Spark StandAlone mode)
ka1 Kubernetes gite oe tomikn cvotddoo €ite 6to  pe mTPOcPacn o€ OPOPO GLGTHLOTO

amofnKevoNg OTMG:

e amobnkevtikd véen (cloud storage systems) onwg to Amazon S3 kat to Azure Blob
Storage,

e Kataveunuéva cvotiuato apyeiov énwg to HDFS-Hadoop, to IBM GPFS (General
Parallel File System) kou to Google File System.

o Key-value stores, 6mwg to Apache Cassandra.

e Koavdho pnvopdtov (message buses), 6nwg to Kafka.

12 Evag axpaiog kéufog (edge node) eivar évag vmoloyiotiic mov Aeitovpyel w¢ oA telikod ypioty yio exikovwvio. ue
dlAovg KépPoug oe vroloylotikés ovotddeg. Ot axpaior kdupfor ovoudloviar emions ko kdufor Tolng (gateway).
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Tpé&uo g epapuoync Spark tomika (local mode)

To Spark pmopel va ektedeiton Tomkd 6e éva LOVO pnyavnpae Pe pio LOVO EIKOVIKT UNyavN
Java - JVM - (tomikn Aertovpyia — local mode) 6mov o odnydg (driver) kot ol eKTEAECTEG
(executors) TPEYOLV MC VAUATO, OVTNH 1N OLVATOTNTO EMITPEMEL TNV EOKOAN OVATTLEN TOV

EPAPLOYADV TOVL YPNOTH GE VO TPOCOTIKO VTOAOYIGTY.

[Mopadeiypoto avamtuéng epoppoymv e to spark-submit

Mmropei va kabopicel 0 xpong ToV TPOTO aVATTLENG LoG EQapoYNS Spark ypnoyonoldvog
mv emhoyn --deploy-mode oto Bondnrtikd mpdypoupa vrofoing spark-submit ot ypouun
eVTOA®V. Mo akdpn emiAoyn mov cuVIVALETOL (e TNV TOPATave givar 1 --master pe v onoio
npocdopilet o xpnotg ) devbvvon URL tov master (local, spark standalone, mesos, yarn,
kubernetes), 6nwg paiveral 610 Tapakdtom mapdderypa:

# Extéleon pog epappoyns Python pe mpoemiheypévo tpdmo avantuEng oe cuoTad
Spark
# standalone cluster
Jbin/spark-submit \

--master spark://192.168.1.100:7077 \

/opt/spark/examples/src/main/python/pi.py \

100

Onov oto Tapoamdve mopaderyoL:

» --master ¥: H dievbvvony URL tov master yio ™ ocvotddo (m.y. spark:
//192.168.1.100:707, ovvdéetor o ypnotmc Me Tov Mmaster g dobeicog
avTOVOUNG cvoTadag Spark).

= --deploy-mode: cluster 7 client
clustert®: Av mpokettan va ovamtvEet o poTIE TO TPOYPALLLLL 031 YNGNG GTOVG

KouPovg tov epyotmv (worker nodes) tng cvotddag.

client: Av mpdketrtar vo avartOEEL 0 XPHOTNG TO TPOYPULLO 03NYNONG TOTIKA
¢ e&mtepkog meAdtng (client) (mpoemhoyn: client, Y’ avTd Kot GTO OVOTEP®

TAPASELY LA OV UIVETOL 1) ETIAOYT QVTN).

o vo tpé€er v epapuoyn o ypnotng tomka (local mode) umopei ywo mapdderyua va
YpPNoLoTOmcEL TNV 0kdAoLOT master 61ev6vvon URL:

# Extéleon epappoyng Spark tomwka (local mode) pe 8 moprveg (Aoyucovg)
Jbin/spark-submit \
/opt/spark/examples/src/main/python/pi.py \

13 5 o ovorada YARN y d1e60vvon tov ResourceManager (master) aufdveror amé ) Siaudppwon Hadoop. e to Adyo
avTé oY Tapduetpo --master tifstan n Ty yarn (BAéme mopodeiyuoto avirroéne epopuoydv Spark oe ovordda YARN oty
evotnro. “Tpomomoujoeic kou telikéc pvOuioeic atovg kopflove” tov 6°° Kepalaiov).

1% To Spark dev vmoatypiler mpog 1o mapdv ot standalone mode v emioyij cluster (mode) yio epapuoyéc Python.
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--master local[8] \
100
Omnov:

e --master local[8]: EmiAoyn yia ektédeon tov Spark tomikd pe 8 vijpoto epyatdv
(16avikd o ypnotng Ba Tpémet va puuicel avtdv ToV aplBud TLPNVEY GOUEOVO,
LE TO pUNYavnud tov).
Inueioon: Ta epoappoyéc Python, m evrodn spark-submit pmopel va @optdoel kol va
enelepyaotel OAEG TIC EEAPTIOELG TOV TOPEYEL O ¥PNOTNG G Opyela .py, .zip N .egg HE TNV
napauetpo --py-files g spark-submit.

"o Teplo60TEPEG TANPOPOPIES GYETIKA UE TV VTTOPOAN LG eQapproyng pe v spark-submit
O pémel va avatpéEet 0 xpnotng oty emionun wtooeAida tov Spark [31] 6mov pmopei va det
10 ovvolo twv master URLS (yw local, spark standalone, mesos, yarn, kubernetes) kafm¢ kot

116 VOAoTEg eMhOYEG TG Spark-submit.

ApyLtexktovikn oG epapproyng Spark

H epappoyn Spark (Spark application) givor 1 vynAdtepov emnmédov HOVAdH VITOAOYIGHOD
(unit of computation) oto Spark ce avtibeon pe to MapReduce mov 1 VYNAOGTEPOL EMTESOV
povada vroloyiopob givatl n epyaocio (Job). Mo poappoyf pumopet va amoteeiton omd o M
nePIoc0TEPEG epyaciec (Jobs) yio eneepyacio katd deopideg (batch processing), pmopei va
givan o oAAniemdpootiky ocvvedpia (interactive session) omoteAovpevn omd TOAAEG Epyacieg
N wropel va gtvol €vog S1KOUIGTNG TOV Elval APIEPMUEVOS ATOKAEIGTIKA GTNV £ELNPETHON
artnuatov (queries). Ot epappoyég Spark Aettovpyodv w¢ aveaptnta VoA SlEPYOCIOV GE
po ovotdda. To Spark o¢ kataveunuévn unyovn enegepyaciog, akolovdel Tnv apyrtektovikng
master-slave (agévin/ckrafov). o kaBe spappoyn To Spark, dnuovpyel o depyacio
Master ko P oelpd amd depyacieg Slave. Zopemva pe v oporoyia tov Spark 1 depyacio
master eivou 1 diepyocio odnyov (driver) mov ovopdleton SparkSession [1] kot ot diepyacieg

slave ivat o1 diepyaociec extedest (executor).

Mpéypappa odfyneng Spark

O odnyog (driver) eivon  master diepyacio. Eivat avtog mov o dtocuvdebel pe tov dayeptot
oVOTAd0G HES® TOL avTikelpévoy SparkContext mov dnuiovpyeitar evidg Tov 0dnyov kat Oo
ot Bt va Tov ekywpnBodv puoikoi Tdpot 6Tovg omoiovg Ba Eexviioet Tovg extereotés. [Ipdta
UETOTPETEL TO TPOYPOLLO XPNOTH OE Lo GEPE amd £pya (N LIKPOTEPT] LOVAOO VTTOAOYIGTIKNG
epyaciag) Kot HETA TPoypappatilel To £PY0 OTOVG EKTEAECTES Kol TAPAKOAOLOEL TNV eKTEAEDT

T0VG. O 00NY6¢ elvar emiong vevBVVOC Yia TN STHPNOT OADV TOV ATAPAITNTOV TANPOPOPLDOV
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Katd ™ owpkeln ¢ Long g epappoyns. H ouowm 0€on tov mpoypdupatog odnynong
umopel va givar og évav ekt (client) 1 og évav k6pPo ¢ cvotddag, OTmg avapipbnke

TPONYOLUEVAC.

Exteleotéc Spark

Ot extedeotéc Spark esivar diepyaocieg otovg koOuPovg epyotmv (worker nodes) kot eivon
VIEVOLVOL PLOVO Y1 TNV EKTEAECT] TOL KMOTKA TOL TOLG £XEL EKYPNOEl amd Tov 0dNyo Kot Yo
VO OVaPEPOLV TNV KATAGTOGN TOVG TIG® GTOV 00NY0.

To mopaxdtom oyfua delyvel o gpapuoyn Spark mov Tpéyel oe o cvotdda pe TpomTo

avantuéne meddtn (client deploy mode — BAéne tpomol avdmtvéng tov Spark). H amewkovion

etvar aveEdptnen g vAomoinomg, ONAAdT aveEAPTNTO OO TOV JLAXEPLOTH GLGTAJNG KL TOV
KOOKO TNG EQOUPLOYNG.

= Xpnowonowdvrog to spark-submit, o weddng (client) voPdaidret pio epoppoyn.

* H gpappoyn ekkivei dnpovpymvtog to SparkSession mg pio dopn 6£d0UEVmV OOV 0
odnyog owatnpel Oleg TG mANpoeopies, cvumeptiapfavouévng e Béong TV
EKTEAECTAOV KOl TNG KATAGTOONG TOVG Kot TO TPAypappo odynons {ntd axorlovwc
mv ekydpnon mopwv (cOppova pe to. opicpoto g spark-submit — w.y. apOuog
EKTEAESTAV, UV UM VA EKTELECTN, K.ATL.) Y10 TNV EKKIVION TOV EKTEAEGTOV.

= O JyePIoTG CLOTAOAG OPOV EKKIVIGEL TOVG EKTEAECTEG GTEAVEL TANPOPOPIES
oxeTkd pe tn tomobecio Tovg oTov 0oNYO6. Me TV OAOKAP®OT WTOV TOL PUATOC
Eyel dnuovpynOel o cvotada Spark.

= O odnydc kot ot gpydreg (Workers) pmopodv mAEOV Vo EMKOV®OVIGOLV 0mteveiog
peTald TOVG, EKTEAMVTIOG KOOWKO KOl UETOKWVAOVTOS Ogdopéva. O odnydg kot
ovykekpléva to avtikeipevo SparkSession mwpoypoppotilel ta £pya yio kébe epydtn
Kol kGBe epydTng amokpiveTon e TNV KATACTOCT OVTAOV TOV £PY®V KAODS Kol TNV
emtvyio 1 amotvyion ohokANp®oNg Tovg. Ta amoteAéopata gite AmocTEAAOVTAL oW
TNV EPAPLOYN TOV TPOYPAULUATOS 0dNyNoTG €ite amobnkedovior 6Tov TomKd 616K0
TOV €PYATN.

» Ortav exteheotel 1 evrohn] sparkSession.stop() (mov otopatd TO OaVTIKEIPEVO
SparkContext) oto mpodypoppo odqynong n otov 1 kKoplo péEH0S0C TEPUATIOTEL 1)
Katappedoel, OAOL o1 ekTehecTtég B TepHATIOTOVV KO Ol TOPOL NG cvotddag Ba

OTOOEGLEVTOVV A0 TOV SLUYEPLOTH GLOTADNGS.
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Worker Node

———T>| Executor Cache

Your Application
(Driver Program)

SparkSession
SparkContext

Cluster Manager
(YARN, Mesos)

& Worker Node
\ \ Executor Cache
e —
e ] ]
Inyn: [37]

https://blogs.perficient.com/2015/06/04/how-to-configure-eclipse-for-spark-application-in-the-cluster/
ZyAua 4-1: H apyrtextovikh tov Spark

Tpomotl avarntvéng piag epappoyng Spark oto Hadoop YARN
H 6¢om tov 0dnyod Spark oe oyéom pe tov meldtn kou tov Application Master opilet tov

TpOmo avamnTuéng oG epapuoyn Spark oe pia cvotdda YARN (BAéne Zyfuo 4-2) :

e Otav o odnyds tpéyet otov merdtn opiletar wg Agttovpyio mehdtn YARN (Yarn
client mode) ka1 0 meAdtng mpémet va eivar evepyds kKab' OAn T drpketa LoNg g
EQAPHOYNG.

e Ortav 0 00nyog Spark tpéyet péca otov Application Master opiletor wg Agttovpyia
ovotadag YARN (Yarn cluster mode). Ztnv mepintowon avt pa eviaia depyoacio o€
éva container YARN eivar vehBovn 1660 yio v 0dnynon g epapproyng 66o Kot

Yo TNV vrofoAn artnpdtev yopnynong topwv oto Awyeptot| [Topov YARN.

Avantoén oe YARN client mode évavtt YARN cluster mode
e Y10 Yarn otav Eekwva pia epapuoyn péowm tov SparkContext (ntd and tov Awayeipiot
[Topwv v ekydpnon mdpov (container) oe kdmowov slave koppo oto omoio Oa
avartoydei o Application Master (AM) g epapuoyng (Zyfua 4-2), o onoiog Ha givar
vevbvVOC Yo TV drmpaypdtevon Topwv and tov Awnyepioth [Topwv (RM). Agov o
ResourceManager AdPet to aitnuo, emaéyet éva NodeManager 6tn cvotdda Kot TOV
avabétel to mpmTo container ywo tov Application Master g epappoyng. H dapopd
tov YARN client mode an6 to YARN Cluster mode givot 611 0 AM dgv extedet to
SparkContext povo emikowvovei pe 1o SparkContext (Zynuo 4-20) yio. TV Kotovoun
mopowv. O Odnyog evnuepmvel tov Application Master yio TG OTOITNGES TNG

epapuroyng o€ mdpovg Kot o Application Master dtomporypatedeTon pe Tov Aloyeplo)
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[Topwv tovg mopovg (containers) mov Bo EIAOEEVHGOLY TOVG eKTEAEOTEG. MOAIG
ekyopnbodv ot moépor o Application Master emikowvmvel pe TOLG OVTIOTOLLOVG
NodeManagers {ntavtog tov va EEKIVIIGoVY TOVG EKTEAEGTEG 6T, CoNtainers wov £youvv
dwtebel ommv  epoappoyn. MOAg Eekiviioouv Ol eKTEAECTEG €yYpAPOVTAL GTO
SparkContext 6tov mehdtn kot voPdiovy aitnuo yio éva épyo. To SparkContext
oTOV MEAITN avafEtel 6ToVG eKTEAESTEG Eva €pyo kol avtol ovorappdvovv tnv
EKTEAEON TOL KOL OVAPEPOLY TNV TPEYOLGO KOATAGTOON KOl TNV TPA0dOd TOL GTO
TPOYPOUIO 00NYNONG £TCL DOTE O MEAATNG VO UITOPEL OV ATOTVYEL TO £PYO VO TO
EMOVEKKIVIGEL O KATOOV OAAAOV eKTEAEDSTI). META TNV OAOKANP®OT TNG EPAPLOYNG,
10 SparkContext tov medd'® vroPédiet aitpo amocvvdsonc oto ResourceManager

Ko Katomy KAelvel To 1910.

Spark-YARN: Client Mode Spark-on-YARN: Cluster Mode
YARN container
Progeany
User &' Spark
= X 1
= B
\ YARN container - YARN container

spark-submit MYJAR --master yarn-client —class MYCLASS spark-submit MYJAR --master yarn-cluster —class MYCLASS
YAHOO! YAHOO!

Inyn: https:/iwww.slideshare.net/Hadoop_Summit/sparkonyarn-empower-spark-applications-on-hadoop-cluster

Tyfua 4-2: Zoykpion avantuéng plog epappoyng Spark oe client mode évavti cluster mode o cvotddo Hadoop YARN

150 ap1uds v épywv (tasks) eCaptdrar amd tov apifué twv mupivay tov ekteleati. Evag mopivag onuaiver 6t uévo évo
EPYO UTOPEL VO, EKTEAEITOL OV, TACO. OTIYUI] OTOV EKTEAETTH.
16 3¢ Cluster Mode 7o Spark Context arov Application Master.
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Koatatunoeic

[Ipwv v avoivtikny avaeopd ot RDD Ba  mponynbel o avaeopd oty  kotdtunon /
dwapépion (partition). H xatdtunon ota kataveunuévo cuotnpata givat Eva Aoyikd Koppdtt
evOc peydlov Kotaveunuévov ocuvvorov odedopévav. Kdabe katdrtunon omoteheiton amod
eyypagéc. To Spark Aettovpyei Pacel TG apyng g TomkdTTag Tov dedopéveov (data locality).
Ot képPot tov epyatmv (worker nodes) maipvouv ta dedopéva yio eneEepyocio Tov givor mo

KOVtd o avtovg. Me tov 1poémo awtd, metvyaivovpe peiwon tov I/ O dikthov Kot koTd

Kepdraro 5

Ov oopég ogoopéverv RDD ko

DataFrame

ovvénela avénon g tayvTntog eneéepyoociog Tawv dedopévov (PAéne Zynua 5.1).

RDD split into 5 partitions
A B Y

tem- |
itern-2
ftam-3
tem-4
item-5

Worker
Spark

executor

TInyn: https://techmagie.wordpress.com/2015/12/19/understanding-spark-partitioning/

mem-4& ° mem-11
item7 | item-12 |
ttem-8 - item-13 -
item-9 | item-14 |

tem-10 0 tem-15

Worker

Spark
executor

ftem-16 -
tem-17 |
ftem-18 -
item-19 |
femn-20 -

item-21 1
item-22 1
rem-23 1
rrem-24 |
term-25 |

|

Yynua 5-1: Ontcomoinomn g dapéptong evog RDD - Kabévag amd tovg epydteg Oa enclepyactel ta dedopéva
nov Bpickovior oTig Katatuioelg mov givol amofnkevpéves og avtov (Tomkdtnto Agdopuévov - Data Locality).

Worker
Spark
executor

To mapdderypa o epydg ota apiotepd Oa enelepyaotel Tig katatunoes 1 ko 3 amd apiotepd.

Ot kototpnioelg elvar ot HOvAdEG TOPUAANMGHOV. ATd TPoemloyr|, Onplovpysiton Lo

katdtunon yio ke HDFS block, to onoio and mpoemloyn eivan 128 MB.
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https://techmagie.wordpress.com/2015/12/19/understanding-spark-partitioning/

Kabe koppog oe pio ovotdda Spark mepiéyetl po  mepiocotepeg katatunoelg (PAéme Zymua
5.1). To Spark exywpet éva £pyo avd katdtunon kot kdbe epydtng umopet vo eneepyootel Eva
£pyo Kb popd. Emopévmg o€ pia cuatdoa o péytotog aptipdc tmv épywv mov pmopel to Spark
va ekteléoel mapaiinia elvar i6og pe Tov apBpd Topnvev m cvotadoc. Emopévac, edv Exet
KaVElG o 6uoTdoa e X mopnvee, Bo mpémet o RDD tov va £x0uv TOLAGIGTOV X KATOTIOELG
(kar iomwg 2-3 X) [23]. O dwpepiopog oo RDD kot 1 davoun TV KOTOTUNOE®Y GF
drapopetikos kOpUPovg yiveror avtopata 6to Spark. Otav eKTEAECEL O TPOYPOUUATIOTAG TNV
epyacio Spark, dnA. sc.parallelize (range (1,101)).count(), 6To mopdderypa tov Tyfuatog 5.217 6o
npémel va del ta mapakdto oto Web Ul (Zynupa 5.3) tov keldpovg Spark. To Spark
dnuovpyet 4 épya yuo v epyoaocio (job) Spark, ywti e€opiopod o apiBudg twv Tupivev

(local[*]) o€ wa local mode avéartvén (BAEre mapdypago ‘tpomot avdrntvéng tov Spark’) eivot
9

icog pe Tov apdud Tev Aoykdv mopiveov? Tov VToAoYIeTH (GTOV VITOAOYIGTH] TOV YPEPOVTOL

ot Aoykoi mopnveg = 4).

In [1]: dimport findspark
findspark.init()
findspark.find()

out[1]: *c:\\spark\\spark-2.4.3-bin-hadoop2.7"

In [2]: # class pyspark.sql.Sparksession(sparkContext, jsparkSession=None)
from pyspark.sgl import Sparksession
spark = Sparksession.builder.appName(“iannis_app").getOrCreate()
spark

out[2]: SparkSession - in-memory
SparkContext

Spark Ul
Version
v2.4.3
Master
local[*]
AppName
iannis_app

In [3]: sc = spark.sparkContext
In [4]: sc.parallelize(range(1,101)).count()
out[4]: 100
Tynua 5-2: Tlapaderypa émov to Spark dnuovpyei 4 £pya (tasks) yo v epyacia (job) Spark, ywti and tpoemihoyn o
apOudc Tov moprvev (local[*]) oe i local mode avantvén givon icog e Tov aptBpd TV AoyIK®OV TUPHVEV TOV
VIOAOYIOTT (GTOV VITOAOYLGTH TOL YPAPOVTA O AOYIKOL TVpnveg = 4)

Y 10 eic ota ropadeiyuaza uéoa oto jupyter de Go paivoviai to. sicaywyikd fripaza Snuiovpyiog tov arryuétorov spark (1°
Kot 2° keAd).

18 7o web Ul tov Spark (emiong avapéperor ko1 wg Spark Ul 77 Application Ul) emizpéner tov ypiiotn vo mapaxolovBioer tyy
TPO0I0 UIAS EPYOTIAS TE EVa TPOYPOLUa TEPINYRONG 10T00. Efvou drabéaiio and mpoemidoyn oty Gopa 4040 tov kéufov tov
odnyov. Xe tomikij Aerrovpyio. (local mode), eivar ot http://localhost:4040 v dtav ypnoiwororeitar Sioyeipiotis ovoTadog
eivau oty http://<driver-node>:4040. To Spark Ul supaviler Tinpopopics oyetird ue tv katdotaon twv epyacicv Spark, tov
TEPLPALAOVTOS KOl THE KATAOTAONS THS GVOTAOOG 0ALG £EOPIGUOD EIval OL1aBEoIUES LOVO YIa OO0 XPOVO OLOPKEL 1] EPOPUOYI.
Eivar ol ypnouo, eidikd yio. poluicels feAtioronoinons e anddoons t060 e EPOPUOYHS 000 KOl THS GVOTAO0G OALG Kal
VIO EKOPOMUATDOT].

¥ 0 apibudc twv Loyidv mopivev eiver ivog e ToV aplOuo TV Yooty TOPRVOY T TOV opLOud TV VUATOY TOV
Uwopovy va tpélovy ot kdbe mophva.
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http://spark.apache.org/docs/latest/submitting-applications.html#master-urls

D]

annis_app - Stagesfor. X | 4 - o x

o

R 4 ¢
Sﬁ‘)‘Ol’Ki 243 & Stages J I Ex r 2 iannis_app application U
Stages for All Jobs
Completed Stages: 1

~ Completed Stages (1)

Stageld ~ Description Submitted Duration Tasks: Succeeded/Total Input Output Shuffle Read Shuffle Write
[ count at <ipytt put-15-66373229fa7 2019/09/02 14:34:35 8s A4

Zyfua 5-3: To Spark Web Ul yio to mopdderypa tov Zyfuatog 5.2

Qo61660, KOTd KopoOs 01 TPOYPOUUATICTEG PUTopel va emtBLIOVV Vo dALAEOLY TO GYNLL TNG
KatdTunong, aArlalovtag to péyebog kot Tov aplipd TV KOTATUGE®V PACEL TOV OTULTHCEDY
™ms epapuoyns. H tpomomoinon tov apiBuod towv katotpioemv evog RDD  yiveton
YPNOWOTOIOVTOG  TOVG  METOOYNUOTIoHOVG  repartition  (katdtunong) 1M coalesce
(ovyyovevong). O petaoynuatiopdg  repartition onuovpyel  véeg  KOTOTUNGELS
AVOKOTOVELOVTOG TO dEOOUEVA UETAED TOV EKTEAESTMV (€ivor o apketd kootoPdpa Tpaén
ywoti KGveEL pioe TANPT ovVaKATOVOUT) Ol 8€ KATATUAGELS TOV SNULOVPYOVVTOL EIVOL TEPITOL
oopeyéfeic. O petaoynuotiopds repartition() pmopei vo ypnoonomdei yio va avénoet ) vo
pewwoel tov oplud tov katatunoeov evog RDD oe avtiBeon pe tov HETOOYNUATIOUO
coalesce() 6mov ypnoomoieitor HOVo Yo pei®on TV KATATUNGE®Y . O UETAGYNUATIOHOG
coalesce() Oa propovoe va Bempnbei wg pia PertioToromuévn €K6001 TOL LETACYTLATIGHOD
repartition() mov amopevyel Tnv TANPN avakatavoun (full shuffle) twv dedopévmv, dtav sivar
YVOOTO €K TOV TPOTEP®V OTL LEIDOVETOL O aplOdS TV Katatunoemv RDD petakivavtag pdévo
To €00V A TIG EMMALOV KOATOTUNGEL OTIG KOTOTUNGELS OV doTnpovvtal. Avtog o
alyopBuog etval YpNyopog o€ OPICUEVES TEPMTMGELS, EMEDN EAAYIGTOTTOLEL TNV peTaKivion
dedopEVMV.

10 Zynua 6.4 didetar évo anhd Tapadstypa og yAdooa Python (uéow tov PySpark API) 6mov
onuovpyeiton o AMota pe 10 axépatovg apBuote pe 2 kotatunoelg (ovti yu 11g 4 amd

TPOEMIAOYT TOV TPOTYOVLEVOL TTOPAOEIYLLATOG):
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/[Python

// To sc.parallelize() givon petacynuatiopog

/I To mpmdto Oplopa givar 1 cLALOYN AVTIKEWEV®DY oV TapariinAifovTal, To
5e0TEPO 0 OPOUOS TOV KOTOTUCEDV

integer_RDD = sc.parallelize (range (1,11), 2)

// To Integer_RDD.glom() givat petacynpotiopog

/I To glom naipvet kéOe kotdtunon tov RDD kot ) petatpénet o mivaka
integer_RDD?2 = Integer_RDD.glom()

[[Extonmon oty 006vn tov dvo katotuioewy tov RDD

// To Integer_RDD.collect() givan dpdon kon Oa tpokoréoet

// TV EKTELEOT TOV TOPATAV® LETACYTLOTICUMV.

/I H 8pdion ypnoipomoteiton gite yio vo omobnkedoet Kaveic To anotéAeopio
/l og  kamowa B€om &ite yo VoL T ELLPOVIGEL.

integer_RDD2.collect()

Out[1]: [[1,2,3,4,5], [6,7,8,9,10]]

/I ApGom mov exkTumMVEL 6TV 000V TOV 0POd TOV KOTUTUAGEDV
integer_RDD.getNumPartitions()
Out[2]: 2

i integer_RDD

Partition 1

Partition 2

p . iy

Syquo 5-4: "Evo, amhd nopaderypa og yAddooa Python (péow tov PySpark API) 6mov
dnpovpyel o yprog o Alota pe 10 aképaiovg aptBpovg pe 2 KaTaTunoels

H 6oun| éedopuéveov RDD

To RDD mov cvykotoréyetar otig agoaipécelc tov Spark, eivar po yopniod emumédov
TPOYPOUUUOTIOTIKN OlEmapn Yo TNV enegepyacio pn dounpévev dedopévmv mov Oa tpémnet vo
Kkobopicel o ypnotg to oynua tovg (schema). H ypnon tov RDD amoxpimtel 1660 v
KOTATUNOT TOV JedOUEVOV OGO Kol TN Olvoun, 1m omolo He TN GEPE NG EMETPEYE TOVG
onuovpyovg tov Spark vo oyedidcovv €va TAPAAANAO VLTOAOYICTIKO TAOUGLO HE L0
npoypoappotiotiky oemaen (API) vymAdtepov emmédov yuoo téoceplg kOpleg YADOOES
npoypappoticpov (Scala, Java, Python, R). Mg avtd tov tpémo ta RDD emrpémovv tov
yprotn tov Spark vo epydleton pe por Kataveunuévn GLALOYN pe tov 1610 Tpdmo mov Oa
epyalOTOV PE PO TOTIKN U1 KOTOVEUNUEVT) GLALOYT] OEOOUEVOV.

Eivar to apyikd API mov eionyaye to Spark kot oxedov 6ha ta APl vynhdtepov emmédov
(DataFrames, DataSets) amocuvvtifevtar oe RDD. opemva pe tov dnpiovpyd tov Spark 0o
npénel va mapapeivel kaveic ota Aounuéva APl (DataFrames, DataSets) kot vo ypnoipomnotet

10 RDD pévo 6tav eivoar avaykaio ( my. owdPoacpo ko emesepyacio avemneépyaoctov
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dedopévav (raw data)) [1]. Iapdia owtd €€ 1 KATOVONGT TOLEC KPIVETOL CVOy Kool Kot yiol
TIG AALEG OOUEC OEOOUEVMV, YIVETOL L0 EKTEVIC OLVAPOPA G~ aLTO.

Ta RDD pmopovv va dnpovpynBodv pe dvo tpomovs. O évag ival pe v avagopd cuvormv
dedopévoy oe eEmtepkd cvoTiUaTe amofnKevoNg Kol O OEVTEPOC LE TNV EQOPLOYN

uetaoynuotiopmv omwg (m.y. map, flatMap, filter, reduce, k.An.) o vdpyovra RDD.

Ta RDD givar okvypa!

["a v vAomoinomn g avoyns opaiuatog, ot katatunoels RDD kataypdeovv éva yevearloyko
dévtpo (lineage): Mia cuvtayn eravumoloyicpod g katdtunong RDD pe Baon ta yovikd
RDD «oit tn mpaén HETAGYNUATIGLOV TOV YPNCUOTOONKE Yo T dnpovpyia TG KaTdTUnong
(BAéme Zynqua 6.5). X10 cvykekpyévo maaiotlo eivan évag KatevBuvopevog Axkvkhog I'pdgpog
(DAG) tehect®dv MOV TOLG VIOAOYIGHOVG Tov £ywvav oto RDD. Kéfe kopfog sivor po
katdtunon RDD kot n akpr| amwotelel 10 HETAGYNUATIGHO TAV® GTO OEOOUEVA TNG KOTATUNONG
tov yovikov RDD. Edv Adyw omdAewog evog kOuPov epydtn omoiecHel omotodnmote
Kkatdatunon evog RDD, 10te avt 1 kotdTunon pmopet va voAoyiotel €K vEou amd to apykod
oLvoro dedopévov mov eivarl avektikd oe cedipato (kKabott tao RDD eivor apetdfinto)
xpnoonowwvrag 10 DAG.

Av16 10 DAG givar mov avaivetl 1o Spark yua va kével BeAtiotonomoels. H Bedtictomoinon
tov DAG yiveton pe ovadatdéelg Kot cuvdvacpovs tTeAeoT®v 0mov avtd gival dvvatov. [Ma
TapAadELypLa, ag vTobécovpe 0Tt Tpémel vo vtoPdAet kaveic Lo epyacio Spark ) omola mepiéyet
pa Tpdén map wov akorlovdeitan amd o pdén filter. O punyaviopodg Peitictonoinong DAG
tov Spark Bo avadlaTa&el ™ oEPA AVTOV TOV TEAESTOV, KOO TO PIATpapiopa o peltdoet
oV aplud TV eyypapadv mwov Bo vrofAnbodv oty mpdEn map.

H amotipnon tov RDD egivar oxvnpr| (dnA. 1 ektéleom dgv Eekvdl HEYPL VO EKTEAECTEL O
KOOGS P0G OpAcnS) YEYOVOS OV TapEYEL TOAAES gvKaPies Y10 PEATIGTOMOMGELS YOUNAOD
EMIESOV.

To RDD anobnkevet to. akdrovba petadedouéva (PAEne Tynua 6.5):
= Katatunoelg

= E€aptnoeig (dependencies) - kotdhoyog tov yovikdv RDDS mov gumiékoviol otov

VTOAOYIGUO ONAGON TO YEVEAAOYIKO OEVTPO.

» Yrnoloywopdg (Compute Function) — H cuvdptnon yia tov vmoloyiopd tov 1€Kvou

RDD an6 to yovikdé RDD mov mpokbdmntel amd Tic eEapTioELC.
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= [Ipotiudpeveg tomobecieg vroroyiopuov (Preferred compute locations) - Iowo givau to
KOADTEPO WEPOG YL TNV TOTOOETNON TOV VTOAOYICUMV GE KOTATUNGELS (TOTIKOTNTO

JEJOUEVMV)

= Partitioner - givat o akyopiBpog mov kabopilet Tov Tpomo e Tov omoio ywpilovtat Ta

dedouéva otic katatunoelg (HashPartitioner, RangePartitioner, k\x.).

RDD Transformations and Actions

RDD of Strings RDD of Ints

- Y depends on o) - ~

: I ‘ H

g HelloWorld Eﬁf RDD Implementation

IS ; CH b . . Partitions
Function Action

| Compute Function I

,,,,,,,,,,,,,,,,,,,,, (transformation) | .........,

@ int | Dependencies I
i) | i Preferred Compute
\ 3 H . . :

Bt ; : Location

GRIETD | coacry |[@ED:
G oo @ | g

to count :
chars | 4 [ B ;

IInyn: https://www.slideshare.net/frodriguezolivera/apache-spark-41601032

ynua 5-5: Ta petadedopéva mov amobnkevet to RDD

Mpage oo RDD
Yndpyovv 600 tOTOL TPAEEMV TOL PUTOPOVUE VO, KAveL 0 xpfotng tov Spark oe éva RDD: ot

uetacynuaticpoi (transformations) kot ot dpdoeig (actions).

¢ 'Evag petaoynuotiopog eival pia cuvaptnon mov emotpépet Eva véo RDD. Eniong, to
véo RDD odwatnpet évav deiktn oto yoviké RDD tov. Mropet va epappooctet gite og
dedopéva mov Pplokoviar o pévyun  amobrkevon eite oe dAla RDD. O
LETACYNUOTIGUOG €lval o okvnpn TTpdén. AnAadn sivor pio mpdén mov dgv Ha
oAoKANpmBel TN oTryun mov ektelel Kaveic ToV KMOKA Tov. Oa ektelestel povo dtav
KaAéoel pua dpdor. Yrmdpyovv 600 €idn petaoynuaticpav: ekeivol mov kabopilovv
otevég e€optnoelc ko exetvor mov kaBopilovv evpeiec eEaptnoelg. Ot mpdToL
ovopalovton otevoi petooynuotiopoi (narrow transformations) evod ot devtepot
ovopalovtol ekteTouéVOL peTooynuotiopoi (wide transformations).
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Mo avadwdtaln (shuffle) ocvuPaiver 6tov avadiovepunbodv ta dedopéva peta&y
KOTOTUNOEWDV. AVTO amoTeiTol OTOV £VOG LETUGYNUATIOUOS OOLTEL TANPOQOpPIES amod
GAleg katatunoelg, omwe abpoilovtag Ohec Tig TéC oe o otyAn. To Spark Oa
oLAAEEEL To amontovpeva dedopéva amd Kabe kotdtunon kot Oo o GuVOLAGEL GE Eval
VEO SLUEPIO LA, TOAVOTATO GE SLOPOPETIKO EKTEAECTN.

o Ot otevol petaoynuaTicpol 0ev amotovy v ovoadidtaln / avaxkoatehbvvon
(shuffling) tv dedopévav oe aAreg kKatoTpnoels. Kabe kotdtunon tov yoviko
RDD ypnowonoteitor and 10 oA po katdtunon tov tékvov RDD (BAéne
Yynua 6.6). Eivan o anotéheoua cuvapticemv 6mwe map, filter (BAéne Zynua
6.7) [27]. H opodomoinon T®V GTEVOV UETACYNUATICU®OV G€ €va OTAS10
ovopaletar coMvoon M dwacoinvoon (pipelining) kot eivor o and Tig
Beltiotonomoelc mwov kéver to Spark. ‘Etot ov petaoynuaticpoi mov £xovv
o1evEg eEapTnoElg etvan ypryopot.

O  ZTOVG EKTETOUEVOVG LETACYNUATIGHOVG TOAAATAES KataTunoelg RDD tékvav,
eCaptovrol amd o povo Katdtunon yovikov RDD (BAéme Zymua 6.6). Ou
EKTETOUEVOL UETACYNUATIGHOL €lval TO OTOTEAEGUO CLVOAPTNGEDV OTW®G
groupByKey «ot reduceByKey (Biéne XZynua 6.8) [27]. Eivar apyol
petacynuoticpol. Arartovv v avadldtoln OAwv 1 optopévav dedoUEVOV
LEG® TOV OIKTLOV.

narrow wide
each partition of the parent RDD is used by multiple child RDD partitions may depend
at most one partition of the child RDD on a single parent RDD partition

groupByKey

<

]

|

join w/ inputs not

join w/ inputs
co-partitioned

co-partitioned

o =

IInyn: https://training.databricks.com/visualapi.pdf

Zynua 5-6: Trevoi (narrow) ko ektetoapévol (wide) petaoynuatiopoi (transformations)

Xapn oty teyvikn ¢ okvnpng omotipunong (lazy evaluation), o Xpovodpoporoyntig
(Scheduler) 6a givor o BEom vo feATIOTOTOMGEL TOL GTASLO TPV OO TNV VITOBOAN TNG EPYOTIOG
(job): druocwinvavel otevég Tpatelg oe éva 6Tdd10, emAEyEL adyopiBuovg mov Paciloviol 6
KOTATUNGCELS (Tpoomabel vo. EAUYICTOTOMGEL TUYOV OVOOINTAEELS), EMOVOYPNCLLOTOLEL

dedopéva oL £xovv amodnKevTel TpoNyoLHEVMS TNV cache.
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[—

>

= = easy o< = medium
Essential Core & Intermediate Spark Operations

A General Math / Statistical Set Theory / Relational Data Structure [ 1/O
L)
W\ g « map « sample * union « keyBy
— « filter * randomSplit * intersection « zipWithIndex
N =t + flatMap * subtract + zipWithUniqueID
QE * mapPartitions « distinct + zipPartitions
o= * mapPartitionswithIndex * cartesian + coalesce
=) * groupBy - zip + repartition
Q]& * sortBy * repartitionAndSortWithinPartitions
= - pipe
%-.1
-
—_
“ * reduce ¢ count « takeOrdered * saveAsTextFile )
= + collect « takeSample * saveAsSequenceFile
o « aggregate - max * saveAsObjectFile
— « fold * min * saveAsHadoopDataset
: « first * sum * saveAsHadoopFile
=T * take * histogram « saveAsNewAPIHadoopDataset
« forEach * mean * saveAsNewAPIHadoopFile
[ I | * top * variance
H"‘ * treeAggregate - stdev
« treeReduce « sampleVariance
+ forEachPartition * countApprox
* collectAsMap * countApproxDistinct

IInyn: https://training.databricks.com/visualapi.pdf

Syfuo 5-7: Baowég npaeig oto Spark

=] = easy o< = medium
Essential Core & Intermediate PairRDD Operations

[ General Math [ Statistical Set Theory / Relational Data Structure
N =
4-‘\;\ = - flatMapValues + sampleByKey - cogroup (=groupWith) - partitionBy
— = groupByKey + join
N < + reduceByKey * subtractByKey
= = reduceByKeylocally + fullOuterJoin
o= = foldByKey + leftOuterloin
= = aggregateByKey + rightOuterloin
{i: - sortByKey
= = combineByKey
S=T
E=--
—_
* keys * countByKey
“£ * values * countByValue
o = countByValueApprox
— = countApproxDistinctByKey
: * countApproxDistinctByKey
=T + countByKeyApprox
* sampleByKeyExact
[ B |

1

IInyn: https://training.databricks.com/visualapi.pdf

Tynuo 5-8: Baowég Mpa&eig ota PairRDD

Emopévacg, ovclootikd o koklog (ong evog mpoypdupatog pyspark eneéepyaciog dedopuévmv
wepopPdvel v avdyvoon g TYNG  OEd0UEVOV, TNV EQAPUOYN MG  GEPAG
LETACYNLOTIGH®V, TNV arodnKevon kamolwv €& avtdv oty puviun (cache) yio pellovrikn

¥PNOM Kot TV VAoToinoT dpdcewv yio TNy eaymyn tov arotelécpotog (PAéne Zynua 6.9).
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PySpark

Basic life cycle of a PySpark program

Create RDDs Cache RDDs

Lazy

Transfor

04 Perform Actions

Lazily tran:

TInyn: https://www.slideshare.net/EdurekalN/pyspark-tutorial-introduction-to-apache-spark-with-python-pyspark-training-edureka
Tyfua 5-9: O Bacikdg koxkAog (ong evog pyspark Tpoypdppatog
Mg Aerrovpyei To Spark;

[pwv amd ™ avéivon tov Tmg Aettovpyei to Apache Spark, og katavoncovpe T oporoyia Tov

OV TOPOVCIALETAL GTOV TAPUKAT® TIVOKOL.

Iivoxag 5-1: Opoloyia. tov Spark

Application: Avtiotoyyel omv exkivinon tov SparkSession / SparkContext. Ké&be epoppoyn

amoteleiton and pio N nepocdTeEPES epyacies (jobs)

Driver (Odnydq): To mpoypappa / diepyacio mov givor veevBuvo yio TV eKTELEON NG EPYOCIOG TAVD

amd v unyovn Spark (Spark engine)

SparkSession: EwonyOn oto Spark 2.0 pe okomd va amotelécel tov vEo eviaio tpdmo mpocPacng ota
Swapopetikd mepifdirovta (contexts) mov npovmipyav (SparkContext, SQLContext,
HiveContext) aild wou to Spark StreamingContext?° (to onueio £16680v yio
Aertovpyia Spark Streaming). Me v npdoPfaon oto SparkSession, éxer o ypnotg
avtopato npdécPacn oto SparkContext ko pmopei va éxel TpdcPaon kat g OAa To
napomdve mepiPdiiovia. To avtikeipevo SparkSession omotedei to véo  omueio
€10680v oe éva mepPdilov ypovov ektédeong (runtime environment) Spark kot
emrpénel ) ypnon twv DataFrame ot Dataset APIS yia tov mpoypappotiopd tov
Spark. ®a npénel va onuelmbei 6t dev yperaletar va dnpovpynRoel o xpriotg Eva
avtikeipevo sparkSession otav ypnoipomolel to S0dpacTtikd kéAvPog Tov Spark
(pyspark) 8161t dnpuovpyeiton and to Spark yio Aoyapiacud tov ypriotn wg petafintm
spark.

SparkContext: To SparkContext (mAéov eivan mpooPdowo and to SparkSession) eivor to onpeio

npdoPaocng oe OAeg Tig Agrtovpyieg Tov Spark. Movo éva SparkContext vrdpyst avd

D Miow tov SparkContext wov sivar evowpuaramuévo oto SparkSession
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JVM. Eivor t0o Tp®dT0 avTIKEIIEVO TOV TPEMEL VO, dMUovpYNoeL Eva Tpodypappa Spark

Y10, VoL 0TOKTNGEL TPOGPOcN 0T GLGTASA.

Job (Epyoocia):

Ortav khnbei pa dpdon (action) og éva RDD, dnpovpyeitar o gpyacio (job). Job
amokoeitor n epyacia Tov vrofdAietor oto Spark kat £xel évo n TEPIooOTEPA GTASIOL.
‘Eva xoppdrtt kodwa mov dofaler kdmowo gicodo and to HDFS 1 tomukd, extedel

Kdmwotov TapdAinio vroroyiopd ota dedopéva kot Ypaget Kamoto dedopéva eEGdov.

Stage (Xt4510):

Ta jobs ywpiloviat og otddun. "Eva véo otddio Ba dnpovpyndei dtav eppoavictei £vog

EKTETAUEVOG UETACYNUATIGUOG.

Task (Epyo)

(M ppdTEPN pHOVASOL
VTOAOYIGTIKNG

gpyaoiag tov Spark):

Kdabe otddo yopiletor mepartépm o€ £€pyo TOL OVTIOTOOVV GTOV OPOUd T®V
kotatpioeov (partitions) oto RDD (§va épyo avd katdtunon). ‘Etot to épya givar ot

KPOTEPES LOVADEG VITOAOYIOTIKNG epyaciag oto Spark.

Master (A@éving):

H pnyovn otnv omoia ektedeiton To TpOYpapLLO 0dNYNONS.

Slave (XxAéfog):

H pnyavi otnv oroia exteleizon ) Siepyacio extedeotig (executor).

Cluster Manager

To Spark Bacietor otov diayelplotr GLOTASOG Yo TV EKKIVIION KoL T1 dlovoun Tmv

(Aloyeplotg EKTELEGTAOV GUUQOVO HE TIG TOPOUETPOVG SLUOPE®ONG Tov opilovtal omd TNV

2uothdag): gpappoyn Spark. Ze opiopéveg TEPITTOGELS, AKOWN Kot 01 081701 EEKIVOUV PEG® QVTOD
(ovamruén epappoyng Spark og cluster mode).

Executor H depyacio mov givar vedhBuvn yio v ektéheon evOg EPYOV Kot TNV ETLGTPOPT TOVL

(Exteheotng): anoteléoparog. Emiong kpatder dedopéva evtdg pviung (in-memory) 1 oe dickoug
amobnkevong. Awfaletl kot ypdpet dedopéva o eEOTEPIKES TNYEG.

DAG: To DAG (Directed Acyclic Graph — KatgvBuvopevog Axvkhog I'paeoc), 610 nopdv
mhaicto givor évag DAG tedectdv.

Pipelining H opadonoinon tov vrohoyopmv o€ éva pdvo otddio, dtav ot petacynpaticpoi RDD

(Alwoorveon): UITOPOVV VO DTTOAOYIGTOVV Y®PIg va. amarteiton petakivnon dedopévov (opadomoinon

1000 KOV OTEVOV LETOCYNUATIGUAV).

1 ovvéyeto. akolovbei pia emeéynon g Asttovpyioag tov Spark:

KoaBog exteAeiton 10

TUAUO. TOL  K®OKO TOL YPNoTn 7ov  mepAapPavel

LETAOYNLOTIoLOVE oTtnv KovodAa Spark, to Spark dnpovpyei éva ypdeo tehestodv [4].
Ortav to Spark extehécel o dpdon (6mnwg collect), 0 ypdopog vroPdriietar ce Evav
ypovodpoporoynt DAG (DAG Scheduler) o onoiog petacynpatifel to Aoyikd TAavo
extédeong (logical execution plan - dnAadn to yevearoyko ypago tov RDD 11 DAG
TEAEOTMV) o€ PLOIKO TAGvVO ektédeong (physical execution plan), stapdvtog 1o DAG
teleotov (PAéne Zynpa 5.10) o otada [4].

"Eva otdd10 amotedeiton and épya mov Paciloviol 6TIG KATOTUNGELS TOV dESOUEVOV
€16000v. O DAG Scheduler 510c@ANV@VEL TOVG TELEGTEG GTEVAOV LETAGYNUATIGULOV Y10
va Bertiotomomcel 10 Ypaeo. o mapddetypo av €(ovpe d1ad0ykoVs TEAEGTEG Map
OVTOL UTOPOVV VO TPOYPOUUATICTOVV GE éva povo otddo. H dwwcoinvoon tov
VIOAOYIOUDV  givor  TOAD  ypnyopotepn omd TNV EYYPUPT] TOV  EVIAUECHOV
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OTOTEAECUATMOV GTY) LWVAUN 1) 0T0 dioko petd omd kabe Pripo. Avti n Pertiotonoinon
givor kabopilotiky oty oamddoon tov Spark. To tedikd amotédecpo evoc DAG
Scheduler givat éva ohvoro otadiomv (PAéne Zynua 5.12) [4].

* Ta otadio petafipdlovrar otov Task Scheduler (BAéne Zynua 5.10) o omoiog sival
vrevbvvog Yo TNV ekkiviion Tev épywv (tasks) mov vdpyovv avd otddlo pécw Tov
dwayeprot ovotadag (Spark Standalone/ Yarn/ Mesos/ kubernetes). O Task Scheduler
dev gtvar eviuepog ya Tig eaptnoelg Heta&d Tov otadiov [4].

= O gpydrng (worker) extedel Ta Epya Ko EMGTPEPEL TAL ATOTEAEGLOTO, T®V VITOAOYICUAOV
otov mehdt. 'Eva véo JVM Eekiva ava epyacia (Job). O gpydtng yvopilel povo tov
KOO oV £xel TEPAGEL o€ VTOV [4].

RDD Objects DAGScheduler TaskScheduler Worker
) L Cluster
" manager Threads
. ‘ K Block
S >
‘ manager
rddl.join(rdd2) split graph into lauach tasks via execute tasks

.aroupsy(..)
filter(.)

build operator DAG

stages of tasks

submit each
stage as ready

cluster manager

retry failed or
straggling tasks

store and serve
blocks

stage
failed
R

Ty [4]
Tynuo 5-10: O tpdmog Aertovpyiag Tov Spark

#

rddl = sc.textFile("hdfs://...")

rdd1.filter(filterFunc)\
.map(someFunc)\
.groupByKey()\
.map(someOtherFunc)\
sortByKey(\
.count()

# omov red_color :stage 1, black_color:stage2, blue color:stage3, green_color = action

Zynpa 5-11: TTopaderypa pe 6TeEvoDs Kot EKTETALEVOVG UETOCYNULATIGHOVS Kot 1) optofétnon Tev otadimv and
TOVG EKTETOUEVOVG peTacynpoTiopovg (groupByKey(), sortByKey())
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Component of

Drives Pregram Execution Hierarchy

Anatomy of a Spark Job
Tasks

rdd filter stage 1] filter ﬂ
.map 9 map 3

A e
rdd.groupBy Stage 2 groupBy F—»
.map map 3

N
rdd.sortByK C >
.?ounly & Stage3 sortByKey q

[nyn: [2]
Eynuo 5-12: "Eva DAG otadiov yio 10 Topandve Tpoypapipa.
Ta pmhe TETPAY®OVO VTOSNADOVOLV GTASIN TO OTTOi0. OPLOBETOVVTOL OO TOVG EKTETUUEVOVG UETOCYNLATIGLOVS
groupByKey() ka1 sortByKey(). Ta kokkiva TeTpdymve. avapipovtot ot pya (tasks) avé otddio, o omoia givor

foa pe tov aplpd TeV KotoTuNoE®V Kol To omoio ekteAovvTol mopdAinia. Ilapoatmpodue 611 emedn ot
petacynuatiopoi map() kot filter() £xovv otevéc e€aptioeic pmopov va dtacoAnvodoiv.

H doun dedouévov DataFrame

Onwg Non égovue avapépetl oto ke@dAato 3 to Dataframe givar dounpéva mévo ota RDD kot

KTl cuvémeln amolapPdvouv ta mAeovekTHoTa Tovg (auetdfinty, avektiky oe opdiuato,

Koroveunuévy GVAAOYN dedopévav). Ze avtifeon opwmg pe to RDD, ta dedopéva opyoavmdvovtot
0€ OVOLOGUEVEG OTNAES, OTMG £vog Tivakag o€ pia oxestakn Pdon dedopévav. To DataFrame
ePLEYEL TANPOPOpieg (LETOOESOUEVA) CYETIKA HE TN OOUN TOV OEOOUEVAOV  TOL OMMG TO
oVOLOTO TV GTNADV, 01 TOTOoL dedopévav K.AT, Tov fondd To Apache Spark va kotavoncetl To
oynuoa  (PAéme kepdiaio 1) evog DataFrame yeyovog mov tov emitpémel vo. epoprocel va
ovvolo amd PertioTomomoelg mov dev givar duvatég oto RDD. Onwg gaivetar oto Zynua 5.13
N amoédoon tov DataFrame ivar n idta aveEdpmra amd ™) yAwooo (Scala / Python / SQL /R
APl yA®ocag) mov Ba emdé€el o ypiotng ool 610 TEAOG PETE TIG PEATICTOTOWGELS TOV
Catalyst optimizer (BAéne ot mapaxkdtm evotnta “TIAGvo exTéleons’”) KATAAYOUV OAL GTO
010 mAavo ektédleonc. Me n ¥pNon LYNAOTEP®OV TPOYPUUUOTIOTIKOV SETaPOV onwe SQL,
DataFrame, DataSet to mpoypdupata Teptypa@ovy Tig TPAEelc Tov omatTovvIoL va yYivouy

Téve oTo dE00UEVA KoL OYL TOV TPOTO e TOV 0moio Bo vAomomBovv ot Tpdéelg avTéc.

To Spark SQL evoopaT®VEL TN GYECLOKY EXEEEPYAGIO LLE TOV GLVOPTNOLOKO TPOYPOUUUOTIGULO

tov Spark. Me 1o Spark SQL, pmopei va ektedéoel Kovelg evkola mpAEelg oe dounuéva
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dedopéva ypnoomoldvag epmtiuoto ypauuéva oe SQL 1 DataFrame dsl (domain specific
language / 'loooo mpoypappoticpod Eidwov Iediov i IE.IT). Onwg ta RDD étot kou ta
DataFrame vrootnpilovv 800 €8V npaéels, Tovg METOGYNNOTIGHOVS Kol TIG APAGELS KOl
woyvovy 0Tt Kot Yoo T RDD. Ot petaoynuatiopol omotipdviol okvipd Ve ot OpAacELg

amotiudvTol avomopova (PAéne evotta “Ipateic ota RDD”).

‘Eva yapoaxtnpiotikd tov epotmuatov SQL sivar 6t emotpépovv DataFrames, €tot €vag
YPNOTNG UTOPEL GTN GLVEYELDL VO YPNOULOTOUCEL TPOYPUUUOTIOTIKA U0 OO TIG YAMOGES

(Scala, Java, Python kot R) mov vrootmpilet to Spark yio va ohokAnpmacel v avdAvcen tov.

Structured API Performance

DataFrame SQL
DataFrame R
DataFrame Python
DataFrame Scala
RDD Python

RDD Scala

0 2 4 6 8 10
Time for aggregation benchmark (s)

Higher-level and easier to optimize
#databricks

TInyn:https://wwwe.slideshare.net/databricks/largescale-data-science-in-apache-spark-20

Zynpa 5-13: Me ta DataFrame metvyaivovpe kaivtepn amddoon oe oxéon pe ta RDD ave&dpmmra amd v emroyn
yhdooag (SQL, R, Python, Scala).

MAévo Extéleong
Oa emkevipwBovpe ot cvvEreln oto T to Spark petatpénel éva Aoywo ITAdvo (Logical
Plan) og¢ éva Behtiotomompévo Aoyikd ITAdvo (Optimized Logical Plan) kot éneita o€ éva 1

neptocotepa Puowcd [TAdva (Physical Plans).

Avtd mov Oa mpémel vo yiver katovontd eivar 6t to Spark egivar to d0 pa yYAdooo
TPOYPOUUOTICUOD KOl ®G €K TOVTOV O0100£TEL TOVG d1koVG TOV TOHTOLG dedopévmv. Ot TuTTOL
dedopévev avtol avtiotoryovv amevbeiog ota dapopetikd APl yAdooag mov datnpel t0
Spark kot vapyet évog mivakag avalntnong (lookup table) yuo kébe éva amd avtovg oe Scala,
Java, Python, SQL, ka1 R. Axopa kot av ypnooroovpe dopnuéva API tov Spark péoa and
Vv Python 1 v R, n mAetovotta tov xeptopodv pog o Ae1itovpynoel auotnpd 6GTOLG TOTOVG
Spark kot 0yt 6oV TOTOVG Python. T'a Tapdadetypa, o akdAovbog KOG dev TPy LATOTOLED

npocbeon og Python [1]. H npocbeon yiveran og Spark:
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In [6]: # Python
df = spark.range(1@).toDF("number™)
df.select(df["number”] + 10)

Out[6]: DataFrame[(number + 1@): bigint]

¥t wpdén avt g tpdcobeong to Spark Oa petatpéyel mpdTa v Python ékepoon oty
eomtepikn avamapdaotoon Catalyst tov Spark kot akolo0bmg Oa tedéoet v mpdén o avt

™V e6mTEPIKN avomapdotacn [1].

Yta dopnuévo APl extdc amnd tovg mivakeg kot Tig oyelg (views) SQL avikovv kot to
Dataframes (untyped) kot ta Datasets (typed). O npocdiopiopdg untyped (xopic Tomovg) yio
to. Dataframes dev givar amolvtwg axpipric. Ta Dataframes £yovv tomovg (BAéne TAnpogopieg

GYETIKG e TOVG TOTOVE oL Spark), oAld to Spark eAéyyet edv avtoi ot THmot vBuypappiCovon

pe exetvoug mov kabopilovrol 6to oy povo Katd to ¥pdvo ektédeons. Avtifeta ta Datasets
(novo oe IVM yA®GGEG) EAEYXOVV OV DITAPYEL COUUOPPMOT] LLE TOVS TUTTOVG TOV GYTLLOTOG KOTA
10 ypovo petoyAdttiong. H Python éxsr povo Dataframes kot 6tav to ypnoonotet Koveic,

eKUETOAAEVETOL TO PerTIoTOMOMUEVO E6MTEPIKO TOTO dedopévmv tov Spark ‘Row’.

KdéOe Dataframe amoteieiton amd €va ohvoro eyypapav, 6mov kdbe eyypaer eivar évo
avtikeipevo tmov Row. O yepiopdg tov Row yiveton pe exepdoelg otiing (column

eXpressions) TPOKEWEVOD VO, TPOKLYOLV YPNOUEG TILEC.

Ytov mopnva tov Spark SQL vrdpyet évag emextdoipoc Pertiotomomerg o Catalyst optimizer,
oL PonBd oty vrooTNPIEN EVOG EVPEDG PACUATOC TNY®OV dedopévav kot adyopifuwv. Otov
ypnoonolel koveic to Dataframe, oev kaBopiler ma éva DAG (Directed Acyclic Graph),
onuovpyel éva Apnpnuévo Tuvraktikd Aévipo (Abstract Syntax Tree / AST ) mov o
Beltiotomomtng Catalyst 6o avolvcer ocvvtoktikd, 0o eiéyéer kar Ba  Pertunoet
YPNOUOTOIDVTOS  Kovoveg PeAtiotomoinong kor 1t  PeAtiotomoinon Pdost  kOGTOVG.
Xpnoonoteiton 1o yevikd mAaictlo petatpomng oévipmy tov Catalyst o€ téooepig pacels, Ommg
eaivetal oto mapakdto oynpa: (1) avdivon evog Aoykov TAGVOL Yo TV ETIAVGT AVAPOPOV,
(2) Bektiotomoinon Aoyuoh mAdvov, (3) euoikd mAdvo, kot (4) epdtnua og Java bytecode.
Oleg o1 pdoeig Pacifovion amokAEISTIKA 0 KOVOVEG EKTOG O TN PACT] TOL PLGIKOV TAGVOU,
omov o Catalyst pmopel va onpovpynoet ToALoTAG TAdvVa Kot Vo To. GUYKpivel pe faon to

k6otoc 2. Kébe pdon ypnowomotel drapopeticoic tomovg kopPmv dévipmv. O Catalyst

2L 0 ypévog extéieonc kar i ypiion Topwv opiletar we K6TOC
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nepapPdver Piparodnkeg kOuPov yoo eKQPACELS, TOUTOVG OedOUEVEOV Kol AOYIKOVS Ko

(QLGIKOVG TEAECTEG.

Spark SQL* Execution Plan

Risalonts Logical Physical Code
SQL AST ay Optimization  Planning Generation
/%
e i Pyt inad =} olecte
DataFrame Unresolved Logical Plan = LpEmiaed —  Physical = o Seiected. _ RDDs
Logical Plan T Logical Plan Plans \ % Physical Plan
Datasets
Catalog

» The execution plan is fixed after planning phase.

TInyn: https://www.slideshare.net/databricks/an-adaptive-execution-engine-for-apache-spark-with-carson-wang

Zynua 5-14: TTIAdvo Extéleong tov Spark SQL

Aoywko IThavo

21 @aon TG avaiveng £veg AOYIKOU TAAVOL 0 KOJIKAG TOV ¥PNoTH €POGOV gival £YKLpPog
LETOTPEMETOL GE AOYIKO TAGVO TO OMOI0 OVATOPIOTE TOVG UETAGYNUATIGHOVS TTOV
neEPAOUPAVOVTOL GTOV KMOOIKO Y®PIG VO VITAPYEL KOUIO OvVOpOpa Y100 TOVG eKTEAEOTEG. 'ETot
npokOTTEL évo. averilvto hoywké whavo (unresolved logical plan) dedouévov 6t pmopei va
AVOQPEPETOL GE TIVOKES KOl 6THAEG Ol 0Toieg pmopei vo unv veictavtot. To Spark poxeévon
VoL T0 EMADGEL yproonotsi Tov katdhoyo 2%(catalog) otov avoAvty o omoiog umopsi va to
amoppiyel av ot TVOKEG 1] TO OVOUOTO TOV GTNADV OEV LITAPYOVV GTOV KOTAAOYO. XE

JaPOPETIKN TEPITTMON TO EXAVUEVO AOYIKO TAGVO TTEPVE 6ToV Peltictomomt Catalyst[1].

H @don g hoywkng Bertiotomoinong epopprolel 6to Aoykd TAGVO TUIKEG PEATIGTOTOMGELG
Booiopéveg oe kovovee. Avtéc mepthapBavovy Ty avaditiwaen atabepay *3(constant folding),
mv ®non mpog to Katw kotnyopnudtmv (predicate push down), to kAddepa mpoPoing
(projection pruning), T dwadoon null (null propagation), v arAomoinon Aoyikhg Ekepoong

(boolean expression simplification) kot aAdovg kavoves. O Bertiotomomtng Catalyst eivor

22 0 xardoyog eivar 1 Oiewapi yio. ) O1oyeipion evOS KATOLGYOV HETOOEOUEVOY TWV GYECIOKMY OVIOTTWY (T.). PooEIS
0E00UEVWV, TIVOKES, GUVOPTHOELS, OTHAEG TIVAKMV KOl TPOTWPIVES OWEIS).

2 eiva 0 Sradikacio e avayvdpLone Kot TS alloloYnonS TV oTabEpdY EKPPATEDY KATA TO YPOVO UETAYADTIIONS avTi va
VIOAOYIGTODY KOTA T O1GPKELD TOV YpOovov ektédeans. Ot 6pol oe aTabepes EKPPATEIS EIVOL TOTTIKG. OTAG AEKTIKG, OGS TO
OKEPOLO AEKTIKO 2, 0AAG UTOPEL ETIONS VAL EIVOL UETOPANTES TV 0T0lWY 01 alieg €ivol YvwaTég oTov Ypovo uestayiotniong. 1o
ropaderyua oty onAwon: i = 320 * 200 * 32, o1 wepioootepor uetaylotiotés dev o mopayovy 0o eviodé morloamAaciaouod
Kot 1o oamofnrevong yio avth ™ ondwon. Avtilétwg, eviomilovy KaTaoKevéS OTWS AVTES Kol avTika.O1oTovV TI¢
vmooyIloueves TIHES KaTa TOV xpovo uetayiituons (otnv mepintwon ovty, 2.048.000) (wnyy:
https://en.wikipedia.org/wiki/Constant_folding).
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EMEKTAGIUOC TTOL onuaivel 0Tt Ta ObPopo TAKETO UTOPOVV VO, TOV EMEKTEIVOLV DOTE val
OLUTEPIAAPEL TOVG B1KOVG TOVG KAVOVEG Y10 fEATIGTOTTOMGELG E101KOV edimv (domain specific)
[1].

®vowko ITravo

2 @aon Puoeikov oyeotaspov, to Spark SQL Aappdavel Eva Loyikd TAGVO Kot Tapdayel Eva
TEPLOGOTEPN PLOIKA TAAva (1] TAGva Spark). To guoikd TAdvo kabopilel Tov Tpdmo ekTéAEONC
TOV AOYIKOO TAGVOL GTN GLGTASN. XTN GULVEXEWL EMAEYEL VOl TAGVO YPTCILOTOLDVTOG VOl
HOVTEAO KOGTOVLC. XN @dom avtn ta epotiuata oe SQL, DataFrame ko Dataset (yia tig
yhdooeg Scala ko Java) petatpénovion oe RDD petaoynuotiopoig kat givat 0 AOyog mov 1o
Spark avagépetar kKot ©¢ petaylmttiothg. O QUOIKOG TPOYPOUUNTIOTNG EKTEAEL €miomg
QLOIKEG PedTioTomOMOElS Pooiopéveg o8 Kavoveg, Ommg mpoPorés coinvmong (pipelining
projections) 1 piltpwv o o Tpdén map tov Spark. Emumiéov, umopei vo mbnoet mpaeig and
70 AOYIKO TAAVO Ge TNYES dedoUEVOV IOV LTOGTNPILOVY MBNGN TPOG TAL KATM KATNYOPTLLATOG

(predicate push down) 1| TpofoArc.

Extéleon @Pvowko? IThdvov
H tehkny @don ¢ Peltictonoinong Tov epoTNUATOV TEPIAAUPAVEL  TEPUTEP®
Beltiotonomoels Katd To ¥povo ekTédeongs, dnpovpyavtog eyyevn Java bytecode, mov propet

Vo 0pOPEGEL OAOKAN paL £pYa 1) GTAJLD, Y10 EKTEAECT GE KAOE Py ov.

[TpoPoin Tov Aoywkod kar Pvcucod [TAdvov

Me 1 pébodo DataFrame.explain() pmopel vo det 0 ¥pnog To AMOTEAECUOTO TOV
BeAticTomomocemv kol vo EETAGEL TAL  ONUIOVPYOVUEVO TAGVO OGS EVIOANG Y®PIS vo TV
ekteléoet To Spark. Xpnowomoidvrag to dpiopa true otny explain() umopei va det tdéc0 10
AoyiKd (GUVTOKTIKG ovaAvpéEVO / avemiAvto AoyKO TAGVO, OVOALUEVO / ETAVUEVO AOYIKO
TAGvo KaBdS Kot To PBeAticTomompévo Aoykd mAGvo) mAdva 0G0 Kol TO QUGIKO TAGVO,
JSPOPETIKA TOL dglyvel Lovo to PLGKd TAGvo. Mmopel eniomng va YpPNOLOTOMGEL AVTO TO
(QLGIKO TAGVO EKTEAECTG Y10 EKCPOUAUATMON 1| Y1 Vo BEATIGTOTOMGEL TOL EPOTNUATA TOV. Tal
mAGva g explain uropovv vo dtafactodv and Tave TPog Ta KATm, To TAvm uépog gival to

TEMKO amoTéEAECHA Kot TO KAT® glvar n Tnyn (1] o1 TYEQ) TV ddOUEVMV.

Hopdderypo:

Aol poptcel 0 ypnotng to apyeio books.csv, (i) emAéyel tig otieg bookID, title ot
authors, (ii) opadomnotlel TIc £yypa@éc g mTpog tov ovyypoeia (otiAn authors), (iii) petpdet

TOVG TiTAOVG TTOL €ivor dlopopeTikoi pe tnv countDistinct(“title”) kabodg emiong petovoudlet
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™mv oA 7mov Ba mpootebel and tov petaoynuotiond o “Book Titles”, (iv) ta&wvopel ta
amoteAéopoto ¢ Tpog T otAn “Book Titles”, katd @Oivovco didtaén kot (V) meplopilet
T amoteAéopata otig 10 mpmteg eyypapés, (Vi) intd va tov dMGEL To. AOYIKA TAGVO KOl TO
eLo1kd TAGvo pe v explain(True). Mropei ot GuvEELo 0 ¥PHOTNG VOl OEL TO OTOTEALEGLLOL OV

avtikorootiost v explain(True) pue v show().

#Python

booksDF = spark\
.read\
.option("inferSchema", "true")\
.option("header", "true")\

.csv("./test/books.csv™)

from pyspark.sql.functions import desc

booksDF.select("bookID", "title", "authors™)\
.groupBy("authors")\
.agg(countDistinct("title")\
.alias("Book_Titles"))\
.sort(desc("Book_Titles"))\
Jimit(10).explain(True)

== Parsed Logical Plan ==
GlobalLimit 10
+- LocalLimit 10
+- Sort [Book_Titles#926L DESC NULLS LAST], true
+- Aggregate [authors#104], [authors#104, count(distinct title#103) AS Book_Titles#926L]
+- Project [bookID#102, title#103, authors#104]

+- Relation[bookID#102,title#103,authors#104,average_rating#105,isbn#106,isbn13#107,language_code#108,#
num_pages#109,ratings_count#110,text_reviews_count#111] csv

== Analyzed Logical Plan ==

authors: string, Book_Titles: bigint
GlobalLimit 10
+- LocalLimit 10
+- Sort [Book_Titles#926L. DESC NULLS LAST], true
+- Aggregate [authors#104], [authors#104, count(distinct title#103) AS Book_Titles#926L]
+- Project [bookID#102, title#103, authors#104]

+-
Relation[bookID#102,title#103,authors#104,average_rating#105,isbn#106,isbn13#107,language_code#108,#
num_pages#109,ratings_count#110,text_reviews_count#111] csv

== Optimized Logical Plan ==
GlobalLimit 10
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+- LocalLimit 10
+- Sort [Book_Titles#926L DESC NULLS LAST], true
+- Aggregate [authors#104], [authors#104, count(distinct title#103) AS Book_Titles#926L]
+- Project [title#103, authors#104]

+- Relation[bookID#102,title#103,authors#104,average_rating#105,isbn#106,isbn13#107,language_code#108,#
num_pages#109,ratings_count#110,text_reviews_count#111] csv

== Physical Plan ==

TakeOrderedAndProject(limit=10, orderBy=[Book_Titles#926L DESC NULLS LAST],
output=[authors#104,Book_Titles#926L])

+- *(3) HashAggregate(keys=[authors#104], functions=[count(distinct title#103)], output=[authors#104, Book_Titles#926L])
+- Exchange hashpartitioning(authors#104, 200)

+- *(2) HashAggregate(keys=[authors#104], functions=[partial_count(distinct title#103)], output=[authors#104,
count#931L])

+- *(2) HashAggregate(keys=[authors#104, title#103], functions=[], output=[authors#104, title#103])
+- Exchange hashpartitioning(authors#104, title#103, 200)
+- *(1) HashAggregate(keys=[authors#104, title#103], functions=[], output=[authors#104, title#103])

+-  *(1) FileScan csv  [title#103,authors#104]  Batched: false, Format: CSV, Location:
InMemoryFilelndex[file:/C:/Users/ianni/test/books.csv],  PartitionFilters:  [],  PushedFilters:  [], ReadSchema:
struct<title:string,authors:string>

210V TopaKATo Tivake SidovTot Leptkd omd To YopOKTNPLOTIKA IOV ivat Stobécio ot TAdva

™c nebddov explain() ya va d1evkoAvvOel 0 avayvdoetg 6TV KOTavonot Toug :

MMivakag 5-2: Mepikd yopoktnplotikd yio v eneé&nynon tov mhavev tng explain()

IInyn: http://dwgeek.com/spark-sgl-explain-operator-and-examples.html/

Feature Name Description

Sort Number of Sort

Exchange rangepartitioning range partitioning

Project Number of select statements
SortMergeJoin Inner Joins

Exchange hashpartitioning Hash Partitioning

HashAggregate Aggregate Functions
BroadcastHashJoin Join condition in case of non co-located tables
Filter Where condition

HiveTableScan Table scan operation
MetastoreRelation Number of relations in given query
BroadcastExchange HashedRelationBroadcastMod Casting function
TakeOrderedAndProject WITH Clause feature
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Scan OneRowRelation Single row query without any relation

CollectLimit Limit Clause in query
Window Analytics Fucntions
Inner Inner Join

LeftOuter left outer join
RightOuter Right outer join
CartesianProduct Cartesian or cross Join
BroadcastNestedLoopJoin Nested loop join
BroadcastExchange IdentityBroadcastMode Broadcast join
CreateTableCommand Create table
DropTableCommand Drop table command
AlterTableRenameCommand Alter table

Ta Dataframes npwv v ékdoon 1.3 amokaiovvrav schemaRDD kot arotelovoay mpoéktaom
¢ KA@ong RDD étot ou mpd&eig map «ou filter tov RDD ftav dueca diobéoyeg o€ avtd.
IMAéov av Bélet 0 ypriotng Tov Spark vo ypNoomTomost S1GQOPOVG HETAGYNLATIOHODS TMV
RDD mnpénet vo ta petatpéyel o RDD pe ™ Ponbeta g nebddov .rdd() va ypnoiponomost
tou¢ petacynuatiopots twv RDD mov 0éhel kot akoAoOOmG vo tor peTatpéyel €K VEOL GE
DataFrame péom ¢ pebodov toDF() ovouatilovtog Tic othAeg HéEGO 6€ ayKOAEG EVTOS TG
napévieong (BAéme mapadetypa oel. 90) 1 ypnowomowmvtog ™ pébodo createDataFrame(rdd,
schema) 6zmov rdd eivair to RDD mov 6éhovpe va petatpéyovpe og DataFrame kot sSchema givan
10 oyfuo. Kat pe toug 800 1pdmovg emParet o xpnotng Eva oynua katd v avayvoon (schema
on read). Mmopovv va KOTOGKEVAGTOOV L€ L0 TOIKIAIL TTNYDV SEGOUEVMV TOV £XOVV GYTLOTO.
o6mwg to Hive, to Parquet, To JSON, dAdec myéc RDBMS, kabdg kot and vrapyovia RDD.
‘Eva yopoktnpotikd tov epomudtov SQL sivar o6t emotpépovv Dataframes, étor évog
YPNOTNG UTOPEL OTN GLUVEXELDL VO YPTCLOTOMGEL TPOYPUUUATIOTIKE o oo TIS YAMGOESG
(Scala, Java, Python kot R) mov vrootpilel to Spark yio va oAokAnpdcel Ty avaAvcn Tov.
Onwc ka1 ota RDD, ot dvo oot mpd&emv mov umopei va kdvel o ypriiotg oe éva Dataframe

elvatl: ot petaoynuatiopoi (transformations) kot o1 0pacels (actions).
df = spark.read.format(’json’).load('py/test/sgl/people.json’)
n:

df = spark.read.json('py/test/sql/people.json’)
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To DataFrame:

= Ymootpilel éva evpv QAGHO LOPPOTVTTOV SEGOUEVAOV KOl GLGTNUATOV AToONKEVLONG
= Awbéter API ya Python, Java, Scala kot R.

»  Emurpénel ™ pnt dwayeipion tov eEALemovIav dedopuévmv (missing data).

= JlepthapPavel Aettovpyieg 6mms "emAoyn" YPOUU®VY, GTHAOV Kot KEM®V pe Bdon to

ovopa 1 Tov aplopo, GIATPAPIGLLO TOV YPOUUMV K.AT.
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Kepaiaro 6

Eykatdotaon tov Spark

ITpw v ene&nynon g dadikaciog eykatdaotacng tov Spark Oa yiver pia eloaymyn 6to tpdmo
OV GOLUE®VA UE TOV Ypapovta Bo mpémel Kavelg va dayelpileton éva véo €pyo (project).
Atevkpwviletor 0Tt 6T0 KEPAAAIO OVTO Ol Opol YPNOTNG, KOVEIC KOl TPOYPOUUATIGTAS
xpNoonoovvTor  eVOAAGEINa  emiong Ol €VIOAEG TOL  EKTEAOLVTOL OTO  TEPUATIKO
VIOSEKVOOVTOL e EVTOVO HLOPO YPAUULOTO TO 0 OOTEAEGLOTO TV EVIOADMY QVTOV KOONDGS

KOLL TOL GYOAL0L DTOSEIKVOOVTOL UE LITAE YPAULOTOL.

Awyeipion Epyov

Oa pémel va amoPOyel Kaveic Tov melpacpd va eykadiotd véa maxéto Python oto €€ opiopod
(default) mepipariov g Python, d1ott | mpaxtiky avty Oo 0dNyHoEL 6 po EYKOTAGTOON
vrepPorikd mepImTAOKN, YIydvTia Kot OOGKOAT GTN GLVTIPNOT).

2OUQmVa LE TOV YPAPOVTO 0 EVOESEIYLEVOS TPOTOG EvaL VAL SNULOVPYNGEL O TPOYPUULOTIOTNS
éva e€eldcevpévo TepPAAAoV Yo To £pY0 KoL VoL TO amoOnkevLoEL MG LEPOS TOL £PYOV TOVL.
Avtd Bonbd oty amopdvoon TV ££0PTNCE®V TV £PYMOV TOL OO GAAEG EPYOCies, OAAL
ToVTOYPOVE KaB1GTA TOAD T10 €OKOAO Y1t TOVG GALOVG VO AvaTOPEYOLV TO TOTKO TEPPAALOV
TOV aPYKOV £pYOv.

"Evog tpomog yio va dtayelpiletan évag mpoypappatiomg ta teptpariiovtao g Python givat va
ypnouonomoetl to conda, mov eivor pépog ¢ mAateoppog Anaconda. To conda eivon éva
ocvoTua dtoyeipiong makétwv yevikod okomov. To Conda £xel oyxediootel yia va droyepileton
Také€To Kot EEQPTNOELS € OTOdNTOTE 6Toifal AOYIoUIKOV. AVTO TO KaB1GTA W1aiTtEPA YPT|GLLO
vy ™ Owyeipion ocvvletwv Epywv g emotung oedopévav. Iapaxkdtm Bo meptypapel o
TpoOmog ypnong Tov conda ywo T Snuovpyia, amofnkevon Kol KON ypHon VE®V

TePPOALOVTOV Epyou.

Anpuwovpyio vEov KOTaAOGYOL Y10 TO £pY0 TOV TPOYPUUUATICTY)
KdaBe véo épyo, aveEdptnta and 10 mOGo pkpd gival, Bo mpémet va €xel dikd Tov PAKELO.

Axoun kat ta £pya mov Eekvohv pikpd umopovv ypryopa va yryavtwBovv. H eEacpdiion pog
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oTEYNG Y10 VAL £PYO OE LETAYEVESTEPO YPOVO, Elvar Lo ypovofopa Kat XTImOV StodkaGion Kot
YU avTd elvar TPoTdTEPO VoL 000€l 6TO £pyo Lo GTEYT OO TNV OPYN.

C:\Users\ianni
A mkdir myproject

C:\Users\ianni
A cd myproject\

C:\Users\ianni\myproject

A
To A mov mponyeitar Tng eVIoAc, eivar to oVpBoAo tov cmder (popntdg eopotwthg kovodrag yio Windows).

Oa TPETEL TO £PYO TOL TPOYPUUUOTIOTH VAL EYEL Pia AOYIKN doun, yio To Adyo avtd Ba mpémet
Vo ONUOVPYNOEL EEXMPLOTOVS POKEAOVG Yo dedopéva, TNYaio KMOKA, SOKIUES, TeEKUNPpimon

K.AT.

Anpovpyio véov Iepifdrirovtog Yo T0 £pyo TOL TPOYPUULOTIOTT)

To emdpevo Prpa oto omoio Tpémetl va, TPOPel 0 TPOYPAUUOTIOTHS HETE TV dNUIOLPYia TOV
KOTAAOYOV (KOl T®V VITOKATOAOY®V TTov Kabopilovv Tn Soun Tov) yio To €pyo Tov &ival 1
onuovpyia tov mepiPdriiovtog tov épyov. H mopakdtm evtoAn xdaver avtd oakppac,
dnuovpyet éva mepiPardov pe Egympiotd avtiypago g Python (3.7) kot eykobiotd to
amopoitnTo ToKETA. AV dev TPoKabopicel 0 TPOYPOUUATIOTHG TNV ékdoon ¢ Python mov Oa
XPNOOTOLEL TO VEO TTEPIPAAAOV, e TO Oplopa python=<éxdoon Python>, 10 mepiBdAlov mov o
dnuovpyndei Ba ypnoonotet Ty ékdoomn g Python mov ypnoylonotet o xpriotng v oTiyun
™G dnuovpyioag Tov. Ao Tpoemhoyn ta mepiBdrlovta conda donpovpyovdvtal 6Tov Katdhoyo

envs evtOg ToV KaTaAdYoL oL £YEl eyKoTaoToel To Anaconda o ypnotng.

C:\Users\ianni\myproject
A conda create --name pyspark-env python=3.7

Awypagn meprpariovrog
H dwrypaeny evog mepifdiiovtog etvar e0KoAn:
# EVOAAOKT1KA pmopel va xpnoipomoilnOei katl n €VTOAn:

# conda remove --name pyspark_env --all
conda env remove --name pyspark_env

Evepyomoinon / Anevepyomoinon tov wepifdriovrog

H evepyomoinon tov véov meptfdiiovtog yivetat pe TNV akdAovON evioAn:

C:\Users\ianni\myproject
A conda activate pyspark_env

C:\Users\ianni\myprojectconda env
(pyspark_env) A

Onwg mopotnpei koveig otav evepyomoindei Eva mepifdriov conda otnv apyn ™S YPOUUNG

EVIOL®V gu@avifetal to dvoua tov (pyspark_env).
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INa va eykoataieiyer o yprotg 1o mepiPdAiov, umopel eite va evepyomomoel éva GAAO

nepifdriov (conda activate new_env) ite vo omevepyonomoet To Tpéyov mePPAAlov pe v
EVTOAN:
(pyspark_env) A conda deactivate

Télog, umopei kaveic va del ™ Aloto pe ta mepiBaiiovta conda mwov £yovv dnpovpyndei

YPNOLOTOUDVTAG TNV EVTOAN:

# EVOAAOKT1KA pmopel va xpnoipomolnOeil katl n €VTOAn:
# conda info -envs

C:\Users\ianni\myproject

(pyspark_env) A conda env list

# conda environments:

#

base C:\Users\ianni\Anaconda3

py3 C:\Users\ianni\Anaconda3\envs\py3
pyspark_env * C:\Users\ianni\Anaconda3\envs\pyspark_env

To * deiyvel to gvepyod mepipdAiov

Eykoataotaon nokétov

‘Evag Pacukdg AOyog yuo ) ompovpyion €vog amopovoprévov teptBdAloviog pyov eivor M
SLEVKOALVON TNG £YKATAGTAONG VEOV TAKETMOV Y0Pig va mapepfaivel kaveilg otnv £yKatdotoo
Python tov cueTUATOS TOL | G€ OTOLUONTOTE AAAN eyKaTAGTAGT £pYOV. [0 Vo £YKATAGTHGEL
Kavelg véa makéta, umopel vo ypnoomomoet v evtodn conda install péoa amd 1o gvepyd

nepBailov:

A conda activate pyspark_env
(pyspark_env) A conda install pandas

A

n
[Mo va eyKoTasToEL £VvaL GLYKEKPLUEVO TOKETO OTLMG TO SciPy 6€ éva vtapyov meptBaAlov .y
To "pyspark_env':

A conda install --name pyspark_env scipy
[Mo va eykataotiost Koveic ToOAAL TakETo TOVTOYPOVA, OTMG TO SciPy Kat To cCURL GTO TpEYOV
nepBairov:

(pyspark_env) A conda install scipy curl
[N va katapynoet kaveig €va makéto Omwg To SciPy 6To TpEXoV TEPPAALOV:

(pyspark_env) A conda remove scipy

Inpeioon: Aevkpwiletar 6Tt dev eivan dabéoyo dha o TokéTa ancvbeiog péom conda —

umopel Koveig va ypnotporomcst Ty avalnmon conda search <epwwmua> ywo. va avalntiost
avtd 7oL givar dabéotpa - aALA givor emiong duvatd va ypnoomomost to Pip install tng
Python yia v mpocHnkn nakétwv. o va xpno1HoTooel Kaveig To pip TPENEL TPOTA VoL TO

EYKOTAGTIOEL GTO VEO TOL TTEPPAALOV:

(pyspark_env) A conda install pip
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e autd TO GTASI0 VTLAPYOLY dVO EKOOGELS TOV pip: Hia KaboAkd mposPdoiun mwov oyetileton
e tnv Python tov 6uotipoTog kot Ty Tpoceato £YKATESTNEVT 6T0 TEPPAALOV pyspark_env.
[Mo vo xpnoomomoel Kaveig To pip TG TOTIKNG £YKOTAGTAONS 0o TPEMEL Vo EKTEAEGEL TNV
EVTOA PIP péoa o’ To TomKO TEPPAAAOV:

C:\ Users\ianni
(pyspark_env) A echo %CONDA_PREFIX%
C:\Users\ianni\Anaconda3\envs\pyspark_env

#a Linux : echo $CONDA_PREFIX

C:\Users\ianni
A which pip
C:\Users\ianni\AppData\Local\Microsoft\WindowsApps\pip.EXE

C:\Users\ianni
(base) A which pip
C:\Users\ianni\Anaconda3\Scripts\pip.EXE

C:\Users\ianni
(pyspark_env) A which pip
C:\Users\ianni\Anaconda3\envs\pyspark_env\Scripts\pip.EXE

C:\Users\ianni

(pyspark_env) A pip --version

pip 19.2.2 from C:\Users\ianni\Anaconda3\envs\pyspark env\lib\site-packages\pip
(python 3.7)

C:\Users\ianni
(pyspark_env) A pip install pandas

C:\Users\ianni

(pyspark_env) A conda list pandas

# packages in environment at C:\Users\ianni\Anaconda3\envs\pyspark_env:
#

# Name Version Build Channel
pandas 0.25.1 pypi_© pypi

[Ma va kotapynoet Kaveig v €yKaTtdoToon VO TAKETOV TOV EXEL EYKATACTIGEL LLE TO pip:

C:\Users\ianni
(pyspark_env) A pip uninstall pandas

C:\Users\ianni
(pyspark_env) A conda list pandas
# packages in environment at C:\Users\ianni\Anaconda3\envs\pyspark env:
#
# Name Version Build Channel

C:\Users\ianni
(pyspark_env) A

IIpofoin ™ MoTOS TOV EYKATECTNREVOV TAKETOV 6€ £va TEPLPaILoV
[Ma va de1 kavelc o AMoto pe O To TOKETA TOV EIVOL EYKATECTNUEVA GE £VOL GUYKEKPIUEVO
neplPaArov:

# Edv Tto mepiBAaAAov 6gv glval €VEPYOMOLNUEVO
C:\Users\ianni

(pyspark_env) A conda list -n myenv

# Edv Tto mepiBAaAAov eival evepyomoinueVo
C:\Users\ianni
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(pyspark_env) A conda list

AmoOfqkevon nepifdirovrog

AoV dnpovpynoet Kaveic 1o véo Tov mEPPAALAOV, TO EVEPYOTOIGEL KL EYKATOCTCEL OAN TO
ToKETA TOV Ba ypeloTEL Yo TO €pyo Tov, a&ilel va TpoyloToTooel Eva TeElevTaio Ppa: va
amoONKEVGEL TIC TPOOLOYPOPES TTEPIPAALOVTOC OE £val apyelo LEGO GTO PAKEAO TOV £PYOL TOV.

Me avtdv Tov TpdTo KABIGTA TO £pY0 TOL POPTTO KO ETOVOYPTGILOTOGILO, ETEWDN AVTO TO

A

apyeio mpodiaypapdv meptPdAloviog pmopel va ypnoiponombei omd ovtdév M Kot GAAovg
YPNOTES Y10, VOL VOO LLLOVPYNGEL TO OKPIREC TEPIBAALOV TOV £GV EMOLLEL VO AVOKOTACKEVAGEL
M ko Tpé€et To €pyo Tov.

Xpnoonoudvtag Kaveig v eviodn conda export pmopei vo  anobnkevcel 6e éva apyeio
npodtaypaeng yaml (apyeio mov mepiéyel Tig Aemtopepeis eaptoels Tov TePPAALovTOS TOV)
10 TpéYov TEpPdAlov conda.

C:\Users\ianni\myproject
(pyspark_env) A conda env export > my_env.yml

C:\Users\ianni\myproject
(pyspark_env) A more my_env.yml
name: pyspark_env
channels:
- conda-forge
- anaconda-fusion
- defaults
dependencies:
- ca-certificates=2019.6.16=hecc5488 0
- certifi=2019.6.16=py37_ 1
- openssl=1.1.1c=hfabe2cd ©
- pip=19.2.2=py37 0
- python=3.7.3=h510b542_1
- setuptools=41.2.0=py37_0
- sqlite=3.29.0=hfabe2cd_0
- vc=14.1=h0510ff6_4
- vs2015_runtime=14.15.26706=h3a45250_4
- wheel=0.33.6=py37_0
- wincertstore=0.2=py37 1002
- pip:
- numpy==1.17.0
- python-dateutil==2.8.0
- pytz==2019.2
- six==1.12.0
prefix: C:\Users\ianni\Anaconda3\envs\pyspark_env

Kotomy pmopel va ypnowyomomcel 1o opyeio my_env.yml, yio vo ovOONUIOVPYNGEL TO

epBAALOV TOL G€ KATO1oV AALO VTTOAOYLOTY).

A conda env create -f my_env.yml
Oa TpEMEL 0 YPNOTNG VA EVEPYOTOMGEL TO TEPPAALOV OTaY £pYALETAL GTO GLYKEKPIUEVO £PYO
KOl VO TO OITEVEPYOTOGEL OTOV TEAELMOEL. AV YPELNCTEL VO EYKOTAGTNOEL TPOCHETA TAKETAL
TOTE MPémel emiong vo Bupdron va dnpovpynoet Eava to apyeio my_env.yml yio vo, GoUmePIAGPEt

T1G AAAOYEG OVTEG.
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PySpark

Onwc mpoavapépbnke to Spark avamtdcoeton otn yAdooo mpoypoupaticpod Scala. To
Apache Spark éyet APl ywo ti¢ yYA®ooeg mpoypappatiopod Python, Scala, Java kot R. To
Pyspark eivon to Python APl yia to Spark mov emitpénel 6tOvV TPOYPOUUOTIOT VO
ypnoonomoet to Spark pécso amd v Python. O Adyog mov emidéyOnke n Python mgn yAdooo
TPOYPOUUOTIGHOD YLOL TNV TOPOVGO SIMAMUATIKY gpyacio eivor Ot glval pio amd TG Mo
OLOEOOUEVEC YADOGEC TPOYPUUUATIGHOD UETAED TV EMOTNUOVOV OEOOUEVOV TOV TNV
YPNOUOTOIOVY Y10, VO TPOYUOTOTOOVV OVAALGY] O€dOUEVDV, UNXOVIKY] pabnon oAld Kot
TOALEG GANeG epyaocieg oe peydia dedopéva. Eivar pia YA®Goo Tpoypopupaticpod yevikon
OKOTOV, LLE KUPLOL YOPOKTNPLOTIKE TNG TNV oAdTN T, TNV €veMEia, OAAG KOt TV EVKOALM TNV
expadnon g Xpnowwomotleitor gupéms oTNV OvATTLEN TOAVTAOK®OV OPOUNTIKOV Kot
EMOTNUOVIKOV gQappoymv. 'Etot, eivatl apketd mpo@avég 0Tt 0 cuvdvacpog tov Spark kot tng
Python eivat 18avikdg yio kamotov mov 0AeL va ponbei 6Tov KOGHO TV HEYAA®MY dEd0UEVDV.
BéBata pmopovpe vo modue 6Tt avth TV oTtyun 1 andiutn yYAdooa yia to Spark (petd koupiog
mv elooyoyn tov Datasets) ivar n Scala kot yia avtd 0o amotedéoet Yo Tov YpAPovTo. Tov

EMOUEVO GTOYO G° aTO TO Ta&idl 6TOV KOGHO TMV HEYIA®V dESOUEVOV.

Eykataotacn tov PySpark eta Windows 10 6¢ tomki Aertovpyia (local mode)
I'o meprocdTepeg TANPOPOpiec oyetikd pe v tomikn Asttovpyia tov Spark Oa mpémetl va

avatpéEetl o ypromg oty evotta “Tpélo e epapuoyne Spark tomukd (local mode)”. Ta

neplocdTEpO. {(NTiuata oty gyKkatdotacn tov Pyspark zmpokalodvror amd un katdAAnio
kaBopiopéveg petafAntéc mepfaiiovtog, yia To Adyo avtd Oa mpénet koveig va etvor waitepa
TPOGEKTIKOG KaTd ToV Kabopiopd toug. 'Eva aAlo cvvoro mpofAnudtwv opsiletal 6to apyeio
winutils.exe, to onoio amotelel cvotatikd otoryeio Tov hadoop ya o Asrtovpyikd cHoTU
tov Windows. Xpnouonoteitor yio TNy eKTELEGN EVIOADV KEADPOLS Kot TV TpoOcPacn o€

TOmKG apyeia.

Bryua 1° :Anjyn ko1 Eykatactacy tyg Java 8
"EAeyyoc TG eykatesTnpévig £Kooong
Eivor amdivta eéaxpiPopévo 6Tt 1 €kdoon avt Bo amaAldéel tov ypnotn omd TOAAG
TPOPANUATO TOV OMLOVPYOVV Ol LETAYEVEGTEPES EKOOCELS, YU avTO Ba pémetl va PePonmbel
otL elvar  gykateotuévn oto ovotud tov. O  €Aeyyog avtdg  TPAYUATOTOLEITOL
TANKTPOAOYDVTOS GTN YPOUU EVIOADV TNV EVTOAN:

C:\Users\ianni\myproject

(pyspark_env) A Java -version

To 2 wov mponyeital THG evTolijs, eival To avufolo tov cmder (popntic eéoporwtiic Kovadias yra Windows Me évrovo paibpo eivar n evroilj oo
TANKTPOLOYEL 0 YprioTHG.
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Oa Tpémel va Oet £voL UNVOIL TTOPOLOL0 LLE TO TOPOKATO:

java version "1.8.0 221"
Java(TM) SE Runtime Environment (build 1.8.0_221-b11l)
Java HotSpot(TM) 64-Bit Server VM (build 25.221-bl1l, mixed mode)

Av €yer MO eykateoTnuévn v €kdoon avtn, Ba mpémer va eléyEel OtTL €xel opicel Tig
HeTaPANTES TEPIPAAAOVTOG TOV VITOJEIKVOOVTOL GTO TEAOG TOV ETOUEVOL PrIUATOC.
Eykataotaon tng Java 8

Oa mpémetl va petafel o ypoTNG 6NV I6TOGEAISO AYe®V TOV EMIGNLOV 1GTOTOTOL TG Java,

Kot ooV amodeytel v doewo yprong g Oracle va katefdoet to Java JDK 8, mov eivar
KOTAAANAO Y10 TO GOGTNA TOV (B0 YPELOGTEL VO KAVEL TPDTA EYYPAPT], COLPOVA LLE TOVG VEOUG

opovg g Oracle, yio va tov enttpanei n petapdptwon tov apyeiov).

Java SE Development Kit 8u221

You must accept the Oracle Technology Network License Agreement for Oracle Java SE to

l Accept License Agreement I ® Decline License Agreement

Product / File Description File Size Download
Linux ARM 32 Hard Float ABI 729 MB  #jdk-8u221-linux-arm32-vip-hfit.tar.gz
Linux ARM 64 Hard Float ABI 69.81 MB #jdk-8u221-linux-arm64-vfp-hfit.tar.gz
Linux x86 174.18 MB  8jdk-8u221-linux-i586.rpm
Linux x86 189.03 MB  #jdk-8u221-linux-i586.tar.gz
Linux x64 171.19 MB  #jdk-8u221-linux-x64.rpm
Linux x64 186.06 MB #jdk-8u221-linux-x64.tar.gz
Mac OS X x64 252.52 MB  #®jdk-8u221-macosx-x64.dmg
Solaris SPARC 64-bit (SVR4 package) 132.99 MB #®jdk-8u221-solaris-sparcv9.tar.Z
Solaris SPARC 64-bit 9423 MB #jdk-8u221-solaris-sparcv9.tar.gz

Solaris x64 (SVR4 package) 133.66 MB #jdk-8u221-solaris-x64.tar.Z

i 01 _811921.5 s 6
Windows x86 202.73 MB  ®jdk-8u221-windows-i586.exe
Windows x64 21535 MB  #jdk-8u221-windows-x64 e,xﬁ;}

Yynua 6-1: O yprotng mpémetl va omodeydel mpdTo TNV AdEln YPNONG TPV TNV UETAPOPTMGT] TOL O.pYEIOV TOV
tov eviwapépet (Windows x86 / Windows x64)

AoV kdvel T Aqyn tov apyeiov, Ba exkivioel o mpdypapupa gykatdotacns tov JDK 8
KAVOVTOG OUTAG KAIK GTO £1KOVISI0 TOV TPOYPEULATOS EYKATAGTACNG 1| GTO OVOLLX TOL apyEiov
gykataotaong ot 0éom Anyng (tpémet va €xet dikaidpata droeptot). o mapdderypo oto
oVOTNUO TOV Ypaovta 1 gykotdotoaon &ywve omd tov eakelo “Lrtowyeio ANyns” (PAéne

TOPOKATO EIKOVA) :

« = T Autog o umohoytotrig > Itowgia Angng > v Avalitno.. P
B Empaveia epyaciag A O Ovopa A
5 winumis.exe
i | jdk-8u221-windows-x64,
]| 4 jdk-8u221-windows-x64.exe I
& Irowsia Aqyng —_—— L _i

o 6-2: Eykatdotaon tov jdK pe ko khik oto dvopa tov apyeiov

Axoro00mg Ba mpémel o ypnotg va mpocBicel TIg mapaKdTe® HETAPANTEG TEPPAALOVTOG
(ovotuotog), péoa amd to mapdbupo petaPintéc mepifariovtog (otov file explorer tov
Windows emidéyel, Avtdg 0 voAoyloTig -> 0ell KAMK TOVTIKION, €MIAOYY| O10TNTES ->

PvBpicsic cvetiipotog Yo mpoyopnuévovg -> Metafintéc mepifpailovroq):
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Oo mpENEL VO TATNGEL TO KOLUTL “Anuiovpyia” otg “Metafintés ovotHuoTos” Kol GTO

(13

noapabvpo mov Oa ovoilel Oa mpémel vo. GLUTANPOCEL ®G Ovouo. uetafintng” 1o

JAVA_HOME ka1 o¢ “ Ty petapinmg ” to C:\Program Files\Java\jdk1.8.0_221

JAVA_HOME = C:\Program Files\Java\jdk1.8.0_ 221

AxoloObmg Oa Tpémet va kKavel Smho KAk ot petofAnti cvotiuotog Path kot va tpocbécet

10 akdiovbo povomdart (path):

C:\Program Files\Java\jdk1.8.0_221\bin

i
%JAVA_HOME%\bin

Metodric rep@aNiovios x Enséepyacia perafAnTic TepBaiiovTog %
Mesaferric xprios lennd Ci\Program Files\dotnet\ " Anpovpyia
[m— T - il ppDataiLocal\Microsoft PP
CAUsersianni\AppData\LocalDownioader v2.0 C:\Program Files i Kit\8. T\Windows To.. EmeEzpyacia
C oftw %PYTHONZ_HOME®
%PYTHON3_SCRIPTS% Avaliman..
e CA\Program Files (xB6)\GtkSharp\2.12\bin
PSModulePath Ci\Program Files\Notepad+~ pros—
PTTHOME %4SystemRootsystem32
“ = x s5SystemRoot%
npovpyio.. | Enelepyocia aypop :
s5ystemRoot ¥\ System32\Whem Mevoxivnon ewéves
T S%SVSTEMROOT%\System32\WindowsPowershell\w 0\ ;
Ci\Program Files (x86)\InteNIntel(R) Management Engine Compan.. Meraxivnon kére
MevafAnmh Ci\Program Files\InteNIntel (R Engine C
CO”‘ C:\Program Files (x86)\Intelintel(R) Management Engine Compon...
v - Capragram Engine C KepvOv...
ANRR OCHRDCESORS ) i C\Users\iannitAnaconda3\Seripts\
os Windows. Ci\Program Files\OpenVPNAbin
Path 4SBT HOMES0\bi:CA\ProgramData\ DockerDesktopversion- inC: S%SVSTEMROOTS:\System32\ OpenSSH.
PATHEXT COM: EXE: BAT: CMD: VBS: VBE-J5:JSE: WSE- WSH-MSC y C:\Program Files (x36)\Calibre2\
] [ ZIAVA_HOMES\bin .
= T
() B

ymupa 6-3: (a) Anpovpyia g petapintmg neppariioviog JAVA_HOME ceg eninedo cuotipatog

Bijua 2°: Ajyn kou Eykarderacny Tov Anaconda (yia python)

AveEaptnta omd To av £xel Kavelg eykateomnuévn i Oyt v emionun davouny CPython mov
dwatiBeton and to python.org (éheyyog pe evtohéc where python, python3 --version BAéme Tynua
6.60)), Ba TOV TPOTIUOTEPO VO EYKOTOGTHOEL Kot To Anaconda, pio eAevbepn Kot avoikTon
K®O1Ka Stavoun Tov YAwoo®v mpoypappaticpov Python kot R pe moAhd mheovektnpoto wov
anockonel omnv amhomoinomn g Owaxeipiong ko g avamtuEng mokétov. “H davoun
Anaconda nepihaupavetl tepiocdtepa and 1.500 Takéta, KabMG Kot TOV SLoEPLOTH TOKETMV
KOl EIKOVIKGOV TepParlioviov conda, mov yepiletar v eykotdotacn tokétmv Python alid
Kot eEMTEPIKOV AMUTNCEWV AOYIGUKOD Tpitwv kotackevact®v. [leptlapupdvetl emiong éva
ypapikd mepBdArov, to Anaconda Navigator, ®¢ ypa@iky evOAAOKTIK ADON 0T SlEmaQT|
ypapung evtoawv (CLI)” [28]. Ta swovikd mepifdilovio emtpémovy o€ KAmOlOV Vo
EYKOTOGTOEL GUYKEKPUUEVEG EKOOGELS TAKETMV Y10, £V GUYKEKPIUEVO £PYO YwPig va avnovyel
Y10 GLYKPOVGELS EKOOGEWMV.

Me ™ Aqyn tov Anaconda, aroktd koveig mpocPaomn oto conda, Python, Jupyter Notebook
KOl EKOTOVTAOES AAAO TAKETO OVOLYTOV KAOIKO.

YuvicTdTol ) HETaPOpT®on Kot ekTOTmon Tov Anaconda Cheatsheet.
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"ot Afym tov Anaconda Oo tpémet va petaPet kaveic oty 16T0GEAId0 ANYEMY TOV ETIGTN OV

1ot6Tomov tov Anaconda , vo emhé€el TNy ékdoor yroo Windows kot vo KateBAcel Ty mo

TPOGEATY £Kd00T (TN GTIYUN TOL YPAPOVTOV 1 SUTAMUATIKY 1 L0 TPOCPOTN K0T HTAV 1)
3.7).

€ C @ anacondacom/distributio.. & % B a Yy 30026 -« 08 0O O E ma@
,_) ANACONDA Products ~ Why Anaconda?  Solutions Resources Company Q search

Anaconda Distribution

The World's Most Popular Python/R Data Science Platfoi m Dowgload

« C @ anacondacom ¥ ERvOBeOH=2ee-aMIaoEsEaras fo02e O :

Anaconda 2019.07 for Windows Installer

Python 3.7 version Python 2.7 version

64-B1t Graphical Installer (486 MB) 64-Bit Graphical Installer (427 MB)
32-8it Graphical Installer (418 MB) 32-Bit Graphical Installer (361 MB)

Tynuo 6-4: BApata yio v petaedptoon tov apysiov Anaconda 2019.07 (Python 3.7 version) yia Windows OS

AoV gvtomicetl ™) ANy Ba mpémet va kdvel Suthd KAk o€ avtv. Katomy O npénet emAéet
va gykataotadel povo oe avtdv (emhoyn - just me). Oa mpénet vo, pvbuicel v tomobesio
gykataotaons (BAéne Zynua 6.5a) kot va kavel KAk oto kovpni Endpevo / Next. AxoAiovOel
€va oMUaVTIKO HEPOG TG dladkaciog eykatdotaonc. H cuvictodpevn mpocéyyion eivar va unv
emiéEel To mAaiclo eAéyyov yu TV TpocHnkn o Anaconda otnv petafinty neptPdAiovtog
PATH (PAéme Zynuo 6.5B). Avtd onuaiver 6t Ba wpémel va ypnoonomost to Anaconda
Navigator 1| to Anaconda Command Prompt 9 to Anaconda Powershell Prompt (mov
Bpickovtar oto pevov "Evapén" kdto amnd to "Anaconda3 (64-bit)") otov o Oéher va
ypnowonomoel to Anaconda (pmopel mavia vo mpocBécel to Anaconda 6to PATH TOL
apyotepa, av oev to emAEEEL Topa). Edv Béher va umopel va ypnoporomoet to Anaconda o1n
ypauun evioAdv (N git bash, cmder, powershell k.Ax.), Bo wpénel va emdé€el to mAaiclo
eréyyov Oimha oty mpad™ emhoyn (PAéme Zynua 6.5y). 1o mapddetypo mov akorlovbel o
yYphowv enédeée ) devTEPN TPocEyyion (PAéne ZyMqua 6.57) yio va pmopel vo xpnoLOTOGEL

10 Anaconda péca oto cmder (popntdc e€opolmtng kovaorog Yo Windows).
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2 Anacenda3 2019.07 (64-bit) Setup — b

Choose Install Location
J ANACONDA Choose the folder in which to install Anaconda3 2019.07 (64-bit).

Setup will install Anaconda3 2019.07 (54-bit) in the following folder. To install in a different
folder, dick Browse and select another folder. Click Next to continue.

Destination Folder

Browse...

Space required: 2.9GB
Space available: 191, 1GB

()
o)

; Advanced Installation Options
J ANACONDA Customize how Anaconda integrates with Windows

Advanced Options

[ Add Anaconda to my PATH environment variable

Mot recommended. Instead, open Anaconda with the Windows Start
menu and select “Anaconda (64-bit)". This "add to PATH" option makes
Anaconda get found before previously installed software, but may
cause problems requiring you to uninstall and reinstall Anaconda.

Register Anaconda as my default Python 3.7
This will allow other programs, such as Python Tools for Visual Studio

PyCharm, Wing IDE, PyDev, and MSI binary packages, to automatically
detect Anaconda as the primary Python 3.7 on the system,

< Back Install Cancel

®

2 Anaconda3 2019.07 (64-bit) Setup — b

; Advanced Installation Options
J ANACONDA Customize how Anaconda integrates with Windows

Advanced Options

Add Anaconda to my PATH environment variable

Mot recommended. Instead, open Anaconda with the Windows Start
menu and select "Anaconda (54-bit)". This "add to PATH™ option makes
Anaconda get found before previously installed software, but may
cause problems requiring you to uninstall and reinstall Anaconda.

Register Anaconda as my default Python 3.7

This will allow other programs, such as Python Tools for Visual Studio
PyCharm, Wing IDE, PyDev, and MSI binary packages, to automatically
detect Anaconda as the primary Python 3.7 on the system.

6]

Iynua 6-5: (o) Emdoyn eaxélov mpoopiopov, (B) H e&opiopo emthoyn givan vo pnv mpootedei to Anaconda oto Path
(omoemieypévo mhaicio eléyyov), (y) IIpocHnkn tov Anaconda oto Path

(Y) Apov ohoxAnpwbei n eykatdotact, Oo mpémel va eAéyEel v opBOTNTAG TNC. O Tpémet
Vo KAEIOEL TN YPOUUT EVTOADV €4V TAV 101 AVOLKTY), TN GLVEXELD VO AVOTEEL Ll VEQ KoL VL

eAEYEel av pumopet vo ekTEAECEL LIE EMLTLYIL TNV EVTOAN python --version GTNV TEPIMTWGT TOV OEV

78



elye eykatoomoel v emionun Swvoun g Python (CPython) (BAéme EZynquo 6.6P). Ze
SlpopeTikn mepintmon mAnKTporoyel (PAEre Zyfua 6.6y):

conda activate base
python --version

C:\Users\ianni

A where python

C:\Users\ianni\Anaconda3\python.exe
C:\Users\ianni\AppData\Local\Microsoft\WindowsApps\python.exe

@)

C:\Users\ianni
A python --version
Python 3.7.3

®)

C:\Users\ianni
A conda activate base

C:\Users\ianni
(base) A python --version
Python 3.7.3

o)
Tynua 6-6: "Eleyyog opbg eykatdotacng Anaconda

Birjua 3°: Aijjwn kot eykardoracy tov Spark

[Inyaivovtag oty 10T06EAd0 AMyemV TOV £mionuov 1otdtorov Spark umopei o xpnotng va

Kotefdoel Ty o wpodceotn £kdoon (2.4.3) tov apysiov pe enékraon .tgz (BAéme Zynuo 6.7).

x 4+ o x

3 C O Mnaopalic | sparkapache.org/d ¥ QA ERVAOD200-¢BIdOEBIEBPEH ww@ :

spaEnks

Lightning-fast unified analytics engine

Download Libraries ~ Documentation ~ Examples Community ~ Developers ~ Apache Software Foundation ~

Latest News

™
Download ApaChe Spark Plan for dropping Python 2
1. Choose a Spark release: 2.4.3 (May 07 2019) v support (Jun 03, 2019

2. Choose a package type: Pre-built for Apache Hadoop 2.7 and later v Spark 2.4.3 released (May 0!
2019)
3. Download Spark: spark-2.4.3-bin-hadoop?.7.1gz
= Spark 2.4.2 released (Apr 23
4. Verify this release using the 2.4.3 signa 19)

s, checksums and project release KEYS

Note that, Spark is pre-built with Scala 2.11 except version 2.4.2, which is pre-built with Scala 2.12. Spark 2.4.1 released (Mar 31
1
Link with Spark
Spark artifacts are hosted in Maven Central. You can add a Maven dependency with the following coordinates
JAPACHE
groupId: org.apache.spark LAS VEGAS: Sept. 9-12, 2019
artifactid: spark-core_2.11 BERLIN: Oct. 22:24, 2019

version: 2.4.3

e
Iy 6-7: Emoyn g éxdoong Spark (prebuilt for Apache Hadoop 2.7 and later) mov embopei o ypriotng

‘Eva apyeio pe eméktaon .tgz 7 .tar.gz eivon éva TAR Archive apygio mov éyel ovumieotel
ypNnoonolmdvtag to Aoyiopkd Gnu Zip (gzip). Me 1o 7z pumopel kaveic og mpdTO Prjpa va to
arocvumiécet (.1gz -> .tar) ko og dgvTEPO Prpa va eEGyel T cuAAOYN apyei®V 1 PAKEA®VY oTd
170 TAR otov katdloyo mov £xel emAélet. Xt cvvExelo PETOPEPEL TO apyeio spark-2.4.3-bin-

hadoop2.7.tgz 0md TOV QAKEANO “Eroryeio Mijwers” GTOV QAKELO “spark” wov Oa £xel OMOVPYNOEL

79


http://spark.apache.org/downloads.html

ot dwdpoun C:\spark (BAéme Zynuo 6.8) ko e&ayel pe 10 7z (matmdviog 0e&l TANKTPO Ko
EMAEYOVTOGC “amocuunicon €0m”) to apyeio spark-2.4.3-bin-hadoop2.7.tar. AkoAoVOmG TaTOVTOG
de&l mMANKTpOo Ko eMAEYOVTAG “omocuunTiesT) d®” oTo apyeio tar e£dyel Tov @aKelo spark-2.4.3-
bin-hadoop2.7. TéAog pmopel av To emBupel va dtaypayet to apyeio pe ETEKTOON .tar Kot .tgz.

— v > Autogovumoloyotig > Win10(C:) > spark v O Avalntne.. P

~

[ Avutog o umohoyioTrig A [O Ovopa Huzepopnvia tpot...  Tomog

. sian (192.168.1.9 (ian-Externa spark-2.4.3-bin-hadoop2.7

B Avteipeva 3D | spark-2.4.3-bin-hadoop2.7.tar
B Biveo [} spark-2.4.3-bin-hadoop2.7.tgz

23/8/201911:59 pu Dékeox

Azv vmapyzt SiaBéan TpoemokoTNON

 Fuminmens

Syfuo 6-8: Metagpopd tov apysiov spark-2.4.3-bin-hadoop2.7.tgz otn Béom C:\spark kot axorovbwg
anocvumicon kat e£aywyn HE TNV EQapUOYT 7Z oTov opdvopo edkeho spark-2.4.3-bin-hadoop2.7

¥t ovvéyewn Bo mpémel va dnuovpynost Tig petaPAntég mepPdAriovioc (otig petaPfAntég
oLOTNUOTOG - PAETE Zynuo. 6.9) :

SPARK_HOME = C:\spark\spark-2.4.3-bin-hadoop2.7

HADOOP_HOME = C:\spark\spark-2.4.3-bin-hadoop2.7

Katomy Oa mpénet va kavel Sumhd khik ot petafAnt nepifariovtog (cvathpatog) Path ko

vo. TpocBécel Tnv akoAovdn dwadpoun (PAéne Tyfua 6.10):

C:\spark\spark-2.4.3-bin-hadoop2.7\bin

n
%SPARK_HOME%\bin

MetafAntéq cuoTipaTtog
MetaBinTn Tipn "
PYTHONIOENCODING UTF-8
SCALA_HOME Ci\scala\bin
SPARK_HOME C:\spark\spark-2.4.3-bin-hadoop2.7
SUBLIME C:\Program Files\Sublime Text 3
MeTapinTéc ouoTripatog
Metafhntr Tin A
FSHARPINSTALLDIR C:\Program Files (x86)\Microsoft SDKs\F#\4.1\Framework'v4.0\
GTK_BASEPATH C:\Program Files (x86)\GtkSharp\2.12\
HADOOP_HOME Ci\spark\spark-2.4.3-bin-hadoop2.7
JAVA_HOME C:A\Program Files\Java\jdk1.8.0_221

Zynpa 6-9: Kabopiopds tov petofintav tepipariioviog HADOOP_HOME kot SPARK_HOME
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MeTafAnTic cuoTrpaTog

MetaBintn Tipr
0s Windows_NT
C:\Users\ianni\Anaconda3;C:\Users\ianni\Anaconda3\Scripts\; %5SB...
PATHEXT .COM;.EXE;.BAT;.CMD;.VBS;.VBE;.JS;.JSE;.WSF:.WSH:.MSC
Ene€epyacio petaPAntric epBédlovtog X
%SCALA_HOME% (] Anpuovpyia
%SYSTEMROOT?%\System32\WindowsPowerShell\v1.0\
C:\Program Files (x86)\Intel\Intel(R) Management Engine Components\DAL Emelepyaoia
C:\Program Files\Intel\Intel(R) Management Engine Components\DAL
C:\Program Files (x86)\Intel\Intel(R) Management Engine Components\IPT Avalitnon...
C:\Program Files\Intel\Intel(R) Management Engine Components\IPT
C:\Program Files\OpenVPN\bin Awypapn

9%SYSTEMROOT?%\System32\OpenSSH\

C:\Program Files (x86)\Calibre2\

C:\Program Files\Inte\WiFi\bin\ Metakivnon emave
C:\Program Files\Common Files\Intel\WirelessCommon\
C:\Program Files\Git\cmd

C:\Program Files\PuTTY\

C:\Program Files\Microsoft VS Code\bin

C:\Program Files\Microsoft Windows Performance Toolkit\
C:\Program Files\Java\jdk1.8.0_192\bin

C:\Program Files\nodejs\

C:\Program Files (x86)\Gow\bin

9%JAVA_HOME%\bin

%SPARK_HOME%\bin T

Metakivnon kaTw

Emnzizpyaoia keypévou...

TyAua 6-10: TIpocHnkn otn petafint nepipdilovtog Path, tg diadpopric %SPARK_HOMEY%\bin

Brjuao 4°: Ajjwn kar poOuien tov winutils.exe

Amd 1o omobetnpro tov hadoop, https://github.com/steveloughran/winutils 6o mpéner o
YPNOTNG Va. Kavel Aqyn Tov apyeiov winutils.exe (o cOvdeopog Topanéunetl otny £kdoon 2.7).
YTV mEPIMTO®ON TOL YPAPOVTO 1 ANY”N Tov apyeiov dev gvoddbnke pe to Google Chrome
KoM E6QOAUEVO TO OVAYVOPLoE OG apYEI0 TPoEPYOUEVO 0mtd Site kakOPovAOL AoyloUIKOD.
Avrtifeta dev vmpée kavéva mpoPinuoe pe o Microsoft Edge xaw Mozilla Firefox mov to
Katéfacov adlopapTOpnTo VGO ot cLVEXEW eAEYXONKe yioo Tuyov 100¢ pe to Windows
Defender kot to 10bit Malware Fighter 7.1 Free.

Oa mpémel 0 xpnot¢ va amobnkevoel To winutils.exe otov katdroyo bin g eykatdotoong
tov Spark (%SPARK_HOME%\bin). XtV mepinT®on TOV YpAeovta o GAKeA0C bin givol ot

dwdpoun:

C:\Users\ianni

A echo %SPARK_HOME%\ bin

C:\spark\spark-2.4.3-bin-hadoop2.7\bin

Me yaldalio ypdua SEIKVOETAL | ATAVTHGH TOV GUGTHHATOS — HE EVTOVA HATPA Y| EVTOLL] TTOV EIGAYOVUE.

"Eva emmAéov Prpa mov mhavov va YALTOGEL ToV ¥pnotn and mpoPfAnpata, 6mmg cuvERT Kot
OTNV TEPIMTOGN TOVL YPAPOVTIO KO TOL GLUVICTATAL OO TOAAOVS 001 YOS EYKATAGTACNG TOV
Spark, givot to akoAovbo:

Oa mpémel va dnpovpynoetl to eakero C:\tmp\hive kot va ektedécel ©G SYEPIGTAG TIG

akOA0VOEG EVTIOLEG 0N Ypapuun eviod®mv Tov cmd (péoa amd Tov Katdhoyo bin — C:\spark\spark-

2.4.3-bin-hadoop2.7\bin):
winutils.exe chmod -R 777 C:\tmp\hive

81


https://github.com/steveloughran/winutils/blob/master/hadoop-2.7.1/bin/winutils.exe

winutils.exe 1s -F C:\tmp\hive

H extéheon g devtepng evioAng Ba eppavicel otnv 006vn TOV ¥PHoTN KATL TOPOWOLO LLE TO

oxoAovbo:

drwxrwxrwx | 1|BUILTIN\Administrators |MYWIN-PC\ianni|@|Apr| 8|2019|C:\tmp\hive

Brjua 5°: Eleyyoc tic eykardoracns tov PySpark

Oa mpémel 0 YPNOTNG Vo dnuovpynoel Tpmta évo tepiPdilov conda yio to pyo tov, and To

onoio Oa tpéyxet to Jupyter Notebook (otnv mepintmon tov ypdgovta to pyspark_env). v

evotra “Alayeipion épymv” didovtatl avOAVTIKEG TANPOPOPIES GYETIKA e TO TEPPAAAOVTA

Conda. T'a To Adyo awtd Bo mpémet vo avoilel T ypapun EVIOA®V Kol Vo TANKTPOAOYHOEL

(BAéme Zynpoa 6.11):

#Anuioupyia mepifdAiovtog conda pe ovopaoia pyspark_env
conda create --name pyspark_env python

#Evepyomoinon tou avwtepw meplPaAAovtog conda
conda activate pyspark_env
EIGAYETE HOVO TA EVTOVA HAVPA YPAUUOTA.

c:\Users\ianni\myproject

(base) Alconda create --name pyspark_env python
Collecting package metadata (current_repodata.json): done
Solving environment: done

c:\Users\ianni\myproject
(base) A|conda activate pyspark_env

c:\Users\ianni\myproject
(pyspark_env) A

Tynuo 6-11: Anpovpyia tepifdiiovtog conda pe ovopacio pyspark_env kot axolovmg evepyomoinot Tov
TePPAALOVTOG

¥t ovvéyela Bo mpémel vo, TAnKTpoAoynoel  pyspark, ywo vo umel oto shell (kKEALPOC) TOL

pyspark. @a mpémel vo det T €ENG:

pyspark

(pyspark_env) A pyspark

Python 3.7.3 | packaged by conda-forge | (default, Jul 1 2019, 22:01:29) [MSC v.1900 64 bit (AMD64)] ::
Anaconda, Inc. on win32

Type "help", "copyright", "credits" or "license" for more information.

19/08/27 ©9:28:47 WARN NativeCodelLoader: Unable to load native-hadoop library for your platform... using
builtin-java classes where applicable

Using Spark's default logdj profile: org/apache/spark/logdj-defaults.properties

Setting default log level to "WARN".

To adjust logging level use sc.setloglevel(newlLevel). For SparkR, use setlLoglevel(newLevel).

Welcome to

/I /ol
NN N _ S
/I _IN_s_/_J /_/\_\ version 2.4.3

/_/
Using Python version 3.7.3 (default, Jul 1 2019 22:01:29)
SparkSession available as 'spark’

>3 |

Tynuoe 6-12: "Evapén tov kelogpovg pyspark
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Exteddvtag 11 eviodég mov gaivoviot 6to Zynua 6.13, 1 éEodog mpémet va giva:

[(1, 11), (2, 12), (3, 13), (4, 14), (5, 15), (6, 16), (7, 17), (8, 18), (9, 19),
(10, 20)].

NN _N_

/| I/ /_J\\ version 2.4.3

)

Using Python version 3.7.3 (default, Jul 1 2019 22:01:29)
SparkSession available as 'spark'.

>>> RDD1 = sc.parallelize (range (1,11))
>>> RDD2 = sc.parallelize (range (11,21))
>>> RDD3 = RDD1.zip(RDD2)

>>> RDD3.collect()

[(1, 11), (2, 12), (3, 13), (4, 14), (5, 15), (e, 18), (7, 17), (8, 18), (9, 19), (le,_2e)]
>>>

Syfuo 6-13: "Edeyyoc Tov Spark pe éva ohvtopo mpdypappa pe RDDs

INoa va Byet kavelg amd to kéAvEog Tov pyspark O mpémel va TANKTPOAOYHGEL:

exit()

Brjua 6°: To PySpark uéew rov Jupyter Notebook

SOuevo. pe Tov enionuo 1otdtond tov, “to Jupyter Notebook eivor puo epappoyn web

OVOLYTOV KMOWKO TTOV EMTPENEL TOV YPNOTN Vo dNpovpyel Kot vo popdletl €yypapa mov
nepEyovy “Covtave” KOdKa, e£I0MOEIS, OMTIKOMOMGELS Kot Kelpevo agprynong. Ot
YPNOES TOV TEPAAUPAVOLV: KaBoplopd Kol HETOACYNUATIOHO OedoUEV@V, aplOunTIKy
TPOCOLOIWGCT, OTATICTIKY LOVIEAOTOINGT), OTTIKOTOINOoT ded0UEVOVY, UNXaVIKY HLabnon
Kot TOAG GAAa” [29]. Xvvévalovtag to PySpark pe to Jupyter Notebook, pmopei o

EKAOTOTE YPNOTNG VO VAOTOMGEL OAEG TIC TOPAUTAV®D POEG EPYAGLAG.

Yrdapyovv dvo tpomotl ya vo. €xel o xpnotng to PySpark dwbéoyo oe éva Jupyter
Notebook:

e PvOuilovrag to mpodypappa 0dnynons PySpark va ypnowonotei to Jupyter Notebook
(BAéme péBodog 1 mapaxdtm), pmopel 0 ¥pNoTNG EKTEADVTOG TNV EVIOAN pyspark va
OVOTYEL QLTOUOTOL GTOV TTPOETMAEYLEVO PLAAOUETPTTH TOL €va Jupyter Notebook.

e Avoiyovtag éva Jupyter Notebook ot axorloOOwg @optwvovtag 1o PySpark
ypnoonowmvtag to takéto findSpark.

H mpdtn emloyn eivon wo ypryopn oAAG 1 vAomoinon g elval cuykekpluévn yio to Jupyter

Notebook, evéd 1 dbtepn emthoyn elvat pio EDPVTEPT TPOGEYYION Y10, VO, KOTAGTHGEL O YPNOTIG

10 PySpark 6100éo1u0 oto IDE g emthoyng tov.

2nueioan: O ypnomg Ba mpénet va emAé€etl o amd T1g dvo peBddovg. Av Yo TapAdEyLLL

&xel vAomomoel TV TPt PEB0SO KOl 0T GLVEYELD BEAEL TN GLVEYELD VO VAOTOMGEL TNV
deutepn, Oa mpémel va apaipécel TIg LETAPANTEG TEPPAALOVTOG TTOV Eixe ONUOVPYNGEL GTO

B ™me 1efo0v 1 (PYSPARK_DRIVER_PYTHON Kot
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PYSPARK_DRIVER_PYTHON_OPTS) kot akolovBwg va avoier éva véo mapdbupo

TEPLOTIKOV KOl Vo akoAovOnoet Ta fripata g pebodov 2.

MébBodog 1 - POBuion tov mpoypdupotog odnynone PySpark

Oa tpémel 0 xpotng va Kabopioet Ti¢ petafAntég TeptPAALOVTOS TOV TPOYPAUUATOG 01 YNONG
PySpark (PYSPARK_DRIVER_PYTHON «xot PYSPARK_DRIVER_OPTS), péca amd to
napdBvpo petafintég mepipdilovtog (otov file explorer tov Windows smidéyel, “Avtdg o
vroAoyieTHS” -> deEl KMK TOVTIKIO, EmAoYn “1010tnTes” > “Polpicelg cvotinotog Yo
TPOYOPNUEVOVS” -> “Metafintic mepifdirovroc”™) (PAéme Zynua 6.14):

PYSPARK_DRIVER_PYTHON = jupyter
PYSPARK_DRIVER_PYTHON_OPTS = ‘'notebook’

Metafhnté ouoTtripaTog
MetopAinTi Tipn ~
PYSPARK_DRIVER_PYTHON jupyter
PYSPARK_DRIVER_PYTHON_OPTS 'notebook’
—
PYTHONIOENCODING UTF-8
SCALA_HOME Chscala\bin
SPARK_HOME Chspark\spark-2.4.3-bin-hadoop.7 v
< >

Anpuovpyia... | | Emelzpyooia... Luoypoipn
Zynua 6-14: Kabopiopdg petafintadv meptBdrloviog og eninedo cUGTHLOTOG
AoV KAeloel kol oV cvvéyelo ovoiel €k vEéou NV ypapp] €VioAdv, o mpémel va

TANKTPOAOYNGEL pyspark Yo va avoiet o jupyter notebook.

conda activate pyspark_env
pyspark

Méoa ot véa kaptéda Le ovopacio — Homere toy Bo avoi&el 6Tov EUAAOUETPNTY, Ba Tpémet
va emAéger v Kaptéda Files (BAEme Zynpa 6.15a). Xt0 de&i pépog g vdpyeL N avadvopev
Mota New otnv omoio emidéyel tov mopnva python 3 ya va dnuovpynoet éva véo python
OMUEWOUATAPLO. 2TO VEO SNUEI®UOTAPLO TTOoV Ba dnpovpynBel (PAEre Zynpa 6.15P) o tpémet

Vo TANKTPOAOYNGEL TOV 0KOAOLOO KDOWKOL:

spark
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Home Page - Select or create a notebook - Mozilla Firefox

— Home Page-Selectorcr X | & Untitled1 - Jupyter Note X =+

-~ @ & n o ®

L3 cC o @ localhost:a888/tree

Z Jupyter Quit | | Logout

Files Running Clusters

Select items 1o perform actions on them. Upload | New = | &

0 - B Name - 1
Python 3

O Deskiop Text File
Folder

Terminal

(o)
: Jupyter Untitled11 Last Checkpoint éva Aemté mpiv (unsaved changes) i"' Logout
File  Edit View Inset Cell Kemel Help Trusted| # | Python3 O
B+ = @B 4 ¥ HRn B C B coe v =
In [1]: spark
Out[1]: SparkSession - hive
SparkContext
Spark Ul
Version
v2.4.3
Master
local[*]
AppName
PySparkshell
I In [ 1|

Tynue 6-15: (o) Anovpyia evog véov python onueiopatdapiov, (B) Eieyyog g dobecipuotntog tov Spark péom tov
Jupyter Notebook (1" pué6odog - kabopiopds petapintdv nepipdirovrog PYSPARK_DRIVER_PYTHON kot
PYSPARK_DRIVER_OPTS)

MébBodog 2 - IMaxéto FindSpark
I"a va ypnoyomnomoet o yprotg t HéBodo avtr| Bo Tpémel vo. EYKATOGTNGEL TO jupyter Kot

akoloOOwmG To findspark, yio va omoktogt tpocPacn o€ éva otiyudtumo spark and to notebook

jupyter (BAéme Zynua 4.16):

conda activate pyspark_env

conda install jupyter

# Eykatdotoaon tou findspark amdé to amoBetripio conda-forge
conda install -c conda-forge findspark

conda list findspark

C:\Users\ianni
M|conda activate pyspark_env |

C:\Users\ianni
(pyspark_env) ?\lconda install jupyter I
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C-\Users\ianni

I (pyspark_env) A conda install findspark I
Collecting package metadata (current_repodata.json): done
Solving environment: done

## Package Plan ##
environment location: C:\Users\ianni\Anaconda3\envs\pyspark_env

added / updated specs:

- findspark
C:\Users\ianni
|(pyspar'k_env) A conda list findspark
packages 1n environment a :\Users\1anni\Anaconda3\envs\pyspark_env:
#
# Name Version Build Channel
findspark 1.3.0 py_1 conda-forge

Iyfuo 6-16: Evepyomoinon tov conda mepipddiovtog pyspark_env - Eykatdotaon tov makétov jupyter kot
findspark — popoAr Tov moxétov findspark

['o va. pmopéoel 0 ypHoTng va XPNOILOTOcEL TO jupyter péco amd to meptBaiiov tov Oa
TPENEL v KAEIOEL Kol vo. avoigel €K VEOL TN YPOUUN EVIOA®V Kol aKOAOVO®G apov
gvepyomomoel To TEpPaAiiov conda, Tov dNUoVPYNCE GE TPOYEVEGTEPO PrLLaL, LLE TV EVTOAN
conda activate pyspark_env va avoi&gl TO jupyter TANKTPOAOYADVTOG TNV EVIOAN jupyter notebook
(BAéme Zynpa 6.17):
conda activate pyspark_env
jupyter notebook
C:\Usersiianni
A conda activate pyspark env

C:\Usershianni

(pyspark_env) A jupyter notebook

Eynuo 6-17: Evepyomoinon tov conda mepipdiriovrog pyspark_env — Exkivion tov jupyter notebook

Méoa ot véa kopTéda [Le ovopacio - Hemerase: Toy Ba avoi&el otov puALopeTpnTh Ba Tpémel va
emiégel v kaptéda files (PAEme Zynuo 6.18a). Xto 0e&l Hépog g vIAPYEL N AVOSLOUEVT
Mota New oty omoia Oa wpémet vo emidéEet Tov mopnva python 3 yia va dnuovpynoet éva véo
python onueiopatdplo. Xto véo onueiopatdplo mov Oa dnuovpyndei (PAéne Zynua 6.18p)

TANKTPoAOYEL TOV akdAovBo KUK

import findspark
findspark.init()
findspark.find()

KOLL GTY] GUVEYELDL TIC TAPOKAT® EVTOAEG (BAéme Zymua 6.18p):

from pyspark.sql import SparkSession
spark = SparkSession.builder.appName("iannis_app").getOrCreate()
spark
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Home Page - Select or create a notebook - Mozilla Firefox - o x
— Home Page-Selector ¢/ X | @ Untitled1-Jupyter Note x 4+

€« ¢ @ @ localhost: € j*4 In O &

> Jupyter Quit | Logout
Files Runnir
Select items to perform actions on them. Upload ||New~=| &

0 - B Name

™ Desktop Text File

Folder

Terminal
(o)

In [1]: dimport findspark
findspark.init()
findspark.find()

Out[1]: 'C:\\spark\\spark-2.4.3-bin-hadoop2.7"'
In [2]: from pyspark.sql import SparkSession
In [3]: spark = SparkSession.builder.appName("iannis_app").getOrCreate()

In [4]: spark

Out[4]: sparkSession - in-memory
SparkContext
Spark Ul
Version
v2.4.3
Master
local[*]
AppName
iannis_app

(&)
Syfuo 6-18: (o) Anpiovpyia evdg véou python onueiopatdpiov, (B) Ereyyog tng dobecudtnrag tov Spark
péoom tov Jupyter Notebook (2" uébodog - findspark)
Y& ot To onueio N eykatdotaon kat o Ereyyoc Tov pyspark péow tov jupyter odokAnpmOnke

pe emroyio.

Exxivnon / Zroudtnuo tov Jupyter Notebook

H exxivnon / otapdmuoe tov dtakopot Jupyter Notebook yiveton amd ) ypouur eviordv:

# Exkivnon tou &61lakopiotr Jupyter Notebook:

# * Ia tnv péBodo 1, péow tou pyspark

pyspark

# * o tnv peEdobo 2, pEOw Tou maketou “findspark”
jupyter notebook

# Ztapdtnua tou 61lakopiotr Jupter Notebook
Ctrl+c

E4v mopatmpfioert o ypiomc kamowo Adbog oto onueiwuatdptd (notebook) tov mov
drapaptdpetal yoo To 0Tt dgv Ppébnke to pandas (PAéme Zynquo 6.19), mapodrlo mov 10 &iye
eyKaTaoToEL 0N 610 TEPBAALov conda, Oa mpémetl va PePormbel 6TL Exel emALel TOV GmMOTO

nepPaArov.
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In [11]:  import pandas as pd

ModuleNotFoundError Traceback (most recent call last)
<ipython-input-11-7dd3504c366f> in
----> 1 import pandas as pd

ModuleNotFoundError: No module named 'pandas’

Yynua 6-19: Xe mepintmon pnvopoTog AAOovs Katd TV E160YOYN EVOG TAKETOL GTO jupyter, VD givol
6lyovpog 0 ¥pNoTNG OTL TO £YEL EYKATAGTNOEL, Oa Tpénet va PeParwbel o ypNotng 0Tt Exet emAéEel T0 GMGTO
nep1pdArov conda.
Bijua 7° (mpoapetind): Eykardoracny tns eméktacnyg nb_conda yia mpécfacn oto
rmepifaliov CONda Kal eyKATAGTACH TAKETWY puéoa and to Jupyter.
To nb_conda emtpénet otovg yprioteg va Exovv TpdcPacn og Tupveg omd Ao mteptBaiiova

conda péoa amd to Jupyter. I'a to Adyo awtd Oa Tpémel 0 PHGTNG VO, EVEPYOTOMGEL TPAOTO.

10 conda mepiBdArov Tov kat akoloVbms va eykataoctiost o Nb_conda (BAéne Zynua 6.20):

conda activate pyspark_env
conda install nb_conda

(pyspark_env) A conda install nb_conda
Collecting package metadata (current_repodata.json): done
Solving environment: done

## Package Plan ##
environment location: C:\Users\ianni\Anaconda3\envs\pyspark_env

added / updated specs:
- nb_conda

C:\Users\ianni
(pyspark_env) A conda list nb_conda
# packages in environment at C:\Users\iannil\Anaconda3\envs\pyspark_env:

#

# Name Version Build Channel
nb_conda 2.2.1 py37_2 conda-forge
nb_conda_kernels 2.2.2 py37_0 conda-forge

ZyAua 6-20: Eykatdotacn tov makétov nb_conda

21N GLVEXELNL TPOKEEVOD VO, EQAPLOCGTOVV 01 0AAOYES Oa TPEMEL VO AEVEPYOTOCEL TO

TEPPAALOV TOL KoL KATOTLV VO TO EVEPYOTOIMGEL EK VEOU.

conda deactivate
conda activate pyspark_env

Oa pémel akolovOmG va ekkivioet To Jupyter Notebook (BAéme Xynua 6.21):

jupyter notebook

88



C:\Users\ianni
{pyspark_env) A conda deactivate

:\Users\ianni

A conda activate pyspark_env

:\Users\ianni

(pyspark_env) A jupyter notebook
ORI Loccoookioo T (b conca kernels] enabled, > kernels foun: ]
[W @3:36:25.113 NotebookApp] Error loading server extension jupyter_nbextensions_configurator
Traceback (most recent call last):
File "C:\Users\ianni\Anaconda3\envs\pyspark_env\lib\site-packages\notebook\notebookapp.py”, line 1815, in init_serv
er_extensions
mod = importlib.import_module(modulename)
File "C:\Users\ianni\Anaconda3\envs\pyspark_env\lib\importlib\__init__.py", line 127, in import_module
return _bootstrap._gcd_import(name[level:], package, level)
File "<frozen importlib._bootstrap»>", line 1806, in _gcd_import
File "<frozen importlib._bootstrap:"”, line 983, in _find_and_load
File "<frozen importlib._bootstrap>", line 965, in _find_and_load_unlocked
ModuleNotFoundError: No module named 'jupyter_nbextensions_configurator’
[I 82:36:25.142 Notebookdpp] [nb_conda] enabled
[I 83:36:25.144 NotebookApp] Serving notebooks from local directory: C:\Usersiianni
[I ©3:26:25.144 NotebookApp] The Jupyter Notebook is running at:
[I 83:36:25.144 NotebookApp] http://localhost:8888/2token=f7c7277f86ef6605122d67aa5F59d28681b3cf45162d8835
]
]
]

[I 82:36:25.145 Notebookapp or http://127.0.8.1:8883/?token=f7c7277f26ef6605f22d67aa5f59d28681b3cf45162d8335
[I @3:36:25.145 NotebookApp] Use Control-C to stop this server and shut down all kernels (twice to skip confirmation).
[C 83:36:26.894 NotebookApp

Tynuo. 6-21: Metd v eykotdotaon tov takétov hb_conda oe éva mepipdilov conda, Oo mpénet o ypHotng vo.
AMEVEPYOMOUGEL TO TEPPAANOY KOl KATOTIV V0L TO EVEPYOTOWGEL EK VEOL Y1t Vet fvait S1adéctpo.
210 mopamdve oynua tapatnpet Kaveig 0Tt katd v ekkivinon Tov to Jupyter Notebook evtomice
Tpeic nb_conda mupnvec. Emiong 6mmg eaiveton oto Zynua 6.22 oto mepfdAiov tov jupyter
dnuovpynnke o emmAéov kaptélo pe ovopocio conda o6mov @oaivovtal mola gival To
EIKOVIKG TEPIPAAAOVTO coNda TTov £xEl SNUIOVPYNOEL O YPNOTNG, TTO10 TEPIPAALOV Eivar vepyd
KoL EMTPENEL GTOV XPNOTN VA dALALEL Katd BovAno 1o evepyd mepiPaiiov. Yapyet Opmg Eval
piKpd TpoPANpa mov mpénel vo dopBmbel (to mpOPANUE dev givarl HOVO OTTIKO OAAG Kot
Aertovpykd). H kaptéha avt) epgaviCer 4 mepipdiiovta conda, am’ ta omoio Ta dvo (root,
Anaconda3) napanéumovv oty ida dwadpoun (C:\Users\Anaconda3). To wpoPfAnuo avtd
opeiletar og ooy tng €€6d0v conda info --json otig véeg ekdOGELG TOL conda (ErTOr#66) kot
amountel po pikpn TopépPacm amd HEPOLG ToL ¥PNoTN TPOKEUEVOL Vo, 010pOmBel To TpOPANUa
(av 0N €YKATAGTACT] TOL XPNOTN OV eppoavileTon to TPOPANUa avtd, onuaivel 6Tt Ba Exet
dopBmBel pe Kamolo LeTayEVESTEPT EVIIUEPMOT), OTOTE UTOPEL VO cuVEYIoEL e TaL PripaTo HETE
10 Zymua 6.24). O oo e0KoAog TPOTOG elvar va. avoi&eL Tn YPOAULT EVIOADV Kot va avalnTioet
nov Bpioketarl To apyeio envmanager.py (PAéme Zymua 6.23) TANKTPOAOYDOVTOS TNV TOPAKATO
evioA] (mBavdv va apynoet AMyo n evioAn aArd tehka Oa Bpet ta apyeia). BAémel kaveig ot
OTOV VTOAOYIOTH TNG €yKoatdotaong vmdpyovv tpia apyeio, o ypnotmg Oa mpémer va
evolpepbel yioo avtd mov PpiokeTon otov vmokatdhoyo nbconda ot dwdpoun
...envs\pyspark_env\site-packages\nb_conda pécoa oto mepipdAlov tov (oTnV TOpOLGO

gykatdotaon to pyspark_env).

where /r c:\ envmanager.py
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file:///E:/Cloud_Hosting/Dropbox/Spark/Erroneous%20Environments%20Showing%20up%20in%20Conda%20Nb%20tab%20with%20error%2366

: Jupyter Quit Logout

Files Running Clusters Conda
4 Conda environments + <
Action  Name Default? Directory
& root C:\Userslianni\Anaconda3
2]
& @ Anaconda3 C:\Users\ianni\Anaconda3
@ py3 C:\Users\ianni\Anaconda3\envs\py3
2]
& € pyspark_env v C:\Users\ianni\Anaconda3\envs\pyspark_env >
Available packages Search... < 63 installed packages in environment C v O @
"pyspark_env"
Name Version Channel
Name Version Build Available
attrs 1910  py_0 =

Eynuo 6-22: Zmv kaptéda conda @aivovtal ot ivor o £YKATESTNUEVE EKOVIKA TePBIALovTa

C:\Users\ianni

(base) A where /r c:\ envmanager.py

c:\Users\ianni\Anaconda3\envs\py3\Lib\site-packages\nb_conda\envmanager.py
:\Users\ianni\Anaconda3\envs\pyspark_env\Lib\site-packages\nb_conda\envmanager.py

c

c:\Users\ianni\Anaconda3\Lib\site-packages\nb_conda\envmanager.py
c:\Users\ianni\Anaconda3\pkgs\nb_conda-2.2.1-py37_2\Lib\site-packages\nb_conda\envmanager.py
c:\Users\ianni\Anaconda31\pkgs\nb_conda-2.2.1-py37_2\Lib\site-packages\nb_conda\envmanager.py

Syfuo 6-23: Avalntnon tov TpoypappoTog envmanager.py pe v evroin where

1 ovvéyela apov o avoiel pe kamowov enegepyootn Kmoko ommg tov Notepad++, Oa
npénet va matioet CTR+F kat va glodyetl oto mapdbupo avalntnong : for env in info[‘envs']
(BAéme Zynua 6.24). Oa Bpet o avopopd v omoio o TPETEL Vo avTIKOTAGTNoEL e Tnv: for

env in info['envs'] if env != info['root_prefix]].

Evpeon Al Extidzon  Mpé NapaBupo
Elpeon  Avrwaréoroon  Eipeon oz opxgia  Mark P dEBB
= X £ <= I
Eoean ov: | EEREREREEN %) = o S | _ L] et
-
Apiunon
Edpeon 6wy oz dAa Ta
[Jsadavard drrection Edpeon dAwy oT0 TpExoV
[ Taimacsua pdvo ohékAnpng AEng Evvpopo
DYWMv >
Mneoxraouig =
MéBodog Avalimong M aogpévea
@ Kavover @ =mv eomioon
Oexerastn (n, ¥, & W, ...) Onévra
O Kavova éxppoon . matches newine i
Sl
for env in info[ ] ]‘;( env != info['root ef 1 I
def delete_env(self, env):
output = self._execute( 2 € remove -y - ) -n', env)
return self.clean_conda_json(output
> v
Python file length : 6,247 lines: 198 Ln:80 Col:6 Sel:0]|0 Unix (LF) UTF-8 INS

Iynuo 6-24: Evpeon g £kepaong ‘for env in info['envs']]” kot avikotdotaon g pe v ‘for env in
info['envs'] if env = info['root_prefix]]’
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A@ov ocmaoel To apyelo, Oa Tpémel vo KAEIGEL TN YPOUUT EVIOA®V €GV NTAV 101 OVOIKTY], GT1|
OLVEYELN VO 0VOTIEEL oL VEQL KO VOL EKKIVI|GEL EK VEOL TO jupyter:
jupyter notebook
Onwg eoaivetal oto Zynua 6.25, 1o tpofinuo arokoataotddnke. And v koptéla conda
umopet va eykafiotd Kot vo aneykodiotd takéta o€ va mepiBailov conda. Mmopel emiong

va dwyepilerar ta ddpopa tepifariiovta (TposOnkn / dwaypaer| / kKhwvomoinon).

I'o va tpocBécet o ypnotng oto mepidriov conda pe ovouacio pyspark env to mokéto

nov NBele (pandas) Bo mpémel va akoAovBNGEL TO TOPOKAT® PrpLoTo:

e  Oa npénel TpdTO Vo EMAEEEL TO €V AOY® TepBaiiov conda

e 211 GUVEXELD VO KAVEL AVOVEDMGCT] TOV TOKETOV LE TO TANKTPO ©

e AxoAo00mg Ba mpémel vo emALEEL TO TOKETO 1) T TOKETA TOL DELEL VO EYKOTAGTIOEL
KOl VoL T0THGEL TO TANKTPO » (BAéme Zynua 6.26).

Home X Untitled10 - Jupyter Notebook X ‘ + - o A
< C @ localhost:8888/treet e v W vy 00 ®®@ 6« ¢« 0 J© e
Ju pyte r Quit Logout
Files Running Clusters Conda
3 Conda environments + 2
b
Action Name Default? Directory
& @ root v C:\Users\ianni\Anaconda3
W
@ py3 C:\Users\ianni\Anaconda3\envs\py3
W
& @1 pyspark_env C:\Users\ianni\Anaconda3\envs\pyspark_env
W
Available packages 9 144 installed packages in environment Clv O m
"root"
Name Version Channel
Name Version Build Available

0.1.0 py37_0
_ipyw_jlab_nb_ext_conf

anaconda-client 1.7.2 py_0O

Iyfuo 6-25: To mpdfinua (PAsme Tynua 6.22) dmov oty kaptéha conda dvo mepiBdAlovta Ta root ko
Anaconda3 mapénepnav otV idlo S10dpop| anoKaTacTdiNKe
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"~ Jupyter

Files

Running

3 Conda environments

Action

=@
w

Name

root

Z @ py3

jz]

@
w

pyspark_env

22 available packages

Name

LI ydSprcau-panuas

[[] jsontableschema-

pandas

pandas

['] pandas-compat

<

Quit Logout
Clusters Conda
+ <
Default? Directory
C:\Users\ianni\Anaconda3
C:\Users\ianni\Anaconda3\envs\py3
v C:\Users\ianni\Anaconda3\envs\pyspark_env
pandas 2 64 installed packages in environment o v a8
"pyspark_env"
Version Channel
e HUS.17UUnIUG.alIaLuluG. Name Version Build Available
forge/win-64
[] attrs 19.1.0 py 0
0.5.0 https://conda.anaconda.
forge/noarch ["] backeall 0.1.0 py 0
0.25.1  https://repo.anaconda.cc [ bleach 3.1.0 py_0
64 [ ca-certificates 2019.6.16hecc5488 0
0.1.1 https://conda.anaconda. [ certifi 2019.6.16py37_1
[] colorama 0.4.1 py_0

TyAua 6-26: Awdikacio gykotdoTaong Tov makétov pandas péoa amd Ty kaptédo conda

22 available packages

Name

L Yspieau-paiiuds

[] jsontableschema-
pandas

[] pandas

['] pandas-compat
<

pandas >

70 installed packages in environment v o

Version Channel

Z.1.2

0.5.0

0.251

Hups.Jruunud.dliguuliud.

forge/win-64

https:/iconda.anaconda.

forge/noarch

https://repo.anaconda.c

—Jupyter Untitled10 @uosaves

File Edit View
+ =
In [5]:
In [ J:

Insert

EYKOTACTOON TOV TOKETOV.

64 [] ca-certificates
https://conda.anaconda. - [ certifi
>
[] colorama
Cell Kernel Help Trusted
MRun B C M wMarkdown ~ | @

Fa N R R

import pandas as pd

"pyspark_env"

Name
[] attrs
[] backeall

["] bleach

92

Version Build Available
1910 py 0 =
0.1.0 py_ 0
3.1.0 py 0

2019.6.16hecc5488_0
2019.6.16py37_1

0.4.1 py 0

A

Python [conda env:pyspark_env] * O

Logout

Syfuo 6-27: To makéto pandas sykataotddnke pe emrvyio — Emtoyng ewooywyn tov toxétov pandas oto jupyter

Onwg mapotnpel kavelg 6To TopomTdved oY 1 EVTOAN EKTEAEGTNKE KOVOVIKE (0 aplOpdc péoa

™m¢ aykOieg In [5] apiotepd g evtoAng vmodnimvel v opOn extéleon TG) UETA TNV

Amd v koptéda files, péom g avadvouevng Aioto New pmopei va emidéEet o ypong TOV

nopfvo. mov  emibopel (6oeg emhoyéc €xovv v £€vdelén conda env:ienv_name, eival




oLVOVAG OGS VPN Va-TEpIBaALovToc conda). Ot Asttovpyieg givar dtoncONTIKEG Ko umopei vo

™G OVaKOAVYEL Kaveic TelpapotilOuevog ue to teptPailov tov jupyter.

3 x 4+ = o X
« C O localhost QA ERYBOHD=200~¢RdOUEBSR O
: Jupyter Quit Logout
Files Running Clusters Conda
Select items to perform actions on them Upload |New~| C
0 v W/ e
Python 3
) 3D Objects Python [conda env:py3)
2 Anaconda3 Python [conda env:pyspark_env] *
- Python [conda env:root]
Anaconda31
Text File
Folder
) Cisco Packet Tracer 7.0 Terminal

Tymua 6-28: And v kaptéra files, péom g avadvopevng Aioto New pmopel va emAéEEL 0 XPpTOTNG TOV TVPTNVO TTOL
embopel

Eyxortastaon tov PySpark eto Ubuntu 19.04 oc tomki) Aertovpyia (local mode)
['o meprocdTepeg TANPoPOpiec oxetikd pe v tomikn Asttovpyia tov Spark Oa mpémetl va

avatpéEetl o ypnomng oty evomta “Tpéluo e spapuoyne Spark tomucd (local mode)”. Ta

neplocdTEpO. (nTipata oty gykatdotacn tov Pyspark mpokahodvror amd un katdAAnio
kabopiopéveg petaPntéc meptPdAlovtog, yio to Adym avtd Bo mpémer va givor kovelg

10104TEPA TPOGEKTIKOG KATA TOV KaBop1opd Toug.

Bnua 1° : Eykatdctacy tys Java 8
Mmopei o ypriiotg va eykatactioet gite v ékdoon Oracle JDK eite avtr tov OpenJDK. H
TPOCMOTIKY ATOYN TOL YPAPOVTQ, £YOVTOG OOKIUAGEL KOl TG OLO €KOOGELS, &ivar OTL

Aertovpyotv e€icov kaAld.

‘Eleyyog g eykateotnuéVG £€K000MG

Eivar amorvta e&okpifopévo 6t éxdoon 8 (openjdk8 7 java 1.8) Oa amadAddéel Tov ypnot

at0 TOAAG TPOPANATO TOV SNULOVPYOLV Ol LETAYEVEGTEPES EKOOGELS, YU aVTO ol TpEmet va

BePormbel 6Tt etvan eykatesTNUEVT 6TO GHGTNA TOV, TANKTPOAOYMDVTOG GTN VPO EVIOADV:
java -version

Oa mpémetl va del Eva UVLLLOL TOPOLOTO LE TO TOPOUKATO:

openjdk version "1.8.0_222"
OpenJDK Runtime Environment (build 1.8.0 222-8u222-b10-1lubuntul~19.04.1-b10)
OpenJDK 64-Bit Server VM (build 25.222-b10, mixed mode)

Se

java version "1.8.0 221"
Java(TM) SE Runtime Environment (build 1.8.0 221-b1l1)
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Java HotSpot(TM) 64-Bit Server VM (build 25.221-bl11l, mixed mode)

Av dev gtvan eykoteotnuévn Ba det £va pvopa Topopoto pe To akoAovbo:

Command 'java' not found

Av &gl MO eykateotnuévn v €kdoon ovth, o mpémer va ehéylel TIC petafAntég
nepPAALOVTOC O TEPYPAPOVTAL GTO TEAOG TOL EMOUEVOL PUOTOC, G SLOPOPETIKN

nepintoon o tpénel va petaPel 6to endUEVO Pripa.

Openjdk version
To Ubuntu 6mwg givarl puoikd mpoteivel atov ypnotn vo eykatactiost o openjdk kabdott kot

70, 5VO VOl AOYIGHIKA avolKToD Kddka (PAéne Tyfua 6.29).

Q ubu1r19@ubuntu: ~ M|yl = = o X
:~$ java -version I

Command 'java' not found, but can be installed with:

sudo apt install openjdk-11-jre-headless # version 11.0.3+7-1ubuntu2~19.04.1, or
sudo apt install default-jre # version 2:1.11-71

sudo apt install openjdk-8-jre-headless # version 8u212-b03-0Oubuntul.19.04.2
sudo apt install openjdk-12-jre-headless # version 12.0.1+12-1

sudo apt install openjdk-13-jre-headless # version 13~13-0ubunti

1S
[sudo] password for ubuilri9:
Reading package lists... Done
Building dependency tree
Reading state information... Done
The following additional packages will be installed:

Zynua 6-29:Eykatdotacn tov openjdk-8

Oo Tpémel va avoiEEL TO TEPUATIKO TOTMVTOG [ald+ cull+ 1] KO VO TPEEEL OTN YPOALLUT EVIOLDV TNV

aKolovOn evioin:

sudo apt install openjdk-8-jre-headless

Oracle JDK version
I'o to Oracle JDK 0a mpénet va petaPei o ypHotng oV 16TooEAIdN ANYE®Y TOV EMIGNLOV

wototomov ¢ Oracle, kot agov amodeytel v adsta ypnone g Oracle va katefdost v

ékdoon tov Java JDK 8, mov glvar katdAAnAn yio To VoG TOL (B0 XpelacTel va KAVEL TpOTA
EYYPOON, GOUPOVO, LE TOVG VEOLG Opovg ¢ Oracle, ywa vo Tov emttpamel | HETAPOPTMON —
Bréne Zynuata 6.30, 6.31).
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https://www.oracle.com/technetwork/java/javase/downloads/jdk8-downloads-2133151.html
https://www.oracle.com/technetwork/java/javase/downloads/jdk8-downloads-2133151.html

JDK 8u221 checksum

Java SE Development Kit 8u221

You must accept the Oracle Technology Network License Agreement for Oracle Java SE to
download this software.

Accept License Agreement ® Decline License Agreement

Product / File Description File Size Download
Linux ARM 32 Hard Float ABI 729 MB  #jdk-8u221-linux-arm32-vfp-hfit.tar.gz
Linux ARM 64 Hard Float ABI 69.81 MB  ®jdk-8u221-linux-arm64-vfp-hfit.tar.gz
Linux x86 174.18 MB__ ®idk-8u221-linux-i586.rom
| Linux x86 189.03 MB_ #]dk-8u221-linux-i586.tar.gz |
Linux x64 171.19 MB__ #{dk-8u221-linux-x64.rpm
| Linux x64 186.06 MB  #{dk-8u221-linux-x64tar.gz |
Mac OS X x64 252.52 MB  #jdk-8u221-mactex-x64.dmg

Zynua 6-30: O ypnotg mpénet va amodeyxDel mpdTa TNV GdE XPIONG TPV TV HETAPOPTOCT) TOV
apyeiov mov tov evdapépet (Windows x86 / Windows x64)

Oracle account sign in

Username

- | ®
Password @
Need help?

-

Create Account

© Oracle | Terms of Use | Privacy Policy

Syfuo 6-31: Bo yperactel 0 ypHoTng va dnpovpyioel TpdTa éva Aoyaplocud oty Oracle mpv
TOV EMTPANEL 1] LETAPOPTMOT) TOL aPYEiOV

¥t ovvéyeln o mpémel va e€ayel to JDK ot dwdpoun /usr/lib/jvm. Edv o ¢@dxeAog
[usr/lib/jvm dev vrdipyet, ot 1 EVTOAN Oal dNOVPYNGEL TOV KOTALOYO. AV £xEL 110N 0 YPNOTNG
aVTOV TOV PAKELD, UTOPEL VO OLYVOTICEL OVTO TO PO KOl VO TPOY®PTCEL GTO EMOUEVO BT L.

[Ma mapdoetypo:

sudo mkdir /usr/lib/jvm

sudo tar xvfz ~/Downloads/jdk-8u221-linux-x64.tar.gz -C /usr/lib/jvm

sudo update-alternatives --install /usr/bin/java java
/usr/lib/jvm/jdk1.8.0_221/bin/java 1

Awyeipion g Java

Mmropei 0 ¥pfon¢ va £xel TOALEG EYKATESTNUEVES EKOOCELS TNG Java o€ évay dlaxouotr). Ed®m
Yo mopdoetypa, oakolovfmvioc To Topamdve Pruatae o ypaeov  eyKatéomnoe 000
dwapopetikég exdooelg g Java (openjdk-8, Oracle jdk-8). Tov diverar n dvvatdtnTo. VO
pvOuicel o €kdoom Ba eivar M mpoemIAeyHEVN Yol YPNION, YPNOULOTOIDVTOG TNV EVTOAN
update-alternatives --config java (PAéne Zyfua 6.32).

sudo update-alternatives --config java
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ubulri9@ubuntu:~% sudo update-alternatives --config java
[sudo] password for ubuiris:
There are 2 choices for the alternative java (providing /fusr/bin/java).

Selection Path Mpote Status

* 0 Jusr/1lib/jvm/java-8-openjdk-amd64/jre/bin/java 1081 auto mode
1 Jusr/1ib/jvm/java-8-openjdk-amd64/jre/bin/java 1081 manual mode
2 Jusr/lib/jvm/jdk1.8.0_221/bin/java 1 manual mode

Press <enter> to keep the current choice[*], or type selection number: 2

update-alternatives: using Jfusr/lib/jvm/jdk1.8.0 221/bin/java to provide /fusr/bin/java (java) in manual mode
ubulriS@ubuntu:~$ sudo update-alternatives --config java

There are 2 choices for the alternative java (providing /fusr/bin/java).

Selection Path Mpote Status

[¢] Jusr/1ib/jvm/java-8-openjdk-amd64/jre/bin/java 1081 auto mode

1 Jusr/lib/jvm/java-8-openjdk-amd64/jre/bin/java 1081 manual mode
* 2 Jusr/lib/jvm/jdk1.8.0_221/bin/java 1 manual mode

Press <enter> to keep the current choice[*], or type selection number: @
update-alternatives: using /usr/lib/jvm/java-8-openjdk-amd64/jre/bin/java to provide fusr/bin/java (java) in auto mc
ubuilriS@ubuntu:~S

Tynua 6-32: Emdoyn g embopuntig ékdoong java péom tng evtolng update-alternatives --config java
[Mopatnp®dVTag T0 TOPATAVE® GYNILO SOTICTMOVEL KAVEIC OTL TNV TPMTI POPA TOL EKTEAEGTNKE
1 VoA M Tpoemreyuévn £kdoom g java (avth pe to *) frov avtn tov openjdk kot o ypapmv
enéhee va opioel v java g Oracle, minktporoydvrag 2 kot Totmvtag enter. Tn dedtepn
@opa. Oploe €k vEOL ®¢ mpoemheyuévn ékdoon v java openjdk, mAnktporoydvroc 0 kot

TaTOVTOG enter.

Kabopiopog tov petafAntov teptBdAilovtod:

Eniong, ocuviotdron va opicet o ypnomg m petapinty| nepparirovrog JAVA_HOME xon va
npocBécel to JAVA binaries apyeia otn petapAnty PATH. Mropei vo kavet Tig aAloyég anTég
gite oto apyeio .bashrc eite oto /etc/environment. Tlapakdtm o ypriotg Oa mpémet va emhé€et

vo, avoi&et o apyeio .bashre pe to gedit, tov enionpo Eneepyaotr Keyévov tov Ubuntu:
gedit ~/.bashrc
Kot katomy va mpocBécet tig axolovbeg ypappés oto apyeio:

export JAVA_HOME='/usr/lib/jvm/java-8-openjdk-amd64/jre'
export PATH=$PATH:$JAVA HOME'/bin'

.bashrc

Avowypa ¥ [+ = AnoBnkeuon = - ] *

#KaBoplopog nepifarAoviikiv petafAntiv andé tov xpRotn
#1. Nepilfarhoviikéc petafAntéc JAVA

export JAVA_HOME='/usr/lib/jvm/java-8-openjdk-amd64/jre’
export PATH=SPATH:S$JAVA HOME'/bin'

Zynua 6-33: Kabopiopdg tov anapaitntov petafintov teppdriioviog yio v Java oto apyeio .bashrc

IMa va epapproostovy ot aArayéc, O mpémel va TANKTPOAOYNGEL:
source ~/.bashrc
Axoro00mg Ba Tpémetl va elEyEet Ty €kdoon g java:

java -version
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Brjua 2° : Aijwn kou Eykardctacy tov Anaconda (yia python)

AveEaptnta oo To oV 0 YPNoTNG EXEL EYKOTEGTNUEVN 1} O)L TNV emionun dtavour] CPython ov
dwartiBeton amd to python.org (éleyyog pe eviorég whereis python, python --version), 6o ftov
TPOTIUOTEPO VO, EYKATAGTHGEL Kot To Anaconda, pia eAevfepn Kot avotktoy KmO1ka Sovoun
TOV YAOGOOV Tpoypappaticpotd Python kot R pe molAd mieovektiuato mov amockonel oty
amhlomoinon g dloyeiptong kot g avamtuéng tokétmv. H dtavoun Anaconda nepilapfavet
neplocotepo amd 1.500 maxéto, KoOMG Kol TOV O)EPIOT TOKETOV KOl EKOVIKOV
nepiforloviov conda, Tov yxepiletar Ty eykatdotoon takétmv Python aAld kot eEmtepikmdv
OTOUTNOEWV  AOYIOHKOD Tpitev  Kotaokevaot®v. I[lepilapfdver emiong éva  ypagikod
nepPdiiov, To Anaconda Navigator, mg ypa@ikr eVOALAKTIKY) ADGN 0T SETAPT YPOLUNG
evtodwv (CLI) [28]. Ta ewovikd mepiBAAlovta ENTPETOVY GTOV YPNOTN VO EYKOTAGTIOEL
OCLYKEKPIUEVEC EKOOCELS TOKETMV Yo €VOL GUYKEKPWEVO €pyo Ympig vor avnovyel yio
GLYKPOVGELS EKOOGEMV.

Me ™ AMyn tov Anaconda, o ypnotg anoktd npoécPacn ota conda, Python, Jupyter
Notebook kot ekatovtddeg GAAN TAKETA OVOLYTOD KOOKO.

YVVIGTATOL GTOV XPNOTH N LETAPOPTOON Kot ekTOTT®moN Tov Anaconda Cheatsheet.

I ™ Aqym tov Anaconda Oa mpémer o xpnot¢ va PeTaPel 6TV 16TOGEAMSO AYEDY TOVL

emionuov 16téTomov tov Anaconda kot vo katefdcel v mo mpdoeoTn £kdoomn (Tn oTiyun

OV YPAPOVTOV 1 SITA®UATIKN 1) o Tpdo@atn Ekdoon Nrav 1 3.7).
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https://github.com/conda/conda-docs/files/1252315/conda-cheatsheet.pdf
https://www.anaconda.com/distribution/

O Anaconda Python/R Distribut X +

€« C @ anaconda.com/distribut o B@Y BO0OH*2@6 -~ 0 QO A E wwel@
J ANACONDA Products  Why Anaconda? Solutions Resources Company Q search

Anaconda Distribution

The World's Most Popular Python/R Data Science Platfoi m Dow:load

D Anaconda Python/R Distribution X +

& C @ anacondacomydistribution.. & % W B ¥ B O0OH=2 66~ 08 JUEBsEIPrPHss ~”&02e O:

28 Windows | & macos (} Linux

Anaconda 2019.07 for Linux Installer

Python 3.7 version Python 2.7 version
-I
64-Bit (x86) Installer (517 MB) 64-Bit (x86) Installer (476 MB)
64-Bit (Power8 and Power9) Installer (326 MB) 64-Bit (Power8 and Power9) Installer (298 MB)

Tynuo 6-34: BApota yio v petaedptoon tov opysiov Anaconda 2019.07 (Python 3.7 version) ywa Linux OS

1 ovvéyelo apob avoitel To TeppaTiko kot petaPei otov edxedo Downloads, mov Ppioketat

ot dadpoun ~/Downloads, Ba mpémel va extelécet To SCript eykatdotoong tov Anaconda:
bash Anaconda3-2019.07-Linux-x86_64.sh

Oa LaPel v akdrlovdn ££050, TOL TOV TPOTPETEL vaL EAEYEEL TN SOUPOCT TAPAXDPNONS AOELG

ypnong (licence agreement). Oa tpénet va TOINGEL TO TANKTPO enter Y1 VO, GUVEYIGEL.

Q ubu1r19@ubuntu: ~/Downloads [+ ~ = - O X

ubuiri9@ubuntu:~$ cd ~/Downloads
ubuiri9@ubuntu:~/Downloads$ bash Anaconda3-2019.07-Linux-x86_64.sh

Welcome to Anaconda3 2019.07
In order to continue the installation process, please review the license

agreement.
Please, press ENTER to continue

Tynuo 6-35: T va cvveyotel 1) eykotdotacn tov Anaconda n epoppoyn yKATAoTAUCG TPOTPETEL TOV
xpMo va mathoel Enter kot va eAéyEet T ovpPacn mapaydpnong adewog xpnong (licence agreement)

Otav ¢@tdoet oto téhog ™G oOUPaong mapaydpnong adswg ypnons, o mpémer va

TANKTPOAOYNGEL Yyes, €POGOV CLUP®VEL pHEe avTAV Kol akoAovBmg vo emPePordost v
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TPOETAEYEVT dlodpoun eykotTdotoong (~/anaconda3d) natdvtog enter yio vo OAOKANP®OEL 1
EYKOTAGTOON.
Mo ohokAnpwbei n eykatdotaom, Oa AdPet Tnv axdlovdn £Eodo:

installation finished.

Do you wish the installer to initialize Anaconda3
by running conda init? [yes|no]

[no] ==> yesl

Tynua 6-36: T va apyconombei o Anaconda3 (emitpénet T gpron tov conda péoa and to
TEPUOTIKO) Ba TPETEL 0 YPHOTIG VAL TANKTPOAOYNOEL ‘YES’ 6TO EIKOVILOUEVO UAVULLAL.

YUVIGTATOL VO TANKTPOAOYNOEL Yes Y10 VoL UTOPEL VoL XPTGILOTOGEL TV €VTOAN conda péoca
070 TO TEPUOTIKO.

211 cuvEKELD AoV KAEIGEL TO TEPHOTIKO KOl 0voi&et £va VEO Ba TpEmel v EKTEAEGEL TNV EVIOAN
conda --version. Iopotpovrog kaveic 10 Tapakdt® oynuoa 0o SmIGTOCEL OTL 1| VPO
EVIOAMV TOV ypnoth €xel Tpobepa pe 1o dvopa Tov evepyod mepidrlovtog conda (base — to
Baocwkd mepiarrov conda). ' nepiocdtepeg mANpoPopieg oyetikd pe ta tepiPaiiovto conda

Oa Tpémel va avatpéEel o ypnotng oty evotnra “Ataysipion Epymv’.

conda --version

Q ubuir19@ubuntu: ~ M > || = — o x

(base) ubulri9@ubuntu:~$ conda --version
conda 4.7.10

Tynua 6-37: Metd v apyikomoinor tov Anaconda3 fa S1omioTdoel Kaveic OTL 1 YpOp] EVIOADY TOV ¥pHoTn
£xel Tpobepa Le To Gvopa Tov gvepyov meptdAlovtog conda (base — 1o Pacikd mepiPdilov conda). O éheyyog g
gykatdotoong tov Anaconda3 yivetau pe T €vtoAn conda --version

Bijua 3° : Afjyn ka1 eyxardcracny tov Spark

[nyaivovtag oty 10T06EAMd0 AMyemV TOV £mionuov 16tdtonov Spark umopei o xpnotng va

KATERAGEL TNV O TPOSPATY £KS00N (TN GTIYUN TOL YPAPOVTAV 1) SITA®UATIKY, Tav 1 2.4.3)

10V apyeiov pe eméktoon .tgz (PAéne Tyfua 6.38).

Downloads | Apache Spark - Mozilla Firefox = [ %3

O Anaconda Python/RDis: X | 47 Downloads | ApacheSp: X | =+

&« - C o ® © spark.apache.org/downloads.html - U w v IND &

N
SAPACHE

pQrK Lightning-fast unified analytics engine

Download Libraries ~ Documentation ~ Examples Community ~ Developers ~

Apache Software Foundation ~

Latest News

™
Download Apache Spark o oo B

1. Choose a Spark release:  2.4.3 (May 07 2019) v support (Jun 03, 2019
Spark 2.4.3 released (May 08
5040}

2. Choose a package type:  Pre-built for Apache Hadoop 2.7 and later 8 2019)

I 3. Download Spark: spark-2.4.3-bin-hadoop2.7.tgz I Spark 2.4.2 released (Apr 23
2019)

4. Verify this release using the 2.4.3 signatures, checksums and project release KEYS. St A A ralancar Riaras

Zyfhua 6-38: Enthoyn g ékdoong Spark (prebuilt for Apache Hadoop 2.7 and later) mov embopei o ypriog
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EvoAloktikd pmopel vo avtiypdyel tTov chHvOoeso Tov apyeiov Kot va 1o Kotefdost amd tnv

ypouun eviodwv ue v curl i v wget oty dwadpour; ~/Downloads :

cd ~/Downloads
curl -0 https://archive.apache.org/dist/spark/spark-2.4.3/spark-2.4.3-bin-
hadoop2.7.tgz

Av dev glvan eykateotnuévn 1 evioln curl myv eykabiotd pe tnv evioAn:
sudo apt install curl

‘Eva apyeio pe eméktaon .tgz 1 .tar.gz eivon évo TAR Archive apygio mov éyel ovumieotel
YPNOUOTOLDVTOG TO Aoyiokd Gnu Zip (gzip). Me v evtoln tar pumopei o ypiog var to
arocvumiécet (.1gz -> .tar) kot va e€dyet T cvAhoyn apyeiov 1 Kataddywv ard to TAR otov
KATAAOYO OV £xel EMALEEL. ME TIC TOpaKAT® EVIOAEG LITOPEL O ¥pNOTNG VO eEayAyEL TO apyEio
spark-2.4.3-bin-hadoop2.7.tgz 6TOV OLLOVLLLO KATAAOYO spark-2.4.3-bin-hadoop2.7 mov Ppicketan 6N
dwdpouny ~/Downloads. Ztn cuvvéyelo umopel, av 1o emibopel, va dypayel t0 apyeio pe
eméktoon .tgz (evtoln rm):

tar xvf spark-2.4.3-bin-hadoop2.7.tgz
rm -rf spark-2.4.3-bin-hadoop2.7.tgz
1s

2t ovvéyewn Oa TPEMEL Vo LETOKIVIGEL TOV KATAAOYO spark-2.4.3-bin-hadoop2.7 péca ctov

Katahoyo /opt/ petovopdlovtog Tov Tautdypova o€ spark:
sudo mv spark-2.4.3-bin-hadoop2.7 /opt/spark

Ta mapondve ot eoaivoviol 6To TopaKdT® GYNLa.

ubuiri9@ubuntu:~/Downloads$ tar xvf spark-2.4.3-bin-hadoop2.7.tgz
spark-2.4.3-bin-hadoop2.7/
spark-2.4.3-bin-hadoop2.7/python/
spark-2.4.3-bin-hadoop2.7/python/setup.cfg

@
ubuiri9@ubuntu:~/Downloads$ sudo mv spark-2.4.3-bin-hadoop2.7 [opt/spark
[sudo] password for ubulri9:
ubulri9@ubuntu:~/Downloads$ I

®
Tynua 6-39: (o) Aroocvuricon kat e€aywyn tov apyeiov spark-2.4.3-bin-hadoop2.7.tgz otov opdvopo eaxelo
spark-2.4.3-bin-hadoop2.7 péoa , otov Tpéxovta katdroyo, (B) Metaxivnon tov katakdyov spark-2.4.3-bin-
hadoop2.7 péoa otov katdroyo /opt/, perovoudlovrag tov tawtdypova og spark
AoV avoitet o xpnog to apyeio .bashre pe 1o gedit:
gedit ~/.bashrc

0o mpémel va kabopicel ™ petafint) mepipdriiovioc SPARK_HOME kot va mpocbicet ta
SPARK binaries apyeio. ot petapinm PATH mpocOétovtag oto apysio Tig akdOAovbeg

ypappés (PAEre Tynpa 4.40):

export SPARK_HOME= '/opt/spark'
export PATH=$PATH:$SPARK_HOME/bin
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.bashrc

Avowypa ~ +1 -/

AnoBikeuon = _ ul X

#2. Nepifaidoviikéc petaPfAnTéc SPARK
export SPARK_HOME='/opt/spark'
export PATH=SPATH:S$SPARK_HOME/bin

Zynua 6-40: Kabopiopdg tov anapaitntov petafintodv tepipdiioviog v to Spark oto apyeio .bashre

TéNog Yo va e@approcstohv ot aAhayég Bo TpEmel va TPEEEL TNV TAPAKATM EVIOAN:
source ~/.bashrc
Brjua 4°: 'Eleyyoc tic eykardoracns tov PySpark
Oa mpénel 0 YPNOTNG Vo dnuovpynoel Tpmta évo TepiBdilov conda yio to pyo tov, and to
onoio Oa tpéyet to Jupyter Notebook (otnv mepintwon tov ypdpovta to pyspark env). Xy

evotra “Alayeipion Epymv” didovtatl avOAVTIKEG TANPOPOPIES GYETIKA e TO TEPPAAAOVTA

conda. ' to0 A0yo avtd Ba mpémet va avoietl T YPOUU EVIOA®V Kol VO TANKTPOAOYHGEL
(BAéme Zynpoa 6.41):

#Anuioupyia mepiBdAlovtog conda pe ovopaoia pyspark_env kol eykatdotacn tng python
6703
conda create --name pyspark_env python=3.7.3

#Evepyomoinon tou avwteépw meplPdAAovtog conda
conda activate pyspark_env

(base) ubuiri19@ubuntu:~$ Jconda create --name pyspark_env
Collecting package metadata (current_repodata.json): done
Solving environment: done

==> WARNING: A newer version of conda exists. <==
current version: 4.7.10
latest version: 4.7.11

Please update conda by running

$ conda update -n base -c defaults conda

## Package Plan ##

environment location: /home/ubulri9/anaconda3/envs/pyspark_env

(o)

(base) ubu1r19@ubuntu:~$|conda activate pyspark_env I
(pyspark_env) ubuilri9@ubuntu:~$

B)
Syfuo 6-41: (o) Anovpyia teppdriovtog conda pe ovopacio pyspark_env, (B) Evepyomoinon tov
neptBdrlovtog pyspark_env

¥t ovvéyela Oo mpémel vo, TAnKTpoAoynoel  pyspark, ywo va umel oto shell (KEALVPOC) TOL

pyspark. @a mpémel va el T €ENG:

pyspark
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(base) ubuiri9@ubuntu:~$ londa activate pyspark env I

(pyspark_env) ubuilri9@ubuntu:~$

(pyspark_env) ubuilri9@ubuntu:~$

Python 3.7.3 (default, Mar 27 2019, s1lsl

[GCC 7.3.0] :: Anaconda, Inc. on linux

Type "help", "copyright", "credits" or "license" for more information.

19/68/27 16:35:17 WARN Utils: Your hostname, ubuntu resolves to a loopback address: 127.0.1.1; using 192.168.234.128

instead (on interface ens33)

19/08/27 16:35:17 WARN Utils: Set SPARK_LOCAL_IP if you need to bind to another address

19/08/27 16:35:25 WARN NativeCodelLoader: Unable to load native-hadoop library for your platform... using builtin-java
classes where applicable

Using Spark's default log4j profile: org/apache/spark/log4j-defaults.properties

Setting default log level to "WARN".

To adjust logging level use sc.setLogLevel(newLevel). For SparkR, use setLogLevel(newLevel).

Welcome to

T S fil
XM _x .
I 1 - I\_._1_] ]_]\\ version 2.4.3

Using Python version 3.7.3 (default, Mar 27 2019 22:11:17)
sparksession available as 'spark'.

>>>

Iyfuo 6-42: Evepyomoinon tov mepipdrlovtog pyspark env kot axolobbwg EvapEn tov keAdpovg pyspark

Extelmvtag T1g eviodéc mov gaivovtol oto Zynua 6.43, n é€0do¢ mpémet va eivar:

[(1, 11), (2, 12), (3, 13), (4, 14), (5, 15), (6, 16), (7, 17), (8, 18), (9, 19), (1o,
20)].

(T I /57
NN

J_ I oINS I_I\N.\ version 2.4.3
[

Using Python version 3.7.3 (default, Mar 27 2019 22:11:17)
SparkSession available as 'spark'.

>>> RDD1 = sc.parallelize(range(1,11))
>>> RDD2 = sc.parallelize(range(11,21))
>>> RDD3 = RDD1.zip(RDD2)

>>> RDD3.collect()

[(1, 11), (2, 12), (3, 13), (4, 14), (5, 15), (6, 16), (7, 17), (8, 18), (9, 19), (16, 20)]

>>>

Zynua 6-43: ‘EAeyyog tov Spark pe éva ovvtopo npdypappo pe RDDs

IMa va Byet kaveig amd o kKEALEOG TOL pyspark Ba Tpémel va mAnKTpoAoyNGEL:
exit()

Mmnopei eniong va alomomoel Ta YOPAKTNPIGTIKO OVTOUOTNG CLUUTANP®OoNG KOdika (code
completion) péca oto kKEAVPOG ToL pyspark, yio Tapddelypa oV TANKTPOAOYNGEL:
spark.<tab><tab>

Ba eppaviotobv ot pébodot tov otrypodtumov spark. Av vmépyovv moArég péBodor mov
apyilovv and to 1510 ypdppa Ba ypelactel emions va TaTHGEL VO POPEG TO tab Yo va Tov deilet
Tic ueBodovg mov apyilovv amd avtd 1O YPALUO, OLPOPETIKA TOTMOVTOS TO TANKTPO tab

ocvoumAnpavetol n uébodog avtopata (PAére Zyua 6.44):

Q ubu1r19@ubuntu: ~ M|« = - O X
>>> spark.
spark.Builder( spark.createDatafFrame( spark.readstream spark.streams
spark.builder spark.newSession( spark.sparkContext spark.table(
spark.catalog spark.range( spark.sql( spark.udf
spark.conf spark.read spark.stop( spark.version

>>> spark.B

>>> spark.Builder(

Tynuo 6-44: Avtopotn copmApoon KOSk pe To TAKTpo <tab> - yio mapdderypa tatmdvog o xprotg To <tab> petd
o spark.B
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Brjua 5°: To PySpark uéew rov Jupyter Notebook

ZOuevo. pe Tov enionuo 1otdtond tov, “to Jupyter Notebook sivor puo epappoyn web
AVOLYTOV KMOIKO TTOL EMTPENEL TOV YPNOTH VO dNUIoVPYEL Kot var potpdletl €yypopa mov
nepEyouy “Coviavo” Kodwka, €£lIoMOELS, OMTIKOTOMOEL Kol Keipevo apnynons. Ot
YPNOELS TOV TEPIAAUPAVOLV: KOOOPIGUO Kol HETACYNUATICUO OedOUEV®VY, aptOUNTIKN
TPOGOUOIWON, CTATICTIKN HOVIEAOTOINGY], OMTIKOTOINGT O€0OUEV®Y, UNYOVIKT HdOnon
Kot TOAAG GAla” [29]. Xvvovalovrag to PySpark pe to Jupyter Notebook, pmopei o

EKAOTOTE YPNOTNG VO VAOTOMGEL OAEG TIG TOPATAV® POEG EPYACIOG.

Yndapyovv dvo tpomotl yia vo. £xel o xpnotng to PySpark dwbéoyo oe éva Jupyter

Notebook:

e PvOuilovrtag 1o Tpdypappa odnynong PySpark va ypnowomnotei to Jupyter Notebook,
UTOpeEl 0 YPNOTNG EKTEAMVTOG TNV &VIOAN,  pyspark va avoiyel avtoépoto otov
TPOETIAEYLEVO LALOpETPTTH TOVL Eva Jupyter Notebook.

e Avoiyovtac éva Jupyter Notebook kot akolovBwg @optdvoviag to PySpark
xpnoomolmvtog To makéto findSpark.

H npdtn emloyn givon mo ypnyopn AL 1 vAoToinon tng elval cuykeKplévn yio o Jupyter
Notebook, evd n de0tepT emAOYT €ivat e pHTEPT TPOGEYYIOT Y10 VO KATAGTNOEL O XPHOTNG
10 PySpark dobéoyo oto IDE g emihoyng tov. Mepikég popéc ypeldletor o xpiotg éva
nAnpeg IDE yia va dnuiovpynoet o obhvOeto kddika kot to PySpark dev givat €€ opiopod oto
sys.path, oAl avtd dev onuaivel 6Tt dev pmopei va ypnopomombei og kavovikn PipAtoOnk.

To nmaxéro findspark mpocOétel to pyspark oto sys.path kotd to ypovo ektéleonc.

2nugioan: O ypnomg Ba mpénet va emdé€etl o amd T1g 0vo peBddovg. Av Yo TapAdEyLLL

£xel vAomomoel TV Tp®OTN HEBodO Kol ot cvvEKEla BEAEL var vAoTomael v 0gvTEPT, Bt
TPEMEL VO, 0POPECEL TIG UETAPANTEG TEPIPAAALOVTOC OV €lxe OMUIOVPYNOCEL GTO Prpa NG
uebodov 1 (PYSPARK_DRIVER_PYTHON kot PYSPARK_DRIVER_PYTHON_OPTYS)
and 1o apyeio .bashre ko akoAoVOw¢ va avoifel éva véo mapdbvpo TEPUATIKOD KOl VoL

axolovOncel Ta Pripata g pedddov 2.

MébBodog 1 - POBuion tov mpoypdupotog odnynong PySpark
Oa pémet 0 yprotn¢ va Kabopicel Tic petafAnTtég TepBAAAOVTOC TOL TPOYPAULATOS 0O YNONG
PySpark (PYSPARK_DRIVER_PYTHON ka1 PYSPARK_DRIVER_OPTS). ' t0 Adyo

avto Oa mpémel va avoiet 1o .bashre pe to gedit (BAéne Zynpa 6.45):
gedit ~/.bashrc

21 ovvéyewa Ba Tpémel va Tpochicel 6to apyeio Tig akolovdeg ypappéc:
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export PYSPARK_DRIVER_PYTHON='jupyter'
export PYSPARK_DRIVER_PYTHON_OPTS='notebook"

INoa va epapproctodyv ot ahdayég Oa mpémetl vo eKTEAEGEL TNV EVTOAN:

source ~/.bashrc

Axoro0Bmg  Oa mpémel vo evepyomomoetl 10 mePPAAAov conda tov €pyov TOL (£0® TO

pyspark_env) kot va. ovoi&et To jupyter pe TV evioAn pyspark (BAéme Zynua 6.46):

conda activate pyspark_env
pyspark

.bashrc

Avolypa ~ [+ AnoBikeuon = = m] x

#3. Nepifaihovrikég petaPAntéc npoypdppatog odhiynong PySpark
export PYSPARK_DRIVER_PYTHON='jupyter'
export PYSPARK_DRIVER_PYTHON_OPTS='notebook'

Tynua 6-45: Kabopiopdg petapintodv neptpdrloviog oto apyeio .bashre, étor dote va exkivei to Jupyter
notebook étav o ypog TAnKTpodoyel T evrodn pyspark ot ypauun eviolmv

(base) ubuiriS@ubuntu:~$ gedit ~/.bashrc
(base) ubuiri9@ubuntu:~$ source ~/.bashrc
(base) ubuiri9@ubuntu:~$ conda activate pyspark_env
) ubuiri9@ubuntu:~S pyspark
8 NotebookApp] Serving notebooks from local directory: /home/ubulris
The Jupyter Notebook is running at:
http://localhost:8888/2?token=3fb368f1384dfc2fbocc2fcd5a98e68965eca7969886145b
or http://127.0.0.1:8888/?token=3fb368f1384dfc2fbocc2fcd5a98e68965eca7969886145b
Use Control-C to stop this server and shut down all kernels (twice to skip confirmation).

I 12:49:08.8 NO DOKAPP
[C 12:49:09.113 No okApp]

To access the notebook, open this file in a browser:
file:///home/ubulr19/.local/share/jupyter/runtime/nbserver-13966-open.html

Or copy and paste one of these URLs:
http://localhost:8888/?token=3fb368f1384dfc2fbocc2fcd5a98e68965eca7969886145b

or http://127.0.0.1:8888/?token=3fb368f1384dfc2fbOcc2fcd5a98e68965eca7969886145b

yfua 6-46: Exkivnon tov Jupyter notebook mAnktpooydviag o xpfiotng Thv evrodn pyspark oty ypoyun
EVIOLDV

Méoa ot véa KapTtéAa Le ovopacio — #mePee oy B avoiEel otov puAdlopetpnty, Oa Tpémel
vo emAéEeL TNV kaptéAa Files (BAEme Zymua 6.47). 1o 6e&i uépog g vdpyel n avadvopevn
Moto. New omv omoia emidéyel tov mupniva python 3 yw va dnuovpynost éve véo
ONUEIWHOTAPLO. XTO VEO oNUEI®UATAPLO oL Ba dnpovpynBel (PAEne Zynua 4.48) Oa mpémet

Vo TANKTPOAOYNGEL TOV 0KOAOVOO KDOKAL:
spark

Oa damoTdoEL 0TL 1) €yKaTdoTooT Tov pyspark Asttovpyel TAEOV KavoviKa.

: Jupyter Quit  Logout
Files Running Clusters Conda
Select items to perform actions on them Upload f+]
~ Notebook
0 - i '
U Python 3 e
M M 2N Nhincte _— - - @

Zynua 6-47: Anpovpyia evog véov python onpeiopatdprov péoa oto jupyter notebook
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: JU pyter Untitled Last Checkpoint: 3 Aertra mpiv  (unsaved changes) F Logout

File Edit View Insert Cell Kernel Help Trusted ‘ Python 3 O

B+ % & B 4+ % HRun B C W Code - =

In [1]: spark
Out[1]: sparkSession - hive
SparkContext

Spark Ul
Version
v2.4.3
Master
local[*]
AppName
PySparkShell

I In [ 1:

Tynuo 6-48: "Eleyyog tng dwabeodtntag tov Spark péow tov Jupyter Notebook (1n uébodog — kabopiopog
petapintov teppdrirovrog PYSPARK_DRIVER_PYTHON kot PYSPARK_DRIVER_OPTS péca oto
apyeio .bashre)

MébBodog 2 - ITaxéto FindSpark

O TPEMEL 0 YPNOTNG VO EYKATAGTNOEL TO findspark, péca. 6To 1kovikd epipdAiov tov conda
(m.y, oto pyspark_env — 0dnyieg oyeTikd pe To meparlovta conda Topéyovial oTNY EVOTNTO.
Awyeipion épymv) yia vo, anoktioel TpdcPacn oe Eva otryptdtono spark amd to jupyter

notebook (Bréne ynua 4.49):

conda activate pyspark_env

conda list findspark

# Eykatdotoaon tou findspark amdé to amoBetripio conda-forge
conda install -c conda-forge findspark

conda list findspark

(pyspark_env) ubuiri9@ubuntu:~$|[conda list findspark |

# packages in environment at /home/ubulri9/anaconda3/envs/pyspark_env:

#

# Name Version Build cChannel
(pyspark_env) ubu1r19@ubuntu:~$|conda install -c conda-forge findspark l
Collecting package metadata (current_repodata.json): done

Solving environment: done

==> WARNING: A newer version of conda exists. <==
current version: 4.7.10
latest version: 4.7.11

Please update conda by running

$ conda update -n base -c defaults conda

(pyspark_env) ubuiriS@ubuntu:~$[conda list findspark |
# packages in environment at /home/ubulri9/anaconda3/envs/pyspark_env:

#
# Name Version Build Channel
findspark 1.3.0 py_1 conda-forge

(pyspark_env) ubuiri9@ubuntu:~$
Zynua 6-49: - Eykatdotaon tov maxétov findspark — mpopoln tov makétov findspark
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Axoro00mg Ba mpémel va ekteléoel TG TapaKat® evioAés. H mpdtn kdver evnuépwon tov
nakétov conda oto Pacikod (base) mepifdAlov conda ko 1 devTEPN £YKAOIGTA TO jupyter péoa

010 TEPPAALOV pyspark_env:

conda update -n base -c defaults conda
conda install jupyter

I"o va avoiéet to jupyter Oo mpémet vo TANKTPOALOYNOEL:
jupyter notebook

> ovvéyewn oy ovadvouevn Alota New tng kaptélag files, Oa mpémel va emAéEel Tov
mopnva python 3 yio va dnpovpynoet éva véo python onuetopotdpto. Xto vEo GNUEIOUATAPLO

nov Ba onpovpyn et (PAEre Zynua 6.50) Oa Tpémet vo TANKTPOAOYNGEL TOV aKOAOVOO KDOUKAL:

import findspark
findspark.init()
findspark.find()

In [2]: !conda list findspark
# packages in environment at /home/ubulrl9/anaconda3/envs/pyspark env:

# Name Version Build Channel
findspark 1.3.0 py 1 conda-forge

In [3]: dimport findspark
findspark.init
findspark.find()

Out[3]: '/opt/spark'

Tynuo. 6-50: Ewcaywyn tov maxétov findspark oto Jupyter Notebook kat evpeon tng dradpounig otnv omoia gival
gykateotnuévo (2" uébodog — findspark)

Me 11¢ TOpoKdT® eVIOAEG 0 yproTng dnpovpyel Eva otiypdtumo tov SparkSession (PAéne

Zynpa 4.51):

from pyspark.sql import SparkSession
spark = SparkSession.builder.appName('iannis_ap').getOrCreate()
spark

In [6]: from pyspark.sql import SparkSession
spark = SparkSession.builder.appName(”iannis app").getOrCreate()
spark

Out[6]: sparkSession - in-memory

SparkContext

Spark Ul

Version

v2.4.3

Master

local[*]

AppName

iannis_app

Zyuo 6-51: "Eleyyog g dtofeoydtrag tov Spark pécw tov Jupyter Notebook (21 pébodog - findspark)

Ynueimon: Oa mpénetl vo emAEEEL Kot Vo, VAOTOMoEL Kaveig tnv néBodo mov tov eumnpetel

KOAVTEPQL.
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Exkivnon / Zrapdtnuo tov Jupyter Notebook

H exxivnon / ctapdtmuo tov dtakopot Jupyter Notebook yiveton amd ) ypouur EvioAdv:
# Ekkivnon tou &itakopiotr Jupyter Notebook:
# * Ta tnv pEBodo 1, peow tou pyspark
pyspark

# * Ia tnv pedobdo 2
jupyter notebook

# Ztapdtnpa tou Sitakopiotn Jupyter Notebook
Ctrl+c

E4v mopatmprioer o ypiomc kamowo Adbog oto onueiopatdpid (notebook) tov mov
dwapaptopetar yoo to 0tL dev Ppébnke 1o pandas (Préme Eynua 6.52), moporlo mov To

eykatéotnoe 1o oto nepidrlov conda, Oa mpémel va Pefarwbel ot £xet emhééel Tov 6mGTO

nepPAArov.
:: J u pyte r Untltled1 0 (autosaved) a Logout
File Edit View Insert Cell Kernel Help Trusted ‘ Python [conda env:pyspark_env] * O
+ < & B 44 ¥ MRun B C | MW Code ~

In [11]: import pandas as pd

ModuleNotFoundError Traceback (most recent call last)
<ipython-input-11-7dd3504c366f> in
----> 1 import pandas as pd

ModuleNotFoundError: No module named 'pandas’

Zynpa 6-52: Xe mepintwon unvopatog AABovg KaTd TV E16aymYn TG TAKETOL GTO jupyter, eV etval 6iyovpog o
XPNOTNG OTL TO €)EL EYKATAOTNOEL, O mpémer va PePanmBei Tt Exer emhé€et to cwotd mepifdilov conda.

Brjua 6° (mpooupetino): Eykardoracn tis exékrtaons Nb_conda yia zpocfacny oo
mepifaiiov cONda Kal eyKaTAcTOCH TAKETWY puéca arxd to Jupyter.

To nb_conda emtpénet otovg ypioteg va Exovy TpdoPacn o€ Tupveg omd Gl tepBaiiova
conda péoa and to Jupyter. T'a To Adyo awtd B TPETEL O YPNOTNG VO EVEPYOTOGEL TPAOTA.

10 conda mepipdAlov Tov kat akohoHOme va eykatactioel To Nb_conda (PAéne Tynuo 6.53):

conda activate pyspark_env
conda install nb_conda

(base) ubuiri9@ubuntu:~$ conda activate pyspark_env
(pyspark_env) ubulri9@ubuntu:~$ conda install nb_conda
Collecting package metadata (current_repodata.json): done
Solving environment: done

## Package Plan ##

environment location: /homejfubuilrig9/anaconda3/envs/pyspark_env

added [/ updated specs:
- nb_conda

Tynuo 6-53: Eykotdotaon g enéktaong Nb_conda
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21N CLVEXELN TPOKEEVOD VO, EQAPLOCGTOVV 01 OALXYEC B TPEMEL VO AEVEPYOTOIOEL TO

TEPPAAALOV TOL KoL KATOTLV VO TO EVEPYOTOINGEL EK VEOU.

conda deactivate
conda activate pyspark_env

Oa tpémel akoloVOmG va ekkivioet To Jupyter Notebook (BAéme Xynua 6.54):

jupyter notebook

(pyspark_env) ubuiris@ubuntu:~$ conda deactivate

(base) ubuirig@ubuntu:~$ conda activate pyspark_env

(pyspark_env) ubuiri9@ubuntu:~$ jupyter notebook

[I 17:36:31.120 NotebookApp][ [nb_conda_kernels] enabled, 2 kernels found |

[I 17:36:33.449 NotebookApp] [nb_conda] enabled

[I 17:36:33.449 NotebookApp] Serving notebooks from local directory: /home/ubuilri9

[I 17:36:33.449 NotebookApp] The Jupyter Notebook is running at:

[T 17:36:33.450 NotebookApp] http://localhost:8888/?token=2d8f5b29b0338boe8dcc150130e69e3c8d4258f67dc9fb29

[I 17:36:33.450 NotebookApp] or http://127.0.0.1:8888/?token=2d8f5b29b0338b0e8dcc150130e69e3c8d4258f67dc9fb29
[I 17:36:33.450 NotebookApp] Use Control-C to stop this server and shut down all kernels (twice to skip confirmat
[C 17:36:33.674 NotebookApp]

To access the notebook, open this file in a browser:
file:///home/ubulr19/.local/share/jupyter/runtime/nbserver-3202-open.html

Oor copy and paste one of these URLs:
http://localhost:8888/2token=2d8f5b29b0338b0e8dcc150130e69e3c8d4258f67dc9fb29

or http://127.0.0.1:8888/?token=2d8f5b29b0338b0e8dcc150130e69e3c8d4258f67dcofb29

Tynua 6-54: Exxivnon tov Jupyter Notebook

Y10 mopamdve oxfuo mapatpel kaveig 0Tt Kotd v ekkiviion tov to Jupyter Notebook
evtomioe dvo Nb_conda mopnveg. Eniong omwg PAEnel kaveig oto Zynua 6.55 oto meptBaiiov
TOL jupyter dnuiovpynonke o emmAéov Kaptéla pe ovopacio conda 6mov @aivoviol Tol
givar ta gtkovikd mepifdAlovta conda mwov Eyet SNUIOLVPYNOEL O YPNOTNG, TTO10 TEPIPAAAOV Eivarl
evepyd Kol EMTPENEL GTOV YPNOTN VO AALAEEL TO evePYO TEPPAAAOV. YTTAPYEL OUMG Eval kPO
TpOPANLa oL Tpénel va o10pBwbel (to TpOPANL eV ivor LOVO OTTIKO ALY Kol AELITOVPYIKO).
H xoptéha avt) eppaviler 3 mepipdArovta conda, an’ to omoia ta 6vo (root, Anaconda3)
TopoméuTovy oty idta dtadpoun (/home/ubulrl9/anaconda3). To npofinpa avtd opeideTon
og aAlayn tng €£650v conda info --json otig véeg ekddoelc Tov conda (error#66) kot amottel
o pkpn mopéppacn ond pépovg tov xpnotn Yo vo dophwbel to mpoPAnpa (av ot
EYKOTACTOON TOL ¥PNOTN dev epeavileTon T0 TPOPANUA avTd, onuaivel 0Tt Ba £xel dStopOHwhel
LE KATO10, LLETAYEVEGTEPT] EVILEPMGCT], OTTOTE UTOPEL VO GLVEYIGEL LLE TO PriLaTar HETE TO ZyMua
6.58). O mo g0KOAOG TPOTOG Etvat VoL aVOIEEL 0 YPNGTNG TN YPOLLLT EVTOADV KOl VOl oVl TOEL
nov Bpioketal o apyeio envmanager.py (PAéme Zynua 4.56) TANKTPOAOYDVTOS TV TOPUKATO
evioA] (mBavov va apyncet Ayo adrd Ba Ppet Ta apyein). BAémel kKaveig 6Tt 61OV LTOAOYIGT
G €YKATAGTAONG VILApYoLV Tpia apyeio, 0 ¥PNOTNG EVOLOPEPETAL yia aLTO TOV PpiokeTan
otov vmokatdAoyo nb_conda ot dwdpoun .../envs/pyspark_env/lib/python3.7/site-
packages/nb_conda/envmanager.py péco oto mepPdAlov Tov (GTNV TopPOLGO EYKUTAGTUCN

T0 pyspark_env).

find ~/ -name 'envmanager.py'
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file:///E:/Cloud_Hosting/Dropbox/Spark/Erroneous%20Environments%20Showing%20up%20in%20Conda%20Nb%20tab%20with%20error%2366

— Home Page-Selectorcr X | +

<« C @ ® localhost:8888/treet conda e % N @ &

— Jupyter Quit | | Logout
Files Running Clusters Conda

3 Conda environments +
Action Name Default? Directory
[Elul ] root 'home/ubulrl9/anaconda
Zae anaconda3 /home/ubulrl9/anaconda3
(SR pyspark_env v /home/ubulrl9/anaconda3/envs/pyspark_env

2503 available packages > 85 installed packages in environment "pyspark_env" s v O @
Name Version Channel Name Version Build Available

_anaconda_depends 2019.03 https://repo.anaconda.com I _libgee_mutex 0.1 main I ]

Tynuo. 6-55: Metd v eykotdotaon tov tpdcbetov Nb_conda dnpuovpyeitan oto jupyter notebook n kaptéda conda,
oTnVv ool eaivovtal To ekovikd tepiPdiiovta conda Tov £xel SNUOVPYHGEL O YPNOTNG, TO €VEPYO TEPPAALOV KO
OV EMTPENEL GTOV ¥PHOTN TNV GAAOYT) evepyoD eptBAALoVTOC Kot TV TpocHikn vEmv TakéTtov uécm Tov jupyter.

(pyspark env) ubuiri9@ubuntu:~$ find ~/ -name 'envmanager.py'

home /ubuiri9/anaconda3/envs/pyspark env/1lib/python3.7/site-packages/nb conda/envmanager.p
/home fubulri9/anaconda3/pkgs/nb_conda-2.2.1-py37_0/lib/python3.7/site-packages/nb_conda/envmanager.py
(pyspark_env) ubulri9@ubuntu:~$

Tynuo. 6-56: Avalntnon tov mpoypdppotog envmanager.py pe tnv evroin find

1t cvvéxetn opov to avoifel pe kamolov enefepyaotn kddiko O0mwe to gedit, Oo npémet va
natoel CTR+F kot va giedyet oto mapdBvpo avalimong : for env in info['envs']] (PAére
Yynua 6.57). Oa Ppet o avaeopd tv omoia O Tpémnel va aviikatacthoet pe tyv: for env in

info['envs'] if env != info['root_prefix']].

Lfyspérk_env)'ubu1r19@uﬁbniu;~$Igedit /home/ubul?lQ/anaconda3/envs/py5park_env/liE/pythonB.7/site~packages/nb_:onda/envmanager.py

*
Avowpa ~ 1 -‘,‘anaccnda3,-‘9!1*,-5;‘|:ysper:gxm\ab?;?:crrllgx,‘slte-patkages;’nbiccnda AnoBiikevon = - g
'name': os.path.basename(env),
"dir': env, ®%Forenvininfo['envs']] @~
'is_default': env == default_env
}
return {

"environments”: [root_env] + [get info(env)
#for env in info['envs']]
for env in info['envs'] if env != info[ 'root_prefix']]

}

Yynua 6-57: Ebpeon g éxppoong ‘for env in info['envs']]” kot avtikatdotacn g pe v ‘for env in info['envs'] if env
1= info['root_prefix']]’

A@ov cmoet 1o apyeio Oa Tpémel va KAEIGEL TN VPO EVIOADY €0V NTAV 10T AVOIKTH KoL GTN
ovvEyela vo avoiet pia véa 6mov Ba. eKKIVAGEL €K VEOUL TO jupyter:

jupyter notebook
Onwg @aivetor oto Zynuo 6.58, 1o mpdPAnua amokoatootddnke. And v Koptéia conda
Umopet o0 xpnotng va eykabioTd Kot vo ameykodiotd mtokéto o€ Eva meptBailov conda. Mropei

emiong va dwayepileton Ta dSdpopa mepiPdirovia (tpocOnin / daypaen / KAwvomroinon).
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"o va Tpocbicet o ypnotng oto mepiPdAlov conda pe ovopacio pyspark env 1o mokéto mov
Nn0ele (pandas) Ho mpémel va akoAovdNoEL TO TOPUKATOD Prpoto:

o Oa npénel TpdTO Vo EMAEEEL TO €V AOY® TTepBaiiov (PAEme Tynuoa 6.59).

e Y11 GULVEXELD VO KAVEL OVOVEDGCT TOV TAKETWOV UE TO TANKTPO ©

e AxohlovBw¢ Ba mpémel va emAEEEL TO TOKETO 1) TO TAKETA TOV OEAEL VO EYKATOCTNOEL
(BAéme Zymua 6.600) kot vo Ttotioet To mAnkTpo » (PAEne Zynqua 6.600).

— Home Page-Selectorcr X | — Home Page-Selectorcr X | +
&« e o @ localhost:8888/treeconda ses w In O &
 Jupyter Quit | Logout
Files Running Clusters
2 Conda environments +
Action Name Default? Directory
[l root Ihomefubulrl9/anaconda3
[E-5 R pyspark_env « Ihomefubulri9/anacendad/envsipyspark_env
2503 available packages <+ 85installed packages in environment "pyspark_env" v & @
Name Version ‘Channel Name Version Build Available
_anaconda_depends 2019.03 https://repo.anaconda.com I _libgee_mutex 0.1 main I
Ipkgsimaindlinux-64

attrs 19.1.0 ov37 1

Tymua 6-58: To mpdPAinua (PAéme Zynfua 6.55) 6mov oty kaptéla conda dvo mepiPdiiovta ta root kot Anaconda3
TOPETEUTOV OTNV 1010 SLOdPOUT TOKATAGTAONKE

Jupyter Quit Logout
Files Running Clusters Conda
2 Conda environments + <
Action Name Default? Directory
FHae root /home/ubulrl9/anaconda3
[N pyspark_env v Jhome/ubulrl8/anaconda3/envsipyspark_env
5 available packages pandas| > 85 installed packages in environment "pyspark_env" o v & @8
Name Version Channel Name Version Build Available
geopandas 0.4.1 https:/irepo.anaconda.com _libgce_mutex 01 main I
Ipkgs/i Wi h
pkgs/main/noarc attrs 1910 pyaT 1
pandas 0.25.1 https:/itepo.anaconda.com
- backeall 0.1.0 py37.0
Ipkgs/main/linux-64

Zynua 6-59: Emdoyn tov pyspark_env wg gvepyd mepipddlov kat avalinon tov nakétov pandas péca omd v
Kaptéia conda
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Instal

5 available packages pandas 85 installed packages in environment "pyspark_env" 2 v O @
Name Version Channel Name Version Build Available
geopandas 041 https://repo.anaconda.com _libgce_mutex 0.1 main I
/pkgsimain/noarch
P attrs 19.1.0 py37_1
v pandas 0.25.1 https://repo.anaconda.com
: backeall 0.1.0 py37_0
Ipkgsimain/linux-64
(o)
5 available packages pandas > 96 installed packages in environment "pyspark_env" C v o "
Name Version Channel Name Version Build Available
geopandas 0.4.1 https://repo.anaconda.com openss| 1llc h7b6447c_1
Ipkgs/main/noarch
Pre panias o.25.1 py 37he671000 0
pandas 0.25.1 https:/irepo.anaconda.com
pandoc 2232 )
Ipkgs/main/linux-64
i 142 371
pandas-tatareader 0.7.0 https:/itepo.anaconda.com pandocfilters py37_ I
A . z . . ’ .
Zynua 6-60: Eykotdotaon tov makétov pandas péca and v kaptéda conda
Home Page - Select or create a notebook - Mozilla Firefox - 8 x
X | HomePage-Selectorcr X | +
@ localhost:8888/tree#notebooks % waoe =
~ Jupyter quit | | Logout
Files ~ Running  Clusters  Conda
Select items to perform actions o them. Upload E]
=T Notebook E
Python 3
[ anaconda3 Python [conda env:pyspark_env] *
[ Desktop o
Create a new notebook with Python [conda env:pyspark_env] *
O Documents
Text File
3 Downloads
Folder
3 Music Terminal
[0 Pictures 7 pépec Tpv
03 Public 7 pépe pwy
[ snap 7 UEPEC TIpIV
[ Templates. 7 pépec Tpiv
O videos 7 pépeg Tipiv
& untitled.ipynb 6 pEpecTipv  4.68 kB
& untitled1.ipynb 3 pepec Tpiv 5558
[ examples.desktop 7pEpsqmpy  B.98 kB
()
' Jupyter Untitled2 Last Checkpoint: éva Aemo mpiv (unsaved changes) F Logout
File Edit View Insert Cell Kemel Widgets Help Trusted  # ‘ Python [conda env:pyspark_env] * O
B+ 3 B B 4 ¥ MHRin B C W Code =2

In [3]: import pandas as pd

In[]:]

®

Yynua 6-61: (o) And v kaptédra files, péow g avadvopevng Aloto New pmopei va emihé€et o xpriotng tov
nopnva Tov embupel yio to véo jupyter notebook, (B) Emtuyng sicaywyn tov mokétov pandas oto véo
onuewwpotapto jupyter (o apBuod péoa otig aykdres In [3]) apiotepd Tng EVIOAG VTOSEKVOEL TNV ETLTUYN
EKTELEON TNG EVIOANG)

Amo v kaptéla files, pécm g avadvouevne Alota New upmopel vo emAéEetl o ypnong Tov
mopniva mov  emBopetl (0oeg emhoyég €yovv v évoelln conda envienv_name, eivol
oLVVOVAGHOG TVPNVaA-TEPIBAAAOVTOG conda) Yo To onuelpataplo (notebook) mov Bélel va

dnuovpynoet (conda env:pyspark_env oty mepintmon pog — PrAéme EZynua 6.61a). T
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CULVEYELD, LECO OTO ONUEIMUATAPLO TOL dNuovpyHONKe lcGyovue To pandas pe v evioin
(BAéme Zymua 6.61P):

import pandas as pd
Kot mapatnpodpe 01t ekteEléoTnKe Kavovika (0tov Exel aplBpd péca otig aykdre w.y. In [3])
LETA TNV EYKATAGTOGT] TOV TOKETOV.
Télog o koA cvvhBeto gival va amobnkevel 0 TPOYPApHOTIGTAC TO TEPIPdAlov conda og Eva

apyeio yaml (apyeio pe eméktaon .yml, PAéne evotnto “Amnodnkevon nepifdirovroc”). INa tov

AOyo avtd o mpémel o ypHoTNG Vo ONUIOVPYNCEL Evav KaTGAoyo pEca otov omoio Oa

amobnkevoet to apyeio yaml (YAML Ain't Markup Language):

# Evepyomoinon tou mepiBdAlovtog conda pe ovopaocia pyspark_env

conda activate pyspark_env

# Anuioupyia dak€Aou yia tnv amobrikeuon tou mepilPAaAAovtog conda

mkdir ~/Downloads/pyspark_env_dir

# AmoOrikeuon Tou tpExovtog mepilBdAAovtog conda

conda env export > ~/Downloads/pyspark_env_dir/pyspark_env.yml

1s -al ~/Downloads/pyspark_env_dir

# To yaml e€ival €va ¢1A1k6 mpog tov AvOpwmo mpotunmo ceiplonmoinong dedopevwv yia OAEG TG

YAWCOEG TPOYPAUUOTLOHOU .

sudo gedit ~/Downloads/pyspark_env_dir/pyspark_env.yml
Eyxotacstaon tov Spark og pua svetadsa Hadoop YARN
Y& TPONYOVUEVT] EVOTNTA TAPOVOIAGTNKE O TPOTOG eykatdotaong tov Spark ce Tomikn
Aertovpyia ektéreonc (local mode) 1660 og Aettovpyikd Xvomua Windows déco kot e Linux.
Y1 ovvéyeln TopovolaleTol 0 TpOTog gyKatdotacng tov Spark oe o cvotddo Hadoop
YARN 0m0TeAOVUEVN OO EIKOVIKEG UNYAVEG LE EYKOTESTNUEVO AEITOVPYIKO oot Linux
(UBUNTU 19.04). Ot 6pot "kopufog" kot "etkovikn unyavn" xpnotpuonotovveot evoArGELpo o€
oTH TNV SMA®UATIKY epyacia kot avapépovion o po. EM (Ewkovikn Mnyovn) mov wepiéyet

wo M Teprocotepeg depyacieg Hadoop.

Il .avo eykatdotacns tov Spark e¢ everada Hadoop YARN kat ¢ Standalone everdda

Oa mpémel oe mpmdT EAcn va dnuovpyndel n ovotado Hadoop YARN pe 1ic ikovikég
LUNYOVEC KoL GTNV CLVEXELD VL KOAOVONoEL 1] eyKatdoTtact Tov Spark. Oa mpénet va TovioTel
Ot dev gival amopaitntn 1 eykatdotacn tov Spark oe 6Aovg tovg KOUPOLE TG GLOTAdAG
(apkel og évav kOpUPo) mopdra avtd Oa eykatactadel oe GAOVG TOVS KOUPOVG TPAOTOV Y10, VoL
umopel va ypnoponombel n eykaTdoTooT THG CLOTASNS Kot Yio TV Asttovpyia tov Spark pe
TOV €yyevn dlayelploth cvotddag tov Spark (Spark Standalone Cluster Manager) kot devtepov
pe ovtd TOV TPOTO amAomoleitanl 1 dadwkacio ™G eyKatdotaons Kabdg ot KAmvol o Oa

YPEWGTOVYV TOAAES TPOTOTOOELS.
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[Ma ™ dnuovpyia TV elkoviK®V unyavav Ba xpnoipomoindel 10 AOYIGUIKO 0VOIKTOU KOIKO,
Oracle VirtualBox mov gival pio ave&aptntov TAATQOPUOG EQapuoyn ikovikomoinong. To
TAGVO gykatdoTaons mpoPAénel v gykatdotact , o o EM - Ewxoviky Mnyoviy (VM -
Virtual Machine), dlov TtV TPOOTUTOOUEVOV TPOYPOUUATOV TOL omaplOpovvTaL GToV
TOPOKATO TIVOKO Kol TV TPUYLOTOTOINoT OA®V TOV arapaitntov pviuicenv oto apyeio
SLUOPPMOTG TOV TPOYPOUULATOV OVTOV KOl TOL AEITOVPYIKOD GUGTILATOS KOl kOA0VOWS TNV
onuovpyia  tpov  Khovev (slavel, slave? xoz spark-client) ¢ EM  o6mov 6o
TPAYUATOTONO0UV 01 EMPEPOVS TPOTOTOMGELS GTO. apyEia SUOPP®ONG. AKoLovOdVTOG TIg
oonYyleg €yKOTACTOONG O EKACTOTE YPNOTNG UTOPEl av TO emBLpEl Vo SNUIOVPYNOEL Hid

ovotdoa N-KOUPmv (6mov N = o0 apBrds TV KOUPOV TOV 1KAVOTOLEL TIG OVAYKES TOV).

[Mivaxag 6-1: TIpoamartovpevo Aoyiopikd yuo v gykatdotaon tov Spark oe cvotdda Hadoop/YARN
kot og Standalone Mode

A/A | IpoamarTtoOpuevo Aoylopiko Apyeio oOwopdpemong
1 Agrtovpyikdé UBUNTU 19.04 ko = Jetc/profile
. . . . = /etc/hosts

npocbeta emokéntn VirtualBox: «  ~/ bashrc
2 Java: openjdk-8-jdk
3 Anaconda3: Anaconda3-2019.07-

Linux-x86_64.sh

Home path: /opt/anaconda
4 Hadoop: hadoop-3.2.1.tar.gz** = /etc/profile.d/hadoop.sh

210V KATIAOYO

Home path: /usr/local/hadoop /usr/local/hadoop/etc/hadoop!/:

= hadoop-env.sh

= workers

= core-site.xml

= hdfs-site.xml

=  mapred-site.xml

= vyarn-site.xml

5 Spark: Ytov kotaroyo /opt/spark/conf:

Home path: /opt/spark = slaves®
= spark-defaults.conf

= gspark-env.sh

% Té60 o¢ ovorada Hadoop YARN oo ke oe ovetada Spark oe Standalone mode mov péyel mopalinia pe o Hadoop
HDFS yia. vo. expetalAedeton Tig SuvaToTnTes T00 KOTOVEUNIUEVOD GUOTHIOTOS OPYEIWMV.
% 3¢ Spark Standalone mode
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Ilpoxaraprrixés Epyacics mptv Tyy onuiovpyia twv Eikovikwv Myyavaov

[Ipwv v dnwovpyia g EM Ba mpémet 0 xpnong vo KAVEL KATOEG EMTAEOV TPOKATAPKTIKES
gpyacieg. Oa mpénel va tpooroacicel o€ mola 0éon (BAéne home path otov [ivaxa 6-1) Oo
eykataotiost ta. Anaconda, Hadoop kot Spark, moleg otatikég dievduveeig Oa dmoet otig EM
Tov, oto hostname ko Tésovg ene&epynotés Oa Exel kabe EM, moon cuvoliky pviun og GB,

KkaBdg kot wota Oa elvar ) ywpnTikdTTA TOV GKANPOY dickov e GB kébe EM .
Mopakdto mapatiBetar o [ivakag 6-2 pe T1g empépouvg pubuicelg Tov emAE TNKOY Yo THV
ekdotote EM oty mapovca dumhopatikny epyosio kabng kot o Iivaxoag 6-3 pe to Ovopa

xpnot kot to Ovopa Opddog ya 1ig EM.

TTivakag 6-2: Emypépovg pubpuiceic EM

Ovopo EM Aevbvvon 1P Ovopa HDFS YARN Daemons Spark AplBuodg  Mviun Xopnridmo

VITOAOYIOTH Daemons Daemons & CPU (GB) HDD (GB)

(Hostname) Processes

hadoop-master 192.168.1.100 master NameNode | ResourceManager | Master™?
Secondary
NameNode
hadoop-slavel 192.168.1.101 slavel DataNode NodeManager Worker™ 27 4 40
executors”
hadoop-slave2 192.168.1.102 slave2 DataNode NodeManager Worker™ 2 4 40
executors™
spark-client 192.168.1.110 | spark-client driver® 1 2 40

Mivoxag 6-3: Ovopa ypriot kot Ovopa Opddag yo 1ig EM

username groupname

hadoopuser hadoopgroop

Anuiovpyia Eikovikijs Muyyavijs ue v epapuoyn Oracle VM VirtualBox
I'o va dnpovpynoet o ypnome o EM Oa mpénet va avoiel tqv  epappoyn Oracle VM

VirtualBox kot axoAovBwg va kdvel khk oto kovumi "Néa" yio vo avoiéel éva mapddupo

%6**: 3¢ Spark Standalone mode

27 O1 2 mopiiveg avampocwrebovy tov "eldyioro” mopalintioud.

80 exteleotiig (executor) kol o 0dnyog (driver) eivar Siepyasieg (processes)

29*: 3¢ client mode, w600 oe ovotada Hadoop Yarn o xou oe Spark Standalone mode (ezi tov wopdvrog, 1 avtévoun
Aerrovpyia dev vmoatpiler cluster mode yio epappoyéc Python). 2e cluster mode oe svotdda Hadoop YARN o
ApplicationsManager (éva sootatiké Tov ResourceManager) apod emikopdaoet 0t 01 aroutobuevol axd v vrofinbeioa
epappoyn mopot yia tov ApplicationMaster eivai drabéoiuor, avoartiooer Tov driver eviog tov ApplicationMaster (zo kipio
container zov {za, Eexiva kor wopaxolovlei Tovg TOPOVE THE EPAPUOYIGS,), 0 KATO10V amd Tovg drabéoyovg slave kéufoug.
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SAGYOL Kot 6T GLUVEXELN Vo aKOAOVONGEL Tl KaBodnyoveva PLaTO TG EPOPUOYNG OTTMG
QOIVETOL KO GTO TOPAKAT® GYT 0T

¥¥ Oracle VM VirtualBox Auoyeipioric
Apxeio | Mnxowni | BoriBaa
3 Néo.
gF  Mpocnkn..

& AR QG
Ctrl+A ) X ) N )
Nporwroa | EBoaywy Efoveyi | Néa  Mooofikn
Kaheg fipBate oTo VirtualBox!
To apioTepd Thika Tow NapaBipew nepiExa Ta zpyakeia CUOTIHATOS KAl éva KaTAhove ke Gheg TIC IKOVIKEG
Wnxavd kal Ti opaBeg EIKovIKiY UnNXavidy oTov unoheyioT oac, MnopeiTe va eppavioeTe Ta gpyakeia Tou

meypvou GTNEIoU XPRICIHONOIGVTAS To GVTIGTONKo kAU STOrEKaV.

MnopziTe va narrioete To nhfktpo F1 via duzon Boreia, i anioxegTaire To wanw.virtualbox.org yia Tic
ekeuToieg Anpoepies kil véD.

Zynpa 6-62: Anpovpyia véag Ewcovikiig Mnyovig (EM)

Dvopa Ko ASToupyikd olaTnpa MéyeBoc Mvnpng

EmihéEre 2va neprypo@ixd dvopa kol @axsho npoopiopol yia TNV Kanoupia

aiovik| pravi| kan BiahiEre Tov TOne Tou herroupyikol cuoTrpaTeg nou
OKONEUETE VO EYKATAOTHOETE. To dvopa now Ba emihélerz Ba xonponozital
oo VirtualBox yia va TGUTonoINGE TY pnxavry.

EmiAEETE To noad Tng pvhpng (RAM) oe megabytes nou Ba exqwenbe ommy
EIKOVIKF] Pryavr.

To npetevepevo peyeBog pvrpng eivar 1024 MB.

‘Ovopa: |hadunp-master | '

oA 2] e

. . 4 MB 16384 MB
©akehol Mravng: | F:\WMs_Catalog V|

Tonog: | Linux

‘Exdoon: | Ubuntu (64-bit)

Na Mpoxwpnpsvoug AKupo L

(o) ®)

Tymua 6-63: (o) Exiloyn ovopoatog, akelov mpoopiopod Kot Tono Agitovpyikod Xvotipotog yo. tyv EM , (B)
Exyopnon pviung RAM otv EM

To péyebog g pvniung mg EM (PAérne Zynuo 6-63p) mov emléyetl o ypniotng e&aptdror and
TOALOVG TTapAyovTeSg, OTMG T0 pEyebog pvnung tov owodeomotn (host) vwoioyiot, and v
npoopilopevn ypnon g EM, and tov aptBud kot tn pviun mov Katovoaidvouy GUVOAKE o1
vorouteg EM mov Ba tpéyovv tantdypova, KAT. ®a mpénetl vo onpeimdei 6t to VirtualBox
0o dSnuovpynoet pa “katdtunon evolhayng” (Swap) pe to idto péyebog 0mmg 1 pviun Paong

Tov €16dyel €d® o yprots. 'Etot, apydtepa, otov emiééel 1o pnéyebog Tou E1KOVIKOV GKANPOD
diokov, Ba mpémel va To AaPel avtd vITOYN TOL.
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(_
TkAnpoc diokog

Av BEheTe pnopeite va npooBioeTe Svav exovike okhnpd Sioko oTry vEa
przavn. Mnopeite, eite va SnuoupyrioeTe Eva véo apxeio oxknpou dickou,
eite va SiahEEeTE Evav and Tn) kioTa, f and akin Tonolesia
KPRTILONOILVTAS To aikovidio pakshou.

Av ypaialzoTe pia mo nohdnkokn anoBnkeuTikn AGTn pnopeiTs va
napaksipeTe QuTo To Pripa kol va kavete Tic ahhayes omic puBpicec Tng
prpcavic 6Tav Ba £xa dnmoupynBei n pravn.

To ouvioTapsvo pEyefog Tou okhnpol Jickou sival 10,00 GB.
(O} Mnv npooBrere dvav awovikd oxhnpd Sioko
@ AnoupyzsioTs dvav skovikd okhnpé igko Thpa

(0 ¥pnmponoizioTs fvav UNApyovTa Skevikd orhnpd Simko

Kevid

BKupo

(o)

Tumocg apyeiou okAnpo Sigkou

ErihéEre Tov TUne Tou apyeiou nou BEAETE va XpNOWONOINGETE YIa TO VED SIKOVIKS
okAnpd dioko. Av Gev ypadlerol va Tov XpnopononosTe pe akho hoyiopkd
EIKOVONOINGNG UNOpETE va agrigeTe aut Tn plBpion onws cival.

(® VDI (Eidva Aiokou VirtualBox)
() VHD (Emovicoc ZxAnpoc Aiokoc)
() VMDK (Eiovikig Aokog Mrgavie)

Arupo

Ta Mpoywpnpgvoug

®)

Zynua 6-64 (a) Emoyég yio Anuovpyio Eucovikod ZkAnpov Aickov (EXA) otnv EM, (B) Tonog apyeiov EXA

(_
AToOrKsLuo O MPOYUUTIKG OKANpPS Sloko

EniAZETE av o vEog ElovikGg orhnpoc diokog Ba peyaMive Juvapika pE T xprion
(Buvapkn excwpnon) 1 av Ba SnpoupynBai pz To péyoTo péyefos (ndyio péyeloc).

H Suvapikn exgopnon oxknpol Siokou Sa xpnoponofos XHpo oTov NpaypaTiks
orhnpé Sioko kafiog xpnoonoisital (U To pEyioTo nayio péyeBog), av kol Gev Ba
ouppikveBel auTdpaTa av eheuBepwbal xipog oTov EKovikd okhnpd digko.

‘Evog oxknpac Siowog pe ndyie peyefog pnopsi va napel nepiodTepe va dnpioupynBe
OE kdnoia ouoTrpaTa ahhd guyva Eival Mo ypiyopos Kard Tr ypRoT.

® fuvapikd exyipron

) Naya

AKUpO

(o)

-

Qfon apyeiov kou péyBog

TupnAnpoTe To dvopa Tow apyEiou Tou viou akovikel okAnpol Siokou oTo KouTi
napakaT A KAVTE khik OTo ZIKovidio qpakEhou yia va emkilers &va edksho oTov onoio

Ba dnuioupynBei To apyzio.

Erih2Ers To péyzfioc Tou okhnpol diokou oz megabytes. To péyeBos unedinhava To
opio Tev Sedopdviov Ta onoia n akovikr prxavry Ba pnops va anoBnkelos oTo okhnpd

Bigko.
0

2,00 T8

| F:\VMs_Catalog\hadoop-master\hadoop-master.vdi

4,00 MB

AKUpO

AnpiougyrioTe

®)

Eynua 6-65 (o) Emloyf Zratikhg 1| Avvapikng exydpnong v tov EZA, (B) Oéon apyeiov EXA kot péyebog EXA

O ypnotng Oa mpéner vo emré€er (PAéme Zyqua 6.65B) éva kavoromtikd péyebog yio va

ATOPVYEL TNV ENEKTOGCT] TOV EIKOVIKOD GKANPOL d1GKOL HEALOVTIKL.
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lj Oracle VM VirtualBox Aiayzipiotrg

Apyzio

g v

Mnyav BerBzua

‘Ovopa:

Azmoupyikd Zoompa:
Séon Apyeiou PuBpicewv:
[®] zdompa

Baaikr) Mvipn: 3072 MB

Zaipd exkivnong:  MuokEra, OnTikeg Aiokod, IkAnpog Aiokog

Enmayuvon: VT-x/AMD-V,

M o8évn
Mvripn Mpaopikdv:
EheykToig Mpapikv:
LMiaropmaTrig Anopakpuapivng E
Mayvnrookonnon;:
AnoBrikeuon
Eheykic: IDE

IDE Asurepetuv KUpiog:
EheykTric: SATA

Slpa SATA O:

ifn Hxoc

|| npoemoxdnnon

hadoop-master
Ubuntu {64-bit)
F:\WMs_Catalog\hadoop-master

hadoop-master

“EvBzrn geiBonoingr, Moposkovonoinon KVM

16 MB

VMSVGA
Anzsvepyonoinuivog
Ansvepyonoinuevn

npavaIac:

[Onmkry cuokeun] Keve

hadoop-master.vdi (Kavowika, 40,00 GB)

08nyoc Owodeonom:  Windows DirectSound

EhzykTric:

= Aixtuo
Kapra Sikroou 1:
(5 usB

Eheykrig USB: OHCI

ICH ACS7

Intel PRO/1000 MT Desktop (NAT)

AoV gmréEet ) véa Tov EM OBa mpémet va kdvel KAk 6to kovuni "PuBpicels” onmg patvetot

GTNV TOPATAVE® EIKOVOL.

yfuo 6-66: Pvbuiceic EM

] hadoop-master - PuBpiceig

Mevike
IhoTnpo

CBéun

;‘,‘ AmoBrkzuon

Hyeg

Aiktuo

Taiplaxéc Epeg

USE

Kowaypnorol Qdxshot

Nepiféddov xpriatn

? ®
Zoomnpa
MrTpikr) EnsEepyaoTrig Enrmdyuvor
. ————
4 MB 16384 MB
Tepd sxkvionc: Bﬁ\wn{ém +

Qhokhnpupivo Kikhopa:

Fugwzun SeikTn:

ExTeETapEVa XapakTnpioTIKG

Omrmikac Aio... | [+
& xnpéc pia...
O ’ Alkmuo

PIIX3

Movriki PS/2 -

: Evzpyonoinon npwTokdihou EioddoufEEsou APIC (I/O APIC)
[ Evepyonainon EFT (péve yia ouykskpipva Aemoupyikd)

Pokdl ougTripaTog oE mpa UTC

o

Yymua 6-67: Mviun EM & cepd exkivinong
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] hadoop-master - PuBpigzig ? >

! evikd IooTnpa %
£ Tompa Mnpiri  Enclepyoomic | Enméyuvan
! OBdvn EncEepyacTriglEc) 1 5
E . 1 enzEepyaoTT) 4 enzkepyooTEs
e/ AmoBrikzuon )
‘Opio sxTEhaomc: ' 100% =
(cD:I Hyoe 1% 100%
-_l AlkTuo EKTETapEVa XopakTnpIoTIKG Evepyonoinon PAE/NX

£ ) Evepyonoinon Eviiemng VT-x/AMD-V
3_9-, Lziploksg Gupec
)
¢ USB

Kowoypnorol Odxkehot

T Mepidddov yprioTn

Zynpa 6-68: Emioyn apiBpod eneéepyastav kot 0plo ektéreong (ndopwv) EM

O ypfotg umopet va odAhaEel tov apud tov encéepyaoctav (PAEne Tyfuo 6-68) kavovtag
KMK oty emthoyn "Tootmnua' Kot akolovbwg emiléyovtag v kaptéha ‘Enefepyactc’ ota
de€1d g 0006V g Ko cvpovTag To pLOUeTIKS dimha oto "EmeEepyaotc (e¢)" mpog ta de&id
péxpt v Tun mov embopel. O péyiotog apBudc mov pmopel vo emhéger eivan icog pe tov
aplOpd TV eneLePYacT®O®V N TLUPNVOV ENEEEPYACTMOV TOL ElvOl EYKATEGTNUEVOL GTOV

VTOAOYIGTN TOV.

YOpovtag akolovBws o yprotng 0 puOcTikd dimha oto "Opio ektéleong” mpog Ta de&id
uéxptva gppaviotei n tiun "100" entpénet oto VirtualBox va ypnoipomnotei GAovE Toug 1Opovg

TOV EMEEEPYACTN TOL.

IMposdomoinon: Entpénovrogc o ypnotng oto VirtualBox va ypnoiponotei GAovg Tovg T0poug
0V enelepyaotn Tov pnopel va emPpaddvel T0 AEITOLPYIKO GUGTNUO TOV OIKOOEGTOT

VTOAOYIGTY.
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{23 hadoop-master - PuBpiozig ? *

! Mavikd 0Bovn
X Iiotnpa 086wvn Anopakpucpévr OBdvn MayvnTooKonnan
B ceoun T T T | J
= — vy 128ME ]
@ AmoBriksuon ApiBpdc OBoviv: ' , . . . . . 1 =
1 8
Qo Hxoc B Rl FTT
q EhayioTo MeyioTe
[ AlkTuo
Eheykmnig Mpopikv: | VMSWGA —«
f_% Iaipaxee Bipsg Enmayuvon: [ Evepyonoinon 34 sniméyuvarnc
o . .
.f_) USE [] Evepyonginon 24 sniméyuvanc

Kowaypnotol Gakshot

o Mepifaddon xprioTn

Aupo

Yo 6-69: PuOpon pviung Kot Aomdv YopaKTpIoTIKOY KAPTAG Ypoeikav & aplfpod obovav

H emoyn O06vn, emtpénel otov ypnotn va emAélel 1o péyebog e Uviung e KApTog
YPUPIKADV, TOV GUVTEAEGTY] KAMLOKOG, TOV EAEYKTY] YPAPIKAOV KAOMOGS Kot v Bol xpnGLOTO|GEL

Kdmoto €ldog emtdyvvong (2A 1 3A).

! leviké ‘ AnoBrjkeuon ‘
s . ) .
IT IvoTnpa Zuokeugg AnoBrikeuong = 116N TEG
) Ac: 1 < OnTikr ouokeuh: | IDE Asutepeiov Kipiog v
! 086vn > Ehzykmic: IDE VI < o 3
N— I 9) Kevod 4 Zwvravo CD/DVD
1 Jl‘; AmoBriksuon I P o
(Dj H !? Mapokehus emhééte éva apyEio EKOVIKOU OTITIKOV SioKou X
X068
-q R &« v A ‘ > Autogo.. > Ztoyzia Anyng v O Avalntnon: Ztozia Angng yel
f.’:‘;\ Sepioniad Opyévwon v Néog paxehog == v [ o
—_— | Eyypopa A Ovopa a
I“ 4 B Ewvec  NWPITEPH OUTOV TO XPOVO (18)
[ Kowsxena B Erupbivein sovaciac €2 ubuntu-19.04-desktop-amd6d.iso
JBA
T 5 b Movown
| Nepeto T rmclock_235_bin 9
ToyEla Anyng vl % S
‘Ovopa apyziov: | ubuntu-19.04-desktop-amd vI ‘O)ot ot eikoviKOL OTITIKOL Sigko v
e
Nai Axupo

Yynpa 6-70: Brjpata yo v emthoyn apyeiov Eucovikod Ontikov dickov (EOA)

Oa mpémet va Kavel KMk otnv emhoyn 'Amodnkevon' (1) kot akoAovbmg oty emhoyn ‘Kevd’

(2) xdto and tov EAeykn: IDE (BAéne Tyfuo 6-70) ko katdony oto gikovido "CD / DVD"
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(3) ot de&ud mhevpd ToL TOPABVPOL Kot akoAoVBmG amd v emhoyn “EmidéEte apyelo
EIKOVIKOD OTTIKOV O1GKOV ~ TOL TTUGGOUEVO LEVOD VO, ETIAEEEL TO OPYELD OTTIKOV EIKOVIKOV
dtokov ( to apyeio ISO ubuntu) wov B poptwOel 6TV ONTIKY GLGKELT. Oa Tpémel emiong va

emiééel v emroyn “Zovtavdé CD/DVD” (4) 6nwg poivetal GTny Topamive KOV

{2 hadoop-master - PuBpiozic, ? X
! Tevikd AnoBijksuon

& Ibompa ZuokeuEs AnoBrikeuong IEmTeg

. 086 ~ Eheykmg: IDE Onmikn guokeun: | IDE Aeutepetiwv Kipiog - @

ovn S

12} ubuntu-19.04-desktop-amdé4.iso Zuwtavd CD/DVD

a - )

E Hmtiy & Bhopric SATA Mhnpospapizg

(D:l Hyog E_ hadoop-master.vdi Tinog: Eméva

MéyeBog: 1,95 GB

-q AikTuo QL e vl C:\Users\ianni Downloads\ubuntu-19.04-desktop-amdé4.iso
5 Zuviebepivo oer —
r_; Zaiprakeg Bopeg

o)

£ use

Kowoypnotot Daxshot
T | Mepipaiiov xpriom
& &

Yynua 6-71: To mopdbupo Amobnkevon (otig pubpiceig g EM) petd mv pdbuion tov apyeiov Ewkovikon
Ontikod diokov (EOA)

¥ Oracle VM VirtualBox Ayziporic - [} X

Apyzio  Mnyovr  BorBaa

HE’E Epyaheia i:? {E} 'k =
Nio  PuBpiom  Avaipzon  Ek
&4} \:adoo st

= revika =] npoemoxénnon 2
@ Tepuamap: ‘Ovopa: hadoop-master

Acmoupyikd Zoorpa: Ubuntu (64-bit)

G#on Apysiou PuBpiczwv:  F:\VMs_Catalog\hadoop-master

[E] zdompa

Baowr Mvipn: 3072 MB hadoop-master

Zeipd exxdvnong:  Muowéta, OnTikeg Aokog, TkAnpog Aiokog

Enméyuvon: VT-x/AMD-V, “EvBiemn aehidonoinam, Noposixovenoinan KM

=) o8ovn

Mvripn Mpapikav: 128 MB

EheykTric Mpapikiov: VMSVGA

MigKopioTrg AnopakpuopEvng Emedvasg:  Anevepyonoinuiveg

Mayvnrookénnon: Angvzpyonoinpévn

AnoBiikevon

Eheykmg: IDE
IDE Asutepeiiov Kipiog:  [Onmikry cuokeur] ubuntu-19.04-desktop-amdéeiso (1,95 GB)
Eheyicric: SATA
©Upa SATA 0: hadoop-master.vdi {Kavovikd, 40,00 GB)
([p *Hxog
0dnydg Oikodzonétn:  Windows DirectSound
Eheykmic: ICH ACS7
& Aikrvo
Kapra Grriou 1: Intel PROJ1000 MT Desktop (NAT)
(9 usB
Eheyicrric USB: OHCI of

Yynpa 6-72: Exxivnon EM

To mapaBvpo Amodnkevon (otig puBuicelg tng EM) petd v pbBuion tov apyeiov Ewovikov

Omntiko? diokov (EOA) ba mpémet va paivetar dnwg oto Tyfuo 6-71.
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Emotpépovtac oty 006vn “Oracle VM VirtualBox Awoyeipiotic”, o ypnotng umopei va
ekkwvnoet v véa EM kavovtag khk oty EM Ubuntu ko motodvtag to minktpo 'Exkivion'

Omwg paivetal 6To Zynuo 6-72.

Eyxatdoracny rov Ubuntu 19.04

MoOMG 10 cVOTNUO EKKIVIAGEL, B vITodE)TEL TOV YPNOTN Lo 006VN VTTOSOYNG TAPOUOLN LE TNV
TopaKkaT®. Xe avtny v 006vn tov Tapéyovtar ot emhoyéc "Aokipudote to Ubuntu” (Try
Ubuntu) 1 "Eykatoaotote to Ubuntu” (Install Ubuntu). Eav emAé&el tv emloyn "Aokiudote
1o Ubuntu", puropei va. dokipdoet o Ubuntu 19.04 ympic vo eykataotioet Tinoto 6to oKANpo
dioko Tov cvetuatdg tov. o va eykatactiost to Ubuntu Linux etov okAnpd tov dicko, Oa
npénel va. emhé€el Ty emhoyn " Eykotaomote to Ubuntu™ (Install Ubuntu). Zmv apiotepn
mAevpd T 006vN¢ divetal GTOV ¥PNGTN N SLVATOTNTA ETLOYNG TG YAMOGCWG EYKOTAGTACTG.
[Mopéyeton emiong évag GUVIECHOG TOV TOL EMTPEMEL VO OL0PACEL TIC EMIONIES ONUELDCELS
£kd0omg Yo TV Tapovoa kdoomn tov Ubuntu Linux.
¥

Nov 24 18:08

Install

Welcome

English |

Espafiol =

Esperanto

Euskara

Frangais

Gaeilge

Galego

Hrvatski —
islenska

Italiano Try Ubuntu Install Ubuntu

Kurdi

Latviski 1 1 A
You can try Ubuntu without making any changes to your computer, directly from

Lietuviskai this CD.

Magyar

Nederlands

No localization (UTF-8)

Norsk bokmal

Or if you're ready, you can install Ubuntu alongside (or instead of ) your current
operating system. This shouldn't take too long.

‘You may wish to read the release notes.

@ e &) (@i 53 @ (3 right e
Tynua 6-73: 006vn vrodoyng (Welcome Screen)

2tnv 006vn mov eaivetor 6to Lynpa 6-74, 0 xpnons emMALYEL T dtdTaEn TOL TANKTPOAOYiov
tov. O ypnotng umopel emiong va dokipdost TG pubuicelg Tov TANKTPOAOYiov TOL
TANKTPOALOYDVTOS GTNV TAPEYOUEVT] TEPLOYN KEWUEVOV. APOD OAOKANPMOCEL TNV ETIAOYT TOV,

Kavel KAk oto kovuni "Tovéyewa" (Continue).
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Nov 24 18:09

Install

Keyboard layout

Choose your keyboard layout: |
enatieh (A eishiy
English (Australian) English (US) - Cherokee |
English (US) - English (Colemak)

English (US) - English (Dvorak)

English (Us) - English (Dvorak, alt. intl.)

English (US) - English (Dvorak, intl., with dead keys)

English (US) - English (Dvorak, left-handed)

English (US) - English (Dvorak, right-handed)

English (US) - English (Macintosh)

English (Cameroon)
English (Ghana)
English (Nigeria)
English (South Africa)
English (UK)

Esperanto
Type here to test your keyboard

Detect Keyboard Layout

Quit Back Continue

Bowd s 1ER D@ rht el

ymua 6-74: Avitaén minktporoyiov (Keyboard layout)

Install

Updates and other software

What apps would you like to install to start with?

o Normal installation
Web browser, utilities, office software, games, and media players.
Minimal installation
Web browser and basic utilities.

Other options

Download updates while installing Ubuntu

This saves time after installation.

Install third-party software for graphics and Wi-Fi hardware and additional media formats

This software is subject ko license terms included with its documentation. Some is proprietary.

Quit Back Continue

BOkF oI ER @R Rt an

Zynpa 6-75: Evnuepdoeig kot aiho Aoyiopkéd (Updates and other Software)

O ypnotng umopel va emhééerl (Bhéne Zynua 6-75) eite “Kavovikn eyxatdotaon” (Normal
Installation) yia va eykatootnogl OO TO TPOTVTO TAKETO KL TO AOYIGUIKO TTOV GUVOOEVEL OLTY|
mv ékdoomn tov Ubuntu eite “Eldyiom eykatdotaon” (Minimal Installation) yw v
EYKATAGTOON HOVO TOV PAcIK®V ToKETOV. Mmopel eniong va emAEEEL T AYT| EVILEPDGEDV
(Download updates ...) kotd v eykatdotoon tov Ubuntu kou v eykatdotaon Aoyioukon
tpitov katackevaoth (Install third-party software ...) yio ypoaeukd, wi-fi vAo kot tpdcbetovg
LOPPOTLTTOVG TOAVUEG®V. APOV OAOKANPMOCEL TIG EMAOYEG TOV GUUPOVO LE TNV TOPATAVED

eWKoOVa, Kavel KAK 610 Kovuni "Zovéyea".
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Install

Installation type

This computer currently has no detected operating systems. What would you like to do?
° Erase disk and install Ubuntu
‘Warning: This will delete all your programs, documents, photos, music, and any other files in all operating systems.
Encrypt the new Ubuntu installation For security
“You will choose a security key in the next step.
Use LVM with the new Ubuntu installation

This will set up Logical Volume Management. It allows taking snapshots and easier partition resizing.

Something else
‘You can create or resize partitions yourself, or choose multiple partitions for Ubuntu.

Quit Back Install Now

BOEI S IR [ O @ righ o

Yynpa 6-76: Tomog eykatdotaong (Installation type)

2mnv 006vn Tov Zynpoatog 6-76 dtatiBevion ToAAES EMAOYEG EYKATAGTOONG Yo Vo ETAEEEL O
YPNOTNG. LT GLYKEKPIUEVT TEPIMTMOON Y1 TNV £YKATAGTACT TOVL Agttovpykov Ubuntu ce EM
gvdgikvuton 1 Tpd emhoyn “Ataypoen diockov kot gykatdotacn tov Ubuntu ” (Erase disk
and ...). Mo\ kavel v emhoyn avty, Oo mTpémel vo kavel KMk otnv emdoyr| "Eykatdotaon

topa" (install Now) yio va cvveyiost pe v eykatdotoon.

Installation type

This computer currently has no detected operating systems. What would you like to do?

Write the changes to disks?

IF you continue, the changes listed below will be written to the disks. Otherwise, you will be able to make Further
changes manually.

The partition tables of the Following devices are changed:
SCSI3 (0,0,0) (sda)

The Following partitions are going to be formatted:
partition #1 of SCSI3 (0,0,0) (sda) as ext4

Go Back Continue

Back Install Now

Tynua 6-77: Na gyypoagovv ot odhayég otoug diokovg; (Write the changes to disks?)

['o va pmopécet o xpnotng va 0AoKANp®GEL TV eykotactaot (BAEre Zynua 6-77), 0o mpémel
va emPefordoel 6Tt elval IKOVOTOMUEVOS HE TIG OALAYEC OV TTPOKELTOL VO YIVOLV GTOLG
diokovc tov. Edv ovupovel pe tig olhayég kdvel khk oto kovumi "Tuvéyew" (Continue)
dwapopetikd  kavel KAk otnv emhoyn "Emetpoen" (Go Back) yio va  tpomomomoet tig
TPONYOVUEVES EMAOYES TOV. ZTNV TPOKEWEVT] TEPIMT®OT O TPEMEL VaL KAVEL KAK GTO KOO

"Tovéxew.

123



Install

Where are you?

Athens

Back Continue

Tynuo. 6-78: Kabopiopdg g yewypaeikng 0¢ong tov ypiotn - [ov gicar; (Where are you?)

2tmnv 006vn mov aneikoviletar 6to Lynpo 6-78 mAnktporoyel 0 xpNoING TNV YEOYPUPIKT TOVL
Béom. Av egtvan gvepyomompévn n ovvdeon "Internet”, n tomobecia tov yprotn evromiletan
avtopota. Avti n pYduon tonobesiog Ba ypnoyoromnbel eniong yio tig puOuicelc {ovng dpog
TOV GUGTHUOTOS TOL YPNOTH. AKOAOVOMG KAVEL KAIK 0TO KOLUTT “Xuvéyela”.

va

Nov 24 20:14

Install

Who are you?

Your name: master

Your computer's name: master

The name it uses when it talks to other computers.

Pick a username: hadoopuser
Choose a password: ©00@® Short password

Confirm your password: | 0@ @@|

Login automatically

© Rrequire my password to login

Continue

Boh& o 1ER O ® @ right c

Syfua 6-79: Tlotog gicot; (Who are you?)

H 006vn tov ZyMuoatog 6-79, anortel and tov ¥pNotn v Topoyn:
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= 7oV ovopatog (Your name) wov Oa eppaviletar otn 006vn ovvdeong (login screen)
= gvOg ovopatog (computer’s name/ hostname) yia Tov €VIOTIGUO TOL VITOAOYIOTH GTO
dikTvo Tov givar dtacvVOEdEUEVOG

= gvOg ovopaTog ¥pnotn (username) kot evog kwdikov pocPoong (password).

2uvioTdTon 0 ¥pNoTNG vo eMAEEEL Yia TpdcOetn acpdieio Ty emloyn "Nao amorteitol Kmotkog
npocPaonc yio va cvvdedd" (Require my password to login - avt eivar n Tposmideypuévn

EMAOYN).

Installation Complete X

@ Installation is complete. You need to restart the computer in order to use the new installation.
Restart Now

Zynpa 6-80: Mivopa mov TANPoQopEet TOV ¥pNoTH Yo TNV OAOKANP®OT| TNG £YKATAGTOONG KO TOV TOV
npotpémel va kdvel emavekkivnon e EM.
Otav olokAnpwbdei 1 eykatdotaon tovUbuntu Oa gpeovictei otov yprot n 006vn tov
YyMuotoc 6-80 mov Ba Tov TpoTpémEL Vo KAveL EmAVEKKIVNGN TOL LITOAOYIGTY TOL / TG EM Tov
YL VO XPNOIUOTOGEL TN VEO TOL €YKATAGTACT. AQOD KAveEl KMK OTnvV €m0
"Emavekkivnon topa” (Restart now) 8a sppaviotei n tapoakdtm 086vn mov tov TpoTpénet va
AQUPECEL TO PLEGO EYKATAGTAONG.

]

Zynpa 6-81: O06vn petd v £yKoTdoTe.on Tov AX TOL TPOTPETEL TOV XPNGTN VO APUPEGEL TO LEGO
£YKOTAGTOONG
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IMa va apopéoet 10 p€co eyKaTAoTOONG OO TNV OTTIKY) GLOKELN TOL o Tpémel va petaPel
omv 006vn “Oracle VM VirtualBox Awyeipromc” (PAéne Zynquo 6-82) kot vo emilé€et : v
EM Hadoop-master (1), PvOuiceic (2) > oto mapabvpo “PvOuices” mov Oa avoitel mpémetl va
emlé€el 10 apyelo eykatdotaong: ubuntu-19-04-desktop-amd64.iso (3) koi ot omTikn
oLoKeVT Vo amoenilé€el o mAaiolo elEyyov “Zwviavdo CD/DVD” (4). Axorovbng apod
emPePardoet TIg EMAOYEC TOV KAVOVTAG KAK 6T0 kKovpmi “Not”, 0o Tpénetl va emoTpéyel 6Tnv
006vn Tov ewovileTan 6To TPON YOV UEVO ZyNLa Kot Vo, Tatnoet “Enter” yia va ypnoiponomost

N VEQ TOV EYKOTAGTOON.

I | mEEY
Avaipean  Eppavion

(&) hadoop-master - PuBpioeg T X
- Fevikd AnoBrikeuon

‘T Ibotnpa Suoxeué Anofrikeuong 1&emTeg

N Eheyxriig: 1DE onmi IDE AzuTepeiov Kipiog 0]

Ml osovn

; 3 (&) ubuntu-19.04-desktop-amdsdiso L O 2o covo

el ;

I; AmoBrikeuon "‘ Eheyrric: SATA MAnpogo e Ot EYEl ©

o Hee [ hadoop-mastervdi e o R

MéyzBog: 1,
e
) dicre TonoBeaia: C! 5.0

\ Tuvdedepévo oe:  hadoop-master
7\_' 3 Zeaplokég Gopeg

&5 use

| Kowdypnatol @akehor

] nepigarrov xpiomn

Nar Axupo

Yynuoa 6-82: Aoipeon Tov PHEGOV EYKOTAGTOGNG OO TNV EIKOVIKN OTTTIKT) GUGKELT|
MoMg Eexvhoet To cOGTNHO TOL XPNOTY, Oa det Pt 006vn cHVIESTG TAPOLOLD. LLE VTV TOV
eoaivetor ynuo 6-83. Xe avtn v 006vn mpénel va sloaydyst Tov kwdikd Tpdsfacng xpnot

TOV OMNULOVPYNOE GE TPONYOVUEVO PrLLaL.

Nov 24 20:58

master

Password:

ubuntu®

Tynuo 6-83: O06vn cvvdeong (Login screen)
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Aldayy Ttov ovouaros tHS KUplag ouddas (primary groupname) tov ypHetTn ue ovouo.
hadoopuser

Yopeova pe tov Iivaka 6-3 Oa wpémet vo aALAEEL 0 ¥PNOTNG TO GVOLLO TG KOPLOG OLLAOOG TOV
xpNnom ue ovoua ypnot (username) hadoopuser (BAéme Zyfuo 6-84). I'a tov Aoyo owtd
TANKTPOAOYEL GTNV YPOLLUY] EVIOADV:

groups hadoopuser

cd ..

1s -al

sudo groupmod -n hadoopgroop hadoopuser

1s -al

groups hadoopuser

hadoopuser@master:~$ groups hadoopuser

hadoopuser : hadoopuser adm cdrom sudo dip plugdev lpadmin sambashare

hadoopuser@master:~$ cd ..

hadoopuser@master:/home$ 1ls -al

total 12

drwxr-xr-x 3 root root 4096 Matl 8 02:11 .

drwxr-xr-x 20 root root 4096 Matl 8 02:12 ..

drwxr-xr-x 14 hadoopuser hadoopuser 4096 Matl 8 09:55 hadoopuser

hadoopuser@master:/home$ sudo groupmod -n hadoopgroup hadoopuser

hadoopuser@master:/home$ 1s -al

total 12

drwxr-xr-x 3 root root 4096 Matl 8 02:11 .

drwxr-xr-x 20 root root 4096 Mal 8 02:12

drwxr-xr-x 14 hadoopuser hadoopgroup 4096 Matl 8 09:55 hadoopuser

hadoopuser@master:/homne$ groups hadoopuser

hadoopuser : hadoopgroup adm cdrom sudo dip plugdev lpadmin sambashare

hadoopuser@master:/home$

Tynua 6-84: AAdayf Tov ovopatog Tng Kuplog opudadag (primary groupname) tov yprotn pe dvopa ypriotn (username)
hadoopuser

Eykardaoctacny tov npocnkav emoxémry Virtualbox

AxoAoVBmg Ba TpémeL 0 YPNOTNG VAL EYKATAGTNGEL TIC TPpocHnKes emokéntn Virtualbox ( guest
additions) mov emttpémovy TV KOAVTEPT OAOKANP®OT| LETAED TV AEITOVPYIKMV GUGTNUATOV
TOV OWKOOECTOTN KOl TOV EMOKENT. META TV €YKATAGTACT TOV TPOCHONKOV EMIGKENTN
TOPEYOVTOL GTOV YPNOT VEES AEITOVPYIES OTMC 1| ATPOCKOTTY| AVTLIYPOPT] / EMKOAANCT LEGH
KOwoypnNoTov TPOHYEPOV, N Asrtovpyia petapopd kot ondbeom (drag and drop), n owto-
puBulouevn 006vn emokéntn (auto-resize Guest Display) , n kotdotoon TAfpovg 006vng (full
screen mode) g 000vNG Tov EMOKENT, KAT.

Mo mv gykatdotaon Tov TpocOnkdv emokéntn Ba mpénetl va petafetl o xpnos oTo LeEVOD
“Luokevés” ot ypoupn pevod tov VirtualBox (PAéme Lyfua 6-85) kot otn cvvéyelo va
emiééerl "Ewcaywyn diokov pe tig [pocsbrjkeg emoként..".
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a hadoop-master [Zz Azrtoupyia] - Oracle VM VirtualBox — a X

Apxzio Mnyavi TlpoPoAn; Ewaywyn Zuoksuég Bonbawx

Activities (2) Ommxéc ouokevig

‘Hxog
Aiktuo

use

Kowoyxpnotot ®axehot
Kowoyxpnota Mpoxepa

Metagpopd kat andBzon

Ewoaywyn Siokou pe i Mpoodrikeg

Zynpa 6-85: Tpappn pevod VirtualBox: Avoduopevo pevoo “Xuokevés™ ototyeio pevov “IlpocOnkeg
Emoxkénm..”

Ba gueoviotel T0 Tapdbvpo Tov PaiveTol 6To ZyNua 6-86 Kot Oo TPOTPETEL TOV YPNOT VO TOTNGEL TO
TANKTPO “Run”, edv eumioteveTal TV TNy TPOEAELONC, TPOKEWEVOD VO, EYKOTAGTOO0VV 01 TpocOnKeg
EMOKETTY).

“VBox_GAs_6.0.14" contains software intended to
be automatically started. Would you like to run it?

If you don't trust this location or aren't sure, press Cancel.
Cancel Run

Zynpa 6-86: O xpotng Yo va eYKaTacTNOEL TIG TPochnkeg emokéntn Oa mpémet va kavel KAk oto kovpmi “Run”

MoAg matioet To TANKTpo “Run” Ba eppavictel To mapdbvpo avbeviikomoinong ypnotn (PAéme Zynua
6-87) 6mov Oo TPEMEL 0 YPNOTNG VAL EIGAYEL TOV KWAIKO TOV Y10 VO TPOYWPNOEL 1| EYKATAGTOCT TOVG,

BD Authentication Required

Authentication is needed to run " /bin/sh’ as the super
user

o maskter
]

Password: | |

Cancel Authenticate

Zympa 6-87: Topdbupo Avbevtikonoinong Xpriom

AoV gykatactabovv ot Tpoctnkeg emiokéntn Qo mTPENEL O YPNOTNG VO, EMAVEKKIVI|GEL TIV ELKOVIKN
UNYOVT TPOKEUEVOD VO POPTBOOHV 01 TPOoGHNKEG GTO GVOTNUA TOV XPNOTH.
O £keyyog edv o1 TpocONKeg emoKENTN eivorn eyKaTeGTUEVEC | 0L YiveTou pe TNV evioAr Ismod:
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lsmod | grep -i vbox

Edv ot mpocOnikeg vbox gival eykateotnuéveg Kot Aettovpyovv Ba eppavictel otnv 086vn oL ¥pro
KOO0 OMOTELEGUO, OOV GVTO TOL TOPUKAT® GYNUATOG. Av dev euPavioTel Timota TOTE MOUVDG 0L
TPOCONKES EMOKENTN OEV EYKATACTAONKAY EMLTUYMGS.

hadoopuser@master:-$ lsmod | grep -i vbox

xsf 81920 1
xvideo 36864 0
xguest 331776 6 vboxsfT
ttm 102400 2 vmwgfx,vboxvideo
drm_kms_helper 184320 2 vmwgfx,vboxvideo
drm 487424 7 vmwgfx,drm_kms_helper,vboxvideo, ttm

hadoopuser@master: -$ I

Eynuo 6-88: EAeyyog yia to av gykatoctdadnkav ot “TIpocOnkeg Emoréntn ...”

Metd v emtuyn eyKotdotaon Tov mpocnkov emokéntn tov VirtualBox o mpémel o
xpnom¢ va evepyomomoel to “Kowodypnoto Ilpdyepo” (PAéme Zynua 6-89a) kot tnv
“Metagopd ko amdbeon” (PAéne Zynuo 6-89P) péow tov otoyeiov puevov “Kowoypnoto

[Ipdyepo” kot “Metagopd kot amdbeon” avtictorya Tov pevod “Xvokevés” g EM.

PA hadoop-master [Ze Aerroupyia] - Oracle VM VirtualBox — [m] x
Apxgio Mnxavri TpoPoAn Ewaywyn @ Zuokeuég BorBax

&) Omntikég ouokevig
{23 Hxoc

v v ovyw

@ Aikroo

& use

] Kowséxpnotot ®éxehot >

"] Kowéxpnota Mpsxepa L AmzvepyoToinpiva
E) Metapopa kat anobzon >

Owodzonotng Mpog Emokéntn
Emokéntng MNpog Owodzonotn

‘: ®  AppiSpopa N

b

Ewaywyn Siokou pe Tic Mpoodrikeg EmokemT...

Tetaptn, NoguBpiou 27

@ & @ @R £ @@ 3 right Control

(o)

PA hadoop-master [Zz Aerroupyia] - Oracle VM VirtualBox — O x
Apysio Mnxavy MMpoPoAn Ewaywyn @ Iuokeuvég BonBax

(@) Omtég ouokevic

$23 Hxoq

' Aiktuo

&9 uss

v v ovyw

[ Kowéypnotot ®axehot >
] Kowéxpnota Mpdxepa >
[EY  Metapops kat améBzon » Anzvzpyormoinpivn
Ewaywyn Siokou ps Tic MpoodAkee Emokém... Owobeonanme Hpos Fnadiem
— — Emwokéntng MNpog Owkodeontotn

Apopispopn N

Tetdaptn, NoguBpiou 27 N

B O o 1E @ & @ @ right Control

®
Zynpa 6-89: (o) : Evepyomoinom “ Apeidpopmv Kowdypnotwv [pdyepov” peta&d owkodeondotn H/Y ko EM
(B) Evepyomoinon “ Apeidpoung Metopopds kot Ard0eons” peta&d owodeondt H/Y kot EM
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Awouoppwan apyeiov hosts

Xt ovvéxewo Oa mpémel o xpNoTng v SlopopPdoel KatdAAnia to opyeio hosts

(xpnotpomoteitar amd To AEITOLVPYIKA GLGTHUATO LE VTOGTHPIEN SIKTVOV Y1 VO LETAPPALOVV

To ovopato vroAoylot®dv  (hostnames) ce dievbuvoelg IP). Oa mpénel va mpocbécetl Tic IP

devBvvoelg kot ta hostnames twv EM tng cuotddag mov tpdkettan va dnpovpynoet (PAéne

Zynua 6-90).

sudo gedit /etc

Apyeio: hosts

127.0.0.1
#127.0.1.1

192.168.1.1600
192.168.1.101
192.168.1.102
192.168.1.110

/hosts

localhost
hadoopuser

master
slavel
slave2

spark-client

127.
#127

0.0.1
.0.1.1

localhost
hadoopuser

192.168.1.100 master
192.168.1.101 slavel
192.168.1.102  slave2

192.168.1.110 spark-client

# The following lines are desirable for IPv6 capable hosts

;21

fedd::
ffoo::
ffoz::
ffez::

N

ip6-
ip6-
ip6-
ip6-
ip6-

localhost ip6-loopback
localnet

mcastprefix

allnodes

allrouters

Eynuo 6-90: Awapdpewon Apyeiov hosts

PoOuien s kaprac Aiktiov oro VirtualBox kat i eratikic dicvOovveng IP aro Ubuntu

1 ovvéyeto Ba mpémel va puOpuicetl oto VirtualBox v kdpto diktdov. H ovvdeon Oa mpémet

va e&aopalrilel 6t ot EM:

= B0 UToPOLV VO EMKOWVMOVOVV HETAED TOVG

= o npénetl va givarl mpocsPhoipeg and tov otkodeondt (host) vmoioyiot)

= Oa puwopovv va £xovv TpoOcPacn 6To O1adiKTVO

= Qa wpémel vo, uTopovV vo Tapovv otatikég oevboveelg IP

2opeova pe tov Iivaka 6.4 o1 Tapamdve omoLT)oELS IKOVOTOLOVVTOL LE TOVG TOPUKAT® OVO

TPOTOVG;

= Me yepupopévn kapto (bridged adapter)
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*  Mze ovvdvaopud NAT kot Host-Only Adapter

Mivakag 6-4: PuOon Awctvov oto VirtualBox

Access Access Access
Network type
Guest -> other Guests Host -> Guest Guest -> external Network
- - J
J - s
o o
- -
J 4 -

TInyn: https://www.thomas-krenn.com/en/wiki/Network_Configuration_in_VirtualBox

O ypdoowv enédele Tov TP®OTO TPOTO, 1| LAOTOINGT TOV 000V TAPOVGIALETAL GTO TOPOKAT®

oYNHOTO.

P hadoop-master [Z¢ Aetroupyial - Oracle VM VirtualBox
Apxeio  Mnxawvn

Activities

MpoPoAry  Ewoaywyrn Xuokevég BonBelx

@ OTITIKEG OUOKEVEC 4

*» Loy {082 Hyoc k

hadoopuser

- @ Aiktuo 4 Puegiostc Awtoovu...
7 UsSB

. TUvSeon Képtag Atdou
| Kowoypnotot ddkelot r

@ E Kowoyxpnota Mpodxepa 4

é @ MeTagopd kot amobean 4

@ f Eloaywyn Siokou pe Tig Mpoobrikeg Emokémtn...

Iyfuo 6-91: “Pvbuiceig Awctdov...” EM oto VirtualBox
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Nov27 10:56

\El Tevik& AikTuo |

E| Ioomnua Kpradiktiou 1 Kapradiriou2  Kapradiriou 3 | ETUAEYELTIOC QLT N etkovik)
KpTo iva ouvSedepgvn oTo
u 0B86vn Evepyoroinon Kaprag AikToou TPAYUATIKO SiKTVO Tou AL
. N . 7 TOUL OLKOSEATIOTN.
@ Tuvdedepévn oe:  Tepupwuévn Kapta kv
@ ‘Ovopa: Intel(R) Dual Band Wireless-AC 3165 #3 <

({ﬁ *Hxog
@ Aiktuo

> Npoxwpnuévo

Emthéyel TNV ké&pTa SikTuou

5
s
@
% ‘;‘;‘ AmoBrikeuon
E
3
2]

@ Telplokég Ovpeg GTOV 0IKOSEGTIOTN QMo THV
) omola B epdGel OAN N
£>> usB Kivnon amd KaL Tpde ThY

KEPTA SIKTVOL.
l___l Kowéxpnatol Pakehol

lfl MNepiBéddov xpoTtn

o

Yynpo 6-92: Emoyn képtag diktvov EM

AxorovBwg Ba mpénetl va kabopicel v otatiky IP dievbuvon g EM odpemva pe tov Iivaxo
6-2. ['la 10 AOY0 avtd Ba mpémet vor KAVEL KAK G€ OTO10dNTOTE Ao T, EIKOVIdLo 610 Tve de&l
HéEPog g 000vng (PAéme Tymua 6-93) mpokepévou va avoi&et To avadvLOUEVO HEVOD, o’ OOV
0o mpénet va emhéEeL To Ypavall yuo va epgaviotel to mapdbvpo tov pubuicemv (settings).

hadoopuser

Wired Connected

2  master

Zynua 6-93: Emoyn “PubBuices” tov AX Ubuntu
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Ao TV AloTO EMAOYDV GTO 0PIeTEPO UEPOG TOL TTapaBHpov pvBuicemv Ba mpémel va Kavel
KA oty emdoyn “Aiktvo” (Network) kot otn cvvéyeia oto ypavall oto de€1d TG ETIKETOG

“wired” 6mwc paivetal 6to Xynua 6-94.

Settings - Network

Bluetooth

Wired +
(@ Background

Connected - 1000 Mb/s [ @] @

[ Dock
O Notifications VPN L
Q search Mot setup
@ Region & Language
F Universal Access Network Proxy &

& online Accounts
B Pprivacy

A Applications
3 Sharing

Il Sound

) Power

=

(3 Devices

Eynuo 6-94: Emdoyn képtag diktvov oto AL Ubuntu

>10 véo mapabupo mov o avoilel (BAéme Zynua 6-95a) O wpémel o xpoTng va emMAEEEL TV
kaptéha pe titho “IPv4” kot va mAnktporoynoet v embountn otatikny oevbvvon IP, m

naoko dktvov (netmask), tnv woAn (gateway) kot tig puOuiceig DNS BAéne Tynuo 6-95p.

Cancel Wired Apply Cancel Wired Apply
Details Identity 1Pv4 IPv6 Security Details Identity IPv4 IPV6 Security
Link speed 1000 Mb/s 1Pv4 Method Automatic (DHCP) Link-Local Only
Pva Address 192.168.1.12 © manual Disable

Pvé Address Fe80:3334:faBc:b8ef:39a7

Ha s 08:00:27:FB:11:02 Addresses
P k Gat
192.168.1.1 : .
[ 192.168.1.100] 255.255.255.0 192.168.1.1 f
DNS 192.168.1.1

Connect automatically
Make available to other users DNS Automatic

Restrict background data usage 192.168.1.1
ppropriate For connections that t har  limil
rate IP addr itk

Remove Connection Profile Routes Automatic .3
r Netmask G Metri

(o) ®

Eymua 6-95: Kabopiopdg Zratiknig Atevbovong IP yio v képta diktvov g EM

AxoloObmg Oo mpémel va gpapudoel Tig aAAayég kdvovtog kKAMK oto kovumi “Apply”.
[Tpoxeyévou va epaplocsTovV o1 dAAAYES O TPETEL VOL ATTEVEPYOTOIGEL KOl VOL EVEPYOTOCEL

10 GLPOUEVO Kovumi ot 6e&1d TG eTkétag “wired” (BAéme Zynquo 6-96) Kol TaTtdOVTOG TO
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ypovalt ota 0e€ld Tov GVPOUEVOL Kovumoy umopel vo emiPefordost OtL o1 aAAaYEG

vAomomOnKav.

Mmnopet eniong va emiPeParmdoet Ti¢ oAhayéc oty IP d1e00vuvon TANKTPOAOYDVTOS GTN YPOUUY

eviohav (PAéme Zynua 6-97p):

ip a

Settings Network

Bluetooth

Wired +

(3 Background
Connected - 1000 Mb/s l .ﬂ

J Dock
0O Notifications VPN +
Q search Not set up
@ Region & Language
# Universal Access Network Proxy ff %

< online Accounts

Tyqua 6-96: (1) Epoppoyn odaydv (kieioo kot dvotypa tov cupdpevon kovumiod) & (2) Eleyyog tng véag 6TaTIKig
devbvvong IP g EM (kA oto ypavalr)

Cancel Wired Apply
Details Identity IPv4 IPV6 Security

1000 Mb/s

192.168.1.100

fe80::3334:fa8c:bBef:3%9a7

08:00:27:FB:11:02

Default Route 192.168.1.1
DMNS 192.168.1.1
Connect automatically

Make available to other users

Restrict background data usage
Appropriate For connections that have data charges or limits.

Remove Connection Profile

(o)

hadoopuser@master:~$ ip a
1: lo: <LOOPBACK,UP,LOWER_UP> mtu 65536 qdisc noqueue state UNKNOWN group default qlen 1000
link/loopback 00:00:00:00:00:00 brd 00:00:00:00:00:00
inet 127.0.0.1/8 scope host lo
valid_1ft forever preferred_1ft forever
inet6 ::1/128 scope host
valid_1ft forever preferred_1ft forever
2: enp®s3: <BROADCAST,MULTICAST,UP,LOWER_UP> mtu 1500 qdisc fq_codel state UP group default qlen 1@0@
link/ether 08:00:27:fb:11:02 brd f F:ff:ff:fF:FF
inet 16 .1.100/24 brd 192.168.1.255 scope global noprefis
valid_1ft forever preferred_1ft forever
inet6 fe80::3334:TaBc:b8ef:39a7/64 scope link noprefixroute
valid_1ft forever preferred_1ft forever
hadoopuser@master:~$

®
ynpa 6-97: (o) & (B) Empefoinon tov alhaydv ot otatiky dievbvvon IP g EM
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Eykaracraocny s Java

Q¢ Tdpa 0 YPNOTNG EXEL OLMOKANPDOGEL TIG TAPUKATM EPYOCIES:

1. Anpovpyia pog EM.

2. Eyxotdotoon Agttovpykov Xvotiuartog (AX) ubuntu 19.04 otnv EM.

AAloyn ovopatog kouplag opddog (primary groupname) Tov ypnotn pe Gvopo ypnot
(username) hadoopuser

Eyxatdotaon tov tpocinkav entokéntn VirtualBox.

Tpomonoinon tov apyeiov host.

Emihoyn képtog diktvov oto VirtualBox.

KaBopiopog otatikng oievbvvong IP yio v kdpta diktvov g EM.

w

No s

To apéowg emodpevo Pripa mov Bo TpEmel voo VAOTOMGEL O YPNOTNG VL 1] EYKATAGTOOT TNG
Java. Av kot apkel n eykatdotaon ¢ Java 8 SE Runtime Environment, mpoteivetal 1
eykatdotaon g Java 8 JDK (Java Development Kit) éto1 dote av oto péAdov embouncet va

gyKoTootnoEl kat v Scala va yAvtdoet avto to emmiéov Prpo (PAEne Zynuo 6-98).

Eykatdotaon g Java 8 IDK
sudo apt-get install openjdk-8-jdk

(base) hadoopuser@master:~$

Reading package lists... Done

Building dependency tree

Reading state information... Done

The following packages were automatically installed and are no longer required:
linux-headers-5.0.0-13 linux-headers-5.0.0-13-generic
linux-image-5.0.0-13-generic linux-modules-5.0.0-13-generic
linux-modules-extra-5.0.0-13-generic

Use 'sudo apt autoremove' to remove them.

Tynuo 6-98: Eykotdotaon Java (JDK) - openjdk-8-jdk
"EAeyyog eykateotnuévng ékdoong g Java
O éheyyog TG eyKOTESTNUEVNC €KOOONG TG Java Kot TOV UETAYAMTTIOT javac tng Java mov

nepthapfavetor oto kit avartuéng Java (JDK) yivetar pe T Tapokatm eVIorEG:

java -version
javac -version

Me T1¢ mopakdtem £VIOAES umopel va Bpet 0 xpNoTng o€ molo KatdAoyo elvor eykotestnuévn

(LoVOTATL £YKOTAGTOONG) 1 jJAVa KoL O HETAYAMTTIGTAG TG,

readlink -f /user/bin/java
readlink -f /user/bin/javac

l

update-alternatives --display java
update-alternatives --display javac
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Q hadoopuser@master: ~ M = - o ®

hadoopuser@master:~$ java -version

openjdk version "1.8.0_222"

OpenJDK Runtime Environment (build 1.8.0_222-8u222-b10-1ubuntul~19.04.1-b10)
OpenJDK 64-Bit Server VM (build 25.222-b10, mixed mode)
hadoopuser@master:~$ javac -version

javac 1.8.0_222

hadoopuser@master:~$ readlink -f fusr/bin/java
usr/lib/jvm/java-8-openjdk-amd64fSIgTIANYAENE]
hadoopuser@master:~$ readlink -f fusr/bin/javac
Jusr/lib/jvm/java-8-openjdk-amd64/bin/javac
hadoopuser@master:~$

Yynua 6-99: Evpeon tov povoratiod oto omoio éxet eykataotabel 1) Java pe v evtoln: readlink -f /usr/bin/java

hadoopuser@master:~$ update-alternatives --display java
java - auto mode
1link best version is /fusr/lib/jvm/java-8-openjdk-amdé64/jre/bin/java
1link currently points to fusr/lib/jvm/java-8-openjdk-amd64/jre/bin/java
1ink java is fusr/bin/java
slave java.1l.gz is fusr/share/man/mani/java.1.gz
/usr/lib/jvm/java-8-openjdk-amd64/jre/bin/java - priority 1081
slave java.1l.gz: fusr/lib/jvm/java-8-openjdk-amd64/jre/man/mani/java.1.gz
hadoopuser@master:~$ update-alternatives --display javac
javac - auto mode
1link best version is Jfusr/lib/jvm/java-8-openjdk-amd64/bin/javac
1link currently points to fusr/lib/jvm/java-8-openjdk-amd64/bin/javac
1link javac is fusr/bin/javac
slave javac.1.gz is /fusr/share/man/manli/javac.1.gz
/usr/lib/jvm/java-8-openjdk-amdé64/bin/javac - priority 1081
slave javac.1.gz: fusr/lib/jvm/java-8-openjdk-amd64/man/mani/javac.1.gz
hadoopuser@master:~$S

Tynuo 6-100: Edpeon tov povonation oto oroio £xel eykotaotadei n Java pe tnv evrodn: update-alternatives --
display java

To cvykekpyévo povomdrt (Swadpoun - /usr/lib/jvm/java-8-openjdk-amd64) eivor yvowotd mg
petafint) wepipdirovioc JAVA HOME. Oa mpémel 0 ypotng v EVNUEPDGEL TO apPYELO
[etc/profile ue to JAVA_HOME, yia to Adyo avtd Oa mpémet va o avoi&el pe tov enelepyaot

Kewévov gedit:
sudo gedit /etc/profile

KOl V0L TANKTPOAOYNGEL:

export JAVA_HOME=/usr/lib/jvm/java-8-openjdk-amd64

export JAVA HOME=/usr/lib/jvm/java-8-openjdk-amdesd
PlainText ¥ Tabwidth:8 « Ln29, Col 51 v INS

2oynue 6-101: Eviuépwan tov apyeiov /etclprofile ue v petapinti repipaiiovioc JAVA_HOME

1 ovvéyela Oo TPETEL O YPNOTNG VO EVIUEPDOEL Kal To apyeio ~/.bashrc agpov mpmdta to
avoi&el pe tov emeEepyootn keévou gedit:

gedit ~/.bashrc

Y10 apyeio .bashrc oe 6lovg Tovg KOUPOVG Ko oToV spark-client Oa wpémet va TpocteboHv ot

TOPOUKATO YPOUUUES:

# >>>> JAVA MNepiBoaAAovtikeg MetafAnteg APXH >>>>
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# Oplopog JAVA HOME kal evnuépwon tou PATH

export JAVA_HOME=/usr/lib/jvm/java-8-openjdk-amd64

export PATH=$PATH:$JAVA HOME/bin

# <<« JAVA MepiParlovtikeég MetaBAnteég TEAOX <<<<

Anqyn kou Eykarderacny tov Anaconda (yie python)
Avolvtikég mAnpogopieg yro. o Anaconda kot tnv eykatdotact tov Oa Ppel 0 avayvedog

otv evotnta “Eykatdotaon tov PySpark oto Ubuntu 19.04 oe tomikn Aertovpyia (local

mode)”. A@o¥ petaPei 0 ¥pPROTNG OTNV 1GTOGEMON ARYEDY TOV ETIOGNUOV 16TOTOTOV TOV

Anaconda kot avtrypayet ) diedvbvvon petapdptwong yro. v 64-bit £xdoon tov Anaconda
ywo. Linux Agttovpyikd Xvotnpa, avoiyel Eva teppotikd Kot TAnkTporoyel (PAéne Zynuo 6-

102):

cd ~/Downloads
wget https://repo.continuum.io/archive/Anaconda3-2019.07-Linux-x86_64.sh

Q hadoopuser@master: ~/Downloads = - o
(base) S wget https://repo.continuum.io/archive/Anaconda3-2019.087-Linux-x86_64.sh
--2019-12-03 15:37:50-- https //repo.continuum.io/archive/Anaconda3-2019.07-Linux-x86_64.sh
esolving repo.continuum.io (repo.continuum.io)... 104.18.201.79, 104.18.200.79, 2606:4700::6812:c94f,

Zonnecting to repe.continuum.io (repo.continuum.io)l104.18.201.79|:443... connected.
iTTP request sent, awaiting response... 200 OK

_ength: 541906131 (517M) [application/x-sh]
s5aving to: ‘Anaconda3-2019.07-Linux-x86_64.sh.1’

inaconda3-2019.07-Linux-x86_ 100%[ >] 516,80M 1,50MB/s in 5m 56s

2019-12-03 15:43:51 (1,45 MB/s) - “Anaconda3-2019.07-Linux-x86_64.sh.1” saved [541906131/541906131]
(base) B s 1

Eyuoe 6-102: Metagpoptoon tov Anaconda3

1 cvvéxela apob olokAnpwbel 1 petapdptwon tov apyeiov Ba mpénel va ekteléoet To SCript
gykotdotaong tov Anaconda (BAéme Zynpo 6-103a):
sudo bash Anaconda3-2019.07-Linux-x86_64.sh

o 7mpémer 0 YPNOTNG OPYIKA VO CLUPOVNGEL HE TOLG OPOVG TNG EYKOTACTOONG
TANKTPOAOYDVTOC yes Kot Otav Tov {ntndei n dadpopn) (LOVOTATL) TG EYKATAGTAONG VO OPisEL
v dlodpopn: /opt/anaconda (BAéme Zynpa 6-103p):

Mo olokAnpmBel | eykatdotacn Ba AdPet v £€000 mov paivetar 6to Zynpa 6-103y. 1o
epOTUO TOV ep@aviletat yia To av embopei Ty apykoroinon tov Anaconda3 cuviotdTol vo
TANKTPOAOYNOEL Yes Y10l VOl LITOPEL VOL YPNCILOTOINOEL THV EVTOAT CONda péca omd TO TEPLOTIKO

(KOVGOAQ / YPOUUT EVIOADV).
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(base) hadoopuser@ma $ sudo bash Anaconda3-2019.07-Linux-x86_64.sh
[sudo] password for hadoopuser

Welcome to Anaconda3 2019.07

In order to continue the installation process, please review the license
agreement.

Please, press ENTER to continue

>>>

(o)
Do you accept the license terms? [yes|no]
[no] >>>
Please answer 'yes' or 'no':'
>>> yeS
Anaconda3 will now be installed into this location:
/home /hadoopuser /anaconda3
- Press ENTER to confirm the location
- Press CTRL-C to abort the installation
- or specify a different location below
[ /home/hadoopuser /anaconda3] >>> /opt/anaconda
installation finished.
Do you wish the installer to initialize Anaconda3
by running conda init? [yes|no]
[no] >>> h
)

Yo 6-103: Eykatdotaon Anaconda3

21 ovvéxeln aeov KAEIGEL TO TEPUATIKO Kot ovoiEet €va vEo Ba pémet va exteAécEl o omd
TIg gvtoAég conda --version, anaconda --version, python --version ywo va BeBfoimbei ot1
gykataotddnke cwotd to Anaconda. Ilopoammpodviog Kavelg 1o mapakdted oynuo Oo
OMIOTMOGCEL OTL 1 YPOUUT EVIOA®V TOL XPNoTN &YEl TPOBeUA e TO OVOUO TOL EVEPYOL
nepPdirovtog conda (base — to Baoikd mepiPdirov conda). T neplocdTeEpPEg TANPOPOPiES
oyxetikd pe to mepPdAlovta conda Oa mpémel va avatpiEel 0 ¥pNOTNG OTNV EVOTNTO

“Awaysipton Epymv’.

(base) hadoopuser@master: S conda --version
conda 4.7.10

(base) hadoopuser ter: $ anaconda --version
anaconda Command line cltent (version 1.7.2)

(base) hadoopuser ter: $ python --version
Python 3.7.3

(base) hadoopuser ster: S l

Tynua 6-104: EAeyyog eykatdotaong Anaconda

A@po¥ Kheloel ko avoiel ek véov to TEppOTIKO, Ba Tpémel va aALAEEL TOV 1010KTHTN TOV

KataAdyov (PAEme Zynuo 6-105):

sudo chown -R hadoopuser:hadoopgroup /opt/anaconda
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(base) hadoopuser@master:~$ 1s -al /opt

total 16

drwxr-xr-x 4 root root 4096 Noe 28 18:03

drwxr-xr-x 20 root root 4096 Aex 2 19:56

drwxr-xr-x 26 root root 4096 Noe 28 18:09

drwxr-xr-x 9 root root 4096 Noe 24 21:04

(base) hadoopuser@master:~$ sudo chown -R hadoopuser:hadoopgroup /opt/anaconda
[sudo] password for hadoopuser:

(base) hadoopuser@master:~$
(base) hadoopuser@master:~$ 1s -al /opt

total 16

drwxr-xr-x 4 root root 4096 Noe 28 18:03
drwxr-xr-x 20 root root 4096 Aek 2 19:56
drwxr-xr-x 26 hadoopuser hadoopgroup 4096 Noe 28 18:09
drwxr-xr-x 9 root root 4096 Noe 24 21:04

(base) hadoopuser@master:~$

Zyfuo 6-105: Adkayn okt otov Katdloyo /opt/anaconda

Anyn ko eyxaractacy tov Hadoop /YARN

A@ov petofei o xpnotng 6TV 16T0cEASO AYE®V TOL emiconuov 1otdTomov tov Apache

Hadoop 0o mpémel va matioel otov cvvdeouo binary tng éxdoong 3.2.1 kot va avtrypayet

akoAoVOm¢ T dtevbuvon petapdptmonc yio v £kdoon 3.2.1 tov Apache Hadoop. Kotomy

avoiyel éva tepuatikd Kot TAnktpoAoyel (PAEne Xynuo 6-106):

cd ~/Downloads
wget http://ftp.cc.uoc.gr/mirrors/apache/hadoop/common/hadoop-3.2.1/hadoop-
3.2.1.tar.gz

(base) hadoopuser@master:~$ clear

(base) hadoopuser@master: $ wget http://ftp.cc.uoc.gr/mirrors/apache/hadoop/common/hadoop-3.2.1/hadoop-3.2.1.tar.gz
--2019-12-03 16:49:34-- http://ftp.cc.uoc.gr/mirrors/apache/hadoop/common/hadoop-3.2.1/hadoop-3.2.1.tar.gz

Resolving ftp.cc.uoc.gr (ftp.cc.uoc.gr)... 147.52.159.12, 2001:648:2c00:6c05::2

Connecting to ftp.cc.uoc.gr (ftp.cc.uoc.gr)|147.52.159.12|:80... connected.

HTTP request sent, awaiting response... 200 OK

Length: 359196911 (343M) [application/octet-stream]

Saving to: ‘hadoop-3.2.1.tar.gz’

hadoop-3.2.1.tar.gz 100%[ ] 342,56M 293KB/s in 26m 59s

2019-12-03 17:16:33 (217 KB/s) - ‘hadoop-3.2.1.tar.gz’ saved [359196911/359196911]

(base) hadoopuser@master: S I

Tyqua 6-106: Afym tov Apache Hadoop

21 ovvéyewn Bo pémetl pe v evtoAn tar va amocvumiécstl kKo eEaydyetl to apyeio hadoop-

3.2.1.tar.gz GTOV OLMVLUO KOTAAOYO hadoop-3.2.1 (BAéme Tynua 6-107):

tar xvzf hadoop-3.2.1.tar.gz

1s -al
(base) hadoopuser@master: $ s -al
total 1633816
drwxr-xr-x 3 hadoopuser hadoopgroup 4096 Aex 3 18:08
drwxr-xr-x 17 hadoopuser hadoopgroup 4096 Aek 3 15:35

-rw-r--r-- 1 hadoopuser hadoopgroup 541906131 IouA 25 17:59 Anaconda3-2019.07-Linux-x86_64.sh

-rw-r--r-- 1 hadoopuser hadoopgroup 541906131 IouA 25 17:59 Anaconda3-2019.07-Linux-x86_64.sh.1
drwxr-xr-x 9 hadoopuser hadoopgroup 4096 Xen 10 19:51
-rw-r--r-- 1 hadoopuser hadoopgroup 359196911 Xen 23 08:16

-rw-r--r-- 1 hadoopuser hadoopgroup 229988313 Mal 1 2019
(base) hadoopuser@master: S

Zynua 6-107: O katdroyog ~/Downloads petd v amocvuricon kot e€aywyn tov apyeiov hadoop-3.2.1 pe v evion
tar
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Kol 0KOAOVO®G VoL TOV PETAPEPEL [LE TNV EVTOAN MV ot B€om /usr/local/hadoop (BAEme Zymua 6-

108):

sudo mv hadoop-3.2.1 /usr/local/hadoop

1s -al /usr/local/

(base)

(base)

total 44
drwxr-xr-x 11 root
drwxr-xr-x 14 root
drwxr-xr-x 2 root
drwxr-xr-x 2 root
drwxr-xr-x 2 root
drwxr-xr-x 9 hadoopuser
drwxr-xr-x 2 root
drwxr-xr-x 3 root
lrwxrwxrwx 1 root
drwxr-xr-x 2 root
drwxr-xr-x 5 root
drwxr-xr-x 2 root

(base)

root
root
root
root
root
hadoopgroup
root
root
root
root
root
root

$ sudo mv hadoop-3.2.1 fusr/local/hadoop

$

s

4096
4096
4096
4096
4096
4096
4096
4096

9
4096
4096
4096

s

0K
Anp
Anp
Anp
Anp
Ien
Anp
Anp
Noe
Anp
Anp
Anp

-al /usr/local/

3 18:17
16 2019
16 2019
16 2019
16 2019
10 19:51
16 2019
16 2019
24 20:15 ->
16 2019
16 2019
16 2019

Zyfua 6-108: Metagpopd tov kataidyov ~/Downloads/hadoop-3.2.1 otov katdhoyo /ust/local/hadoop

21 ovvéyewa apov avoi&el 1o apyeio ~/.bashre:

gedit ~/.bashrc

Oa TPEMEL VAL TO EVIUEPDOGEL WG OKOAOVOMG:

HADOOP Mepi1BaAAovtikeg petapAnteg APXH >>>>

export HADOOP_CLASSPATH=/usr/lib/jvm/java-8-openjdk-amd64/1ib/tools. jar

# Oplopog HADOOP_HOME katl PATH
HADOOP_HOME=/usr/local/hadoop
PATH=$PATH: $HADOOP_HOME /bin : $HADOOP_HOME/sbin

export
export

export
export
export
export
export
export
export

HADOOP_MAPRED_HOME=$HADOOP_HOME
HADOOP_COMMON_HOME=$HADOOP_HOME
HADOOP_HDFS_HOME=$HADOOP_HOME
YARN_HOME=$HADOOP_HOME
HADOOP_COMMON_LIB_NATIVE_DIR=$HADOOP_HOME/lib/native
LD_LIBRARY_PATH=$LD_LIBRARY_PATH:/usr/local/hadoop/lib/native
HADOOP_OPTS="-Djava.library.path=$HADOOP_HOME/1lib/native"

# Oplopog tng tomobeociag pe ta apxetia PUBuiong mopapétpwv tou Hadoop.
export HADOOP_CONF_DIR=$HADOOP_HOME/etc/hadoop

# >>>>

HADOOP MepiBaAAovtikeg peTaBAnTeG TEAOZ >>>>

H svnuépmon avty agopd 6iovg Toue koppovg (master, slavel,slave2, ...slaven) % kot tov

spark-client (BAéne Zynqua 6-109):

30 hostnames
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*.bashrc

Open ¥ +1

# =>>> I JAVA Nep1BaAAOVTIKEG MeTaBANTEC APXH B>

# Oplopog JAVA HOME kol evnupepworn tou PATH
export JAVA HOME=/usr/lib/jvm/java-8-openjdk-amd64
export PATH=$PATH:$JAVA HOME/bin

# ===< JAVA NepiBaAhovTikég MetafAnTtég TEAOZ ==<<

L R LR T master, slavel,slave2, ...slaven:-------------------
# >mm> HADOOP MepiParrovtikeég petaBAnteg APXH S>>
# ,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,

export HADOOP CLASSPATH=/usr/lib/jvm/java-8-openjdk-amd64/1ib/tools.jar
# Opilopég HADOOP_HOME ka1 PATH

export HADOOP HOME=/usr/local/hadoop

export PATH=$PATH:$HADOOP HOME/bin:$HADOOP HOME/sbin

export HADOOP MAPRED HOME=$HADOOP HOME

export HADOOP COMMON HOME=$HADOOP HOME

export HADOOP HDFS HOME=$HADOOP HOME

export YARN HOME=$HADOOP_ HOME

export HADOOP COMMON LIB NATIVE DIR=$HADOOP HOME/lib/native

export LD LIBRARY PATH=$LD LIBRARY PATH:/usr/local/hadoop/lib/native
export HADOOP OPTS="-Djava.library.path=$HADOOP HOME/lib/native"

# Oplopog Tng tonoBeciag pe Ta apyxeic PUBpi1oNG nopapéTpwvy Tou Hadoop.
export HADOOP CONF DIR=$%$HADOOP HOME/etc/hadoop

# ==>> HADOOP Nep1BuaAhovTikeg peToBAnTEg TEADOZ >>>>

Tymua 6-109: To apyeio ~/.bashrc otov kouPo master petd v eyxatdotaon tov Apache Hadoop

Yopeova pe tov Iivaka 6-1, o apyeio dwapopemong (configuration files) mov 0o npémet va
EVILEPMGEL O YPNOTNG LETA TNV eyKoTdotacn tov Apache Hadoop sivat ta mapaxdto:

= /etc/profile.d/hadoop.sh
Kot 610 povondr /usr/local/hadoop/etc/hadoop/ :

= hadoop-env.sh

= core-site.xml

= hdfs-site.xml

= mapred-site.xml
= vyarn-site.xml

= workers

hadoop.sh:
Eifwotan va dtopopeavetor to HADOOP_HOME g petafAnti teptBaAAovtog GUGTAIOTOS

Yo To A0yo awtd dnpovpyel apyikd o ypnotng, ne to gedit, to apyeio hadoop.sh péca otov
Katdhoyo /etc/profile.d:

éudo gedit /etc/profile.d/hadoop.sh
KOl TO EVIUEPADVEL OTMOC TOPOKATO:
export HADOOP_HOME=/usr/local/hadoop

Ytov katdhoyo /etc/profile.d amoOnkevel kaveig script ekkivnong 6mov kabéva amd avtd
aQOPE GLYKEKPIULEVT EQPOPLOYT KO TOL 07010 EKTEAOVVTAL OO TO KEAV(QOG KATA TNV EKKIVNON
TOV VITOAOYLIGTH TOV. LT CLVEXELD QPO TO OAOEL TO UETATPENEL GE EKTEAEGIO apyeio (PAEme

Zynuo 6-110):

1s -al /etc/profile.d/hadoop.sh
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sudo chmod +x /etc/profile.d/hadoop.sh
1ls -al /etc/profile.d/hadoop.sh

(base) - -:~$ 1s -al /etc/profile.d/hadoop.sh
-rw-r--r-- 1 root root 37 Aex 4 21:03 /etc/profile.d/hadoop.sh
(base) ~:~$ sudo chmod +x /etc/profile.d/hadoop.sh
(base) -@r :~$ 1s -al /etc/profile.d/hadoop.sh
-rwxr-xr-x 1 root root 37 Aek 4 21:03 /« ?

(base) ‘ ‘ :~$ I

Iyfquo 6-110: Metatpony Tov apyeiov hadoop.sh og exteréoo

AxoAo00mg EVNLEPDVEL To apyeio OV Bpiokovtot 610

lusr/local/hadoop/etc/hadoop/:

cd /usr/local/hadoop/etc/hadoop/

hadoop-env.sh:

gedit hadoop-env.sh

# Oplopog tou JAVA HOME
export JAVA_HOME=/usr/lib/jvm/java-8-openjdk-amd64
export HADOOP_OS_TYPE=${HADOOP_OS_TYPE:-$(uname -s)}

hdfs-site.xml:

gedit hdfs-site.xml

<configuration>

<!--kaBoplopdg tou ocuvteAeotr avamapaywynis (replication factor) -->
<property>
<name>dfs.replication</name>
<value>2</value>
</property>

<!-- Alapdpdwon yia tov NameNode -->
<property>
<name>dfs.namenode.name.dir</name>
<value>file:/usr/local/hadoop_store/hdfs/namenode</value>
</property>

<!--Atapopdwon yla tov DataNode -->
<property>
<name>dfs.datanode.data.dir</name>
<value>file:/usr/local/hadoop_store/hdfs/datanode</value>
</property>

<property>
<name>dfs.permissions.superusergroup</name>
<value>hadoopgroup</value>

HLOVOTTATL

<description>MNpoodiopidel tnv opdda (group) UNIX tng omoiag o1 Xproteg 6Oa

avTipetwnidovral wg umepxproteg oamd to HDFS.
</description>
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</property>

</configuration>

O ovvteheotg avamopaywyng (replication factor) vmayopevel tov apOpd TV avtypleov

evOg UmAoK Tov B TPEMEL Vo S1oTPovVTIOL TN GLGTAN TOVL YPNOTY.

O ovvtedeotig avamapoyoyng sivar eEopiopod 3 (to apyikd umAok kot dV0 avtiypagd Tov)
€0 tpomomombnke og 2 ylori 1 ovotado Oa £xel povo dvo slave kouPovc. Emouévmg kdébe
apyeio mov Ba dnpovpyel 0 ypnomg oto HDFS Ba £yl cuvteleot avamapaywyng 2 Kot ke
umAok amd to apyeio Oo avtypdeetar otovg 2 slave koppovg g cvetadog Tov. Mmopei o
YPNOTNG KOTA TN dNovpyia evOg apyeiov vo 0picEL KO TOV GUVTEAEGTY| OVOTAPOYMYNG Y10 TO
oLYKEKPLUEVO apyeio o€ mepinTmon mov BEAEL va gtvar dlapopeTikdg amd avTdv oV £iye opicet

oto apyeio hdfs-site.xml.

core-site.xml:
gedit core-site.xml

<configuration>

<property>
<name>hadoop.tmp.dir</name>
<value>/usr/local/hadoop_store/tmp</value>
<description>0 yovikog KatdAoyog ylo TOUG Tpoowpilvoug KataAdyoug </description>
</property>
<property>
<name>fs.defaultFS </name>
<!-- NameNode URI hdfs://host:port/ -->
<value>hdfs://master:9000</value>
<description>To fs.defaultFS - oe moAaildtepeg ekd60e1g tou Hadoop (o€ €kdOOELG
npoyevéotepeg tou YARN) e€ixe tnv ovopacia  fs.default.name. Eival to &€Eopiopov
povomdt1l mou Xpnoipomoileital wg mpdbepa (amdéAuto povondti Bdong - absolute base path)
ard tov meAdtn Hadoop FS otav 6ev mpoodiopiletal to amdAuto (MARPEG) HovomdtTti.
</description>
</property>

</configuration>

To YARN Aappavet voyn 6Aovg toug d1a8E€61100g DITOAOYIoTIKOVG TOPOLS G KAOE unydvn o
™m¢ ovotadag. Ot dopopemoelg pviung oto YARN éywvav oougpovo pe to fondntikd script
yarn-utils.py mov napanéumel o 0dnyog eykatdotacng “Hortonworks Data Platform (HDP):
Command line Installation” [38] kot a@od tpomomomOnke yio va givar cvufotd pe mv
Python3. Ztov odnyd ovtd mopEyovior €miong GVOAVTIKEG TANPOPOPIEG GYETIKO UE TOV
VTOAOYIOUO HE UN o TOUOTO TPOTO T®V puOpicewv pvriung ota opyeia Y ARN ko1 MapReduce.

Y10 ynpa 6-113 5i6ovTor GYNUATIKA 0L TEPLOYEG LVIUNG TTOV OVOPEPOVTAL GE AVTO TO SCript.

cd ~/Downloads
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wget http://public-repo-

1.hortonworks.com/HDP/tools/2.6.0.3/hdp manual install rpm helper files-
2.6.0.3.8.tar.gz

tar zxvf hdp_manual_install rpm_helper files-2.6.0.3.8.tar.gz

cd hdp_manual_install rpm_helper_files-2.6.0.3.8

1s

cd scripts

1s

Q hadoop ter: ~/Download m= - o@

(base) hadoopuser@master:~$ cd ~/Downloads

(base) hadoopuser@master:~/Downlo $ wget http://public-repo-1.hortonworks.com/HDP/tools/2.6.0.3/hdp_manual_install_rpm_helper_files
-2.6.0.3.8.tar.gz

--2019-12-21 18:34:05-- http://public-repo-1.hortonworks.com/HDP/tools/2.6.0.3/hdp_manual_install_rpm_helper_files-2.6.0.3.8.tar.gz
Resolving public-repo-1.hortonworks.com (public-repo-1.hortonworks.com)... 143.204.15.55, 143.204.15.42, 143.204.15.79, ...
Connecting to public-repo-1.hortonworks.com (public-repo-1.hortonworks.com)|143.204.15.55|:80... connected.

HTTP request sent, awaiting response... 200 OK

Length: 85173 (83K) [application/x-tar]

Saving to: ‘hdp_manual_install_rpm_helper_files-2.6.0.3.8.tar.gz’

hdp_manual_install_ 100%[ ===>] 83,18K 193KB/s in 0,4s

2019-12-21 18:34:07 (193 KB/s) - ‘hdp_manual_install_rpm_helper_files-2.6.0.3.8.tar.gz’ saved [85173/85173]

(base) hadoopuser@master:~/Downloads$ tar zxvf hdp_manual_install_rpm_helper_files-2.6.0.3.8.tar.gz
hdp_manual_install_rpm_helper_files-2.6.0.3.8/
hdp_manual_install_rpm_helper_files-2.6.0.3.8/configuration_files/

hdp_manual_install_rpm_helper_files-2.6.0.3.8/readme. txt
hdp_manual_install_rpm_helper_files-2.6.0.3.8/HDP-CHANGES. txt

(base) hadoopuser e $ cd hdp_manual_install_rpm_helper_files-2.6.0.3.8
(base) hadoopuser ter: S 1s
HDP-CHANGES. txt readme.txt

(base) hadoc ar er: $ cd scripts
(base) | am er: 1s
director ndGroups.sh yarn-utils.py
(base) ster: s
Tynua 6-111: Metagdptwon tov apyeiov hdp_manual_install_rpm_helper_files-2.6.0.3.8.tar.gz mov nepiéyet 1o apyeio

yarn-utils.py

Ot emhoyég (command line options) tov script yua ™ cvoetddo tov [ivaka 6-2 givon (Cores=2,
Memory=4GB, Disks=1, HBASE=False)

python yarn-utils.py --cores 2 --memory 4 --disks 1 --hbase False

(base) »opt ter:
--disks 1 --hbase False
Using cores=2 memory=4GB disks=1 hbase=False
Traceback (most recent call last):
File "yarn-utils.py”, line 146, in <module>
main()
File "yarn-utils.py”, line 99, in main
reservedStackMemory = getReservedStackMemory(memory)
File "yarn-utils.py”, line 48, in getReservedStackMemory
if (reservedStack.has key(memor s

$ python yarn-utils.py --cores 2 --memory 4

AttributeError: ¢ as 108
(base) hadoopuser@master: .
(base) hadoopuser@master: $ sudo gedit yarn-utils.py
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Open * [ yarn-utils.py

def getReservedStackMemory(memory):
if (reservedstack.[EFNEEY (memory)):
return reservedStack[memory]
if (memory == 4):

ret = 1

elif (memory >= 512):
ret = 64

else:
ret = 1

return ret

def getReservedHBaseMem({memory) :
if (reservedHBase.has_key(memory)):
return reservedHBase[memory]
if (memory == 4):

ret = 1

elif (memory >= 512):
ret = 64

else:
ret =2

return ret

Open ¥ [ *yarn-utils.py

def getReservedStackMemory(memory):
if (memory im reservedStack):

return reservedStack[memory]
if (memory <= 4):

ret = 1

elif (memory >= 512):
ret = 64

else:
ret =1

return ret

def getReservedHBaseMem(memory):
if (memory in reservedHBase):
return reservedHBase[memory]
if (memory <= 4):

ret =1

elif (memory >= 512):
ret = 64

else:
ret = 2

return ret

(o)

(base) & $ python yarn-utils.py --cores 2 --memory 4
--disks 1 --hbase False

Using cores=2 memory=4GB disks=1 hbase=False

Profile: cores=2 memory=3072MB reserved=1GB usableMem=3GB disks=1
Num Container=3

Container Ram=1024.06MB

Used Ram=3GB

Unused Ram=1GB

yarn.scheduler.minimum-allocation-mb=1024.0
yarn.scheduler.maximum-allocation-mb=3072.0

yarn.nodemanager .resource.memory-mb=3072.0
mapreduce.map.memory.mb=1024.0

mapreduce.map.java.opts=-Xmx819m

mapreduce.reduce.memory.mb=2048.0

mapreduce.reduce. java.opts=-Xmx1638m
yarn.app.mapreduce.am.resource.mb=2048.0
yarn.app.mapreduce.am.command-opts=-Xmx1638m
mapreduce.task.io.sort.mb=409

(base) : S l
B
Zynua 6-112: (a) Tpomomoinomn tov yarn-utils.py yio va givon copfato pe v Python3, (B) Tpé&wo Tov yarn-utils.py.
Kot v didpkela tmv pubuicemv Bedtiotomoinong g cvotddag (performance tuning) tpomoromfnke to
yarn.scheduler.minimum-allocation-mb e 512mb yia va kKhpakdvovotr koddtepa (o Pripoto tov 512mb) ta containers
o0& oy£om pe 1 cLVoliky Swabéotpun pviun tov kopBov (yarn.nodemanager.resource.memory-mb=3072mb)

[Mopatpovrtag ta amoteléopato oto Xynua 6-112p dwumotovel kaveic 6tin Stabéotun pviun
eivoan 3GB, oniadon 1GB (OS RAM + Hadoop Daemons + pvAun ywo Aowmég diepyooies)

MyOTEPO OO TN GLUVOAIKT LLVIL.

Hapomipnon: Kotd v ddpkewe tov pubuicewv Pedtiotomoinong g cvotddog
(performance tuning) tpomomombnke to yarn.scheduler.minimum-allocation-mb ¢ 512mb
Yo vo. KMpokovovtolr koAvtepo (oe Pripota tov 512mb) to containers 6e oyéom HeE N
ovvoAlkn dwféoun uvnAun tov kopPov (yarn.nodemanager.resource.memory-mb=3072mb).

AkoLovOmg cuumAnpdver o ypiotg ta apyeio mapred-site.xml kon yarn-site.xml:
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mapred-site.xml:

gedit mapred-site.xml

<configuration>

<property>
<name>mapreduce.framework.name</name>
<value>yarn</value>
</property>
<property>
<name>yarn.app.mapreduce.am.env</name>
<value>HADOOP_MAPRED_HOME=/usr/local/hadoop</value>
</property>
<property>
<name>mapreduce.map.env</name>
<value>HADOOP_MAPRED_ HOME=/usr/local/hadoop</value>
</property>
<property>
<name>mapreduce.reduce.env</name>
<value>$HADOOP_MAPRED_HOME=/usr/local/hadoop</value>

</property>
<!-- EEoplopou tipnq yia mapreduce.map.memory.mb 1024MB -->
<property>
<name>mapreduce.map.memory.mb</name>
<value>1024</value>
</property>
<!-- EEoplopou Tipr yla mapreduce.reduce.memory.mb 3072MB -->
<property>
<name>mapreduce.reduce.memory.mb</name>
<value>2048</value>
</property>
<l-- Méyebog owpoU - pikpoéTeEPn TP (~80%) amd autr yla to mapreduce.map.memory.mb
Kal mapreduce.reduce.memory.mb avtioctolxa -->
<property>

<name>mapreduce.map.java.opts</name>
<value>-Xmx819m</value>

</property>

<property>
<name>mapreduce.reduce.java.opts</name>
<value>-Xmx1638m</value>

</property>

<property>
<name>yarn.app.mapreduce.am.resource.mb</name>
<value>2048</value>

</property>

<property>
<name> yarn.app.mapreduce.am.command-opts </name>
<value>-Xmx1638m</value>

</property>

<property>
<name> mapreduce.task.io.sort.mb</name>
<value>409</value>

</property>

</configuration>

yarn-site.xml:

gedit yarn-site.xml

<configuration>

<!-- Site specific YARN configuration properties -->

<!-- Alapoppwoeilg yia tov ResourceManager kai tov NodeManager-->
<property>

<name>yarn.acl.enable</name>
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<value>@</value>
</property>
<!-- Alopdépowon yia tov ResourceManager -->
<property>
<name>yarn.resourcemanager.hostname</name>
<value>master</value>
</property>
<property>
<name>yarn.scheduler.maximum-allocation-mb</name>
<value>3072</value>
<description> MNdéon pvAun pmopei va kotavaAwoel €va container. H €fopilopol Tipn
tng €ival 8192MB </description>
</property>
<property>
<name>yarn.scheduler.minimum-allocation-mb</name>
<value>512</value>
<description>H €Adx1otn Kkatavopry HVAUNG TOU EMLTPEMETAL O €va container. H
ggoplopol T1pA tng €lval 1024MB </description>
</property>
<!-- Alopopdwon yia NodeManager -->
<property>
<name>yarn.nodemanager.aux-services</name>
<value>mapreduce_shuffle</value>
</property>
<property>
<name>yarn.nodemanager.aux-services.mapreduce.shuffle.class</name>
<value>org.apache.hadoop.mapred.ShuffleHandler</value>
</property>
<property>
<name>yarn.nodemanager.resource.memory-mb</name>
<value>3072</value>
<description> MNéon pvAun prmopei va 6iatebel yia YARN containers oe évav pévo KOpPo
(=Node’s Total RAM - (0OS RAM + Hadoop Daemons + pvAun yioa Aoinmég &iepyoocieg)). MpEmen
va eilval pikpotepn amd TN OUVOAlKAR MvAun RAM tou képpou (Node’s Total RAM). H
g€opiopol TpA tng €ival 8192MB </description>
</property>
<property>
<name>yarn.nodemanager.vmem-check-enabled</name>
<value>false</value>
</property>
<!-- Ap16po6g muprivwv CPU mou pmopouv va diatebolv yia containers amdé tov NodeManager.
-->
<property>
<name>yarn.nodemanager.resource.cpu-vcores</name>
<value>2</value>
</property>
<property>
<name>yarn.scheduler.minimum-allocation-vcores</name>
<value>1</value>
</property>
<property>
<name>yarn.scheduler.maximum-allocation-vcores</name>
<value>2</value>
</property>
</configuration>

210V oLVOECUO OVTO TTOPEYOVIOL GUVIOUES TANPOPOPIEG CYETIKEG e TIG UETOPANTEG OTIG

TOPATAV® SOUOPPDGELS TOL apyeiov yarn-site.xml.
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yarn . nodemanager . Fesource. memory -mb Containers reserved space

yarn,scheduler .maximum-allocation-mb

Containers
yvarn.scheduler .sinimum-allocation-ab

yarn. app .mapreduce.am.resource.mb

mapreduce, map, memory . mb

mapreduce . reduce . memory .mb

Containers reserved space

ITyn: https:/lwww.linode.com/docs/databases/hadoop/how-to-install-and-set-up-hadoop-cluster/

Tyqua 6-113: Ot petafintéc pviung mov amartovvtol vo, kabopiotody og o, cvotdde Hadoop YARN

workers:
gedit workers

#workers
slavel
slave2

AxoloObmwg o yprotng Ba mpémel va dnuovpyncel tovg Kotaldyovg tmp, datanode ko

namenode kot ot cLVEYELD VO OALGEEL TOV 1O1O0KTHTI TOVG KOOMG Kot T SIKAIMUATE TOVG
(PAéme Zynuo 6-114).

sudo mkdir -p /usr/local/hadoop_store/tmp
sudo mkdir -p /usr/local/hadoop_store/hdfs/namenode
sudo mkdir -p /usr/local/hadoop_store/hdfs/datanode

1s -al /usr/local

sudo chown -R hadoopuser:hadoopgroup /usr/local/hadoop_store/
sudo chmod 750 /usr/local/hadoop_store/

sudo chmod 777 /usr/local/hadoop_store/tmp

1s -al /usr/local

1s -al /usr/local/hadoop_store/
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(base) hadoopuser@master:/usr/local$
(base) hadoopuser@master:/usr/local$
(base) hadoopuser@master:/usr/local$
(base) hadoopuser@master:/usr/local$
total 48

drwxr-xr-x 12 root root
drwxr-xr-x 14 root root

drwxr-xr-x 2 root root
drwxr-xr-x 2 root root
drwxr-xr-x 2 root root
drwxr-xr-x 9 hadoopuser hadoopgroup
drwxr-xr-x 4 root root
drwxr-xr-x 2 root root
drwxr-xr-x 3 root root
Lrwxrwxrwx 1 root root
drwxr-xr-x 2 root root
drwxr-xr-x 5 root root

(base) hadoopuser@master:/usr/local$
(base) hadoopuser@master:/usr/local$
(base) hadoopuser@master:/usr/local$
total 48

drwxr-xr-x 12 root root
drwxr-xr-x 14 root root

drwxr-xr-x root root
drwxr-xr-x root root
drwxr-xr-x root root

hadoopuser hadoopgroup
hadoopuser hadoopgroup

drwxr-xr-x
drwxr-x---

NUNREWNDRONNN

drwxr-xr-x root root
drwxr-xr-x root root
Lrwxrwxrwx root root
drwxr-xr-x root root
drwxr-xr-x root root
drwxr-xr-x root root

(base) hadoopuser@master:/usr/local$
total 16

drwxr-x--- 4 hadoopuser hadoopgroup
drwxr-xr-x 12 root root
drwxr-xr-x 4 hadoopuser hadoopgroup
drwxr-xr-x 2 hadoopuser hadoopgroup

sudo mkdir -p fusr/local/hadoop_store/tmp

sudo mkdir -p fusr/local/hadoop_store/hdfs/namenode
sudo mkdir -p fusr/local/hadoop_store/hdfs/datanode
ls -al fusr/local/

4096 A&k 4 21:34 .
4096 Anp 16 2019 ..
4096 Anp 16 2019 bin
4096 Anp 16 2019 etc
4096 Anp 16 2019 games
4096 zen 10 19:51 hadoop
4096 Aek 4 21:34 hadoop_store
4096 Anp 16 2019 include
4096 Anp 16 2019 lib
9 Noe 24 20:15 man -> share/man
4096 Anp 16 2019 sbin
4096 Anp 16 2019 share
sudo chown -R hadoopuser:hadoopgroup fusr/local/hadoop_store/
sudo chmod 750 /fusr/local/hadoop_store
ls -al

4096 AeK 4 21:34 .
4096 Anp 16 2019 ..
4096 Anp 16 2019 bin
4096 Anp 16 2019 etc
4096 Anp 16 2019 games
4096 zen 10 19:51 hadoop
4096 Aek 4 21:34 hadoop_store
4096 Anp 16 2019 include
4096 Anp 16 2019 lib
9 Noe 24 20:15 man -> share/man
4096 Anp 16 2019 sbin
4096 Anp 16 2019 share
4096 Anp 16 2019 src
1s -al hadoop_store/

4096 Aek 4 21:34 .
4096 Aek 4 21:34 ..
4096 A€k 4 21:35 hdfs
4096 A€k 4 21:34 tmp

(base) hadoopuser@master:/usr/local$ I

(base) hadoopuser@master: $ sudo chmod 777 /usr/local/hadoop_store/tmp
[sudo] password for hadoopuser:

(base) hadoopuser@master: $ 1s -al hadoop_store/

total 16

drwxr-x--- 4 hadoopuser hadoopgroup 4096 Ask 4 21:34

drwxr-xr-x 12 root root 4096 Nek 4 21:34

drwxr-xr-x 4 hadoopuser hadoopgroup 4096 Ask 4 21:35

drwxrwxrwx 4 hadoopuser hadoopgroup 4096 Iav 2 02:34

(base) hadoopuser@master: s

Yynpa 6-114: Anupovpyio tov kataddywov tmp, datanode kot namenode Ko.0mG kot 0AAoyn 1O10KTHTN Kot TPOTOTOING™
TOV SIKUOUATOV 6° 0TOVG TOVG KATOAOYOLC.

>t ovvéyela Oa mpémel o ypnong va dapopemcel tov kopfo NameNode (BAéne Tynuo 6-

115) y1a t0 Ady0 0TO TANKTPOAOYEL OTN YPOLLLUT EVIOADV:

hdfs namenode -format

Avt n eviol Oa mpémer va ekteleotel otov master kopfo poOVo TV TPOTN QOPA TOL

onpovpyeitor n ovotdda. H dtapdppmon Tov GusTHHaTOg apyei®Y ONUOIVEL THY TPOETOLAGTO

oV KataAdyov mov kabopiletar amd tnv dfs.namenode.name.dir petafint.
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(base) hadoopuser@master:~$ hdfs namenode -format
WARNING: /usr/local/hadoop/logs does not exist. Creating.
2019-12-04 22:24:45,893 INFO namenode.NameNode: STARTUP_MSG:

E;ARTUP_MSG: Starting NameNode

ARTUP_MSG: host = master/192.168.1.100

STARTUP_MSG: args = [-format]

STARTUP_MSG: version = 3.2.1

STARTUP_MSG: classpath = /usr/local/hadoop/etc/hadoop: /usr/local/hadoop/share/hadoop/common/1ib/commons-lang3-3.7.jar:/usr/local/hado
op/share/hadoop/common/1ib/s1f4j-1log4j12-1.7.25.jar:/usr/local/hadoop/share/hadoop/common/1ib/jsr305-3.0.0.jar:/usr/local/hadoop/share/
hadoop/common/1ib/htrace-core4-4.1.0-incubating.jar:/usr/local/hadoop/share/hadoop/common/1lib/dnsjava-2.1.7.jar:/usr/local/hadoop/share

STARTUP_MSG: build = https://gitbox.apache.org/repos/asf/hadoop.git -r b3cbbb467e22ea829b3808f4b7b01d07e0bf3842; compiled by 'rohiths
harmaks' on 2019-09-10T15:562
STARTUP_MSG: java = 1.8.0_222

B LT T e e e e e e LY
2019-12-84 22:24:45,980 INFO namenode.NameNode: registered UNIX signal handlers for [TERM, HUP, INT]

2019-12-04 22:24:46,742 INFO namenode.NameNode: createNameNode [-format]

Formatting using clusterid: CID-729253085-c8cc-456d-aab7-492965235329

2019-12-84 22:24:51,100 INFO namenode.FSEditLog: Edit logging is async:true

2019-12-84 22:24:51,267 INFO namenode.FSNamesystem: KeyProvider: null

2019-12-84 22:24:51,271 INFO namenode.FSNamesystem: fsLock is fair: true

2019-12-04 22:24:51,289 INFO namenode.FSNamesystem: Detailed lock hold time metrics enabled: false

2019-12-84 22:24:51,364 INFO namenode.FSNamesystem: fsOwner = hadoopuser (auth:SIMPLE)

2019-12-84 22:24:51,364 INFO namenode.FSNamesystem: supergroup = hadoopgroup

2019-12-84 22:24:51,364 INFO namenode.FSNamesystem: isPermissionEnabled = true

2019-12-04 22:24:51,365 INFO namenode.FSNamesystem: HA Enabled: false

2019-12-04 22:24:51,682 INFO common.Util: dfs.datanode.fileio.profiling.sampling.percentage set to 0. Disabling file IO profiling
2019-12-04 22:24:51,953 INFO blockmanagement.DatanodeManager: dfs.block.invalidate.limit: configured=1000, counted=60, effected=1000
2019-12-04 22:24:51,953 INFO blockmanagement.DatanodeManager: dfs.namenode.datanode.registration.ip-hostname-check=true

2019-12-04 22:24:52.034 INFO blockmanaaement.BlockManaaer: dfs.namenode.startun.delav.block.deletion.sec is set to 000:00:00:00.000

2019-12-04 22:24:53,171 INFO namenode.FSImage: Allocated new BlockPoolld: BP-300410662-192.168.1.100-1575491093108

2019-12-04 22: 53,384 INFO common.Storage : ol [N A gIaque]y usr/local/hadoop store/hdfs/namenode has been successfully formatted.
2019-12-04 22:24:53,615 INFO namenode.FSImageFormatProtobuf: Saving image file /usr/local/hadoop_store/hdfs/namenode/current/fsimage.ck
pt_0000000000000000000 using no compression

2019-12-04 22:24:54,065 INFO namenode.FSImageFormatProtobuf: Image file /usr/local/hadoop_store/hdfs/namenode/current/fsimage.ckpt_0000
000000000000000 of size 406 bytes saved in 0 seconds .

2019-12-04 22:24:54,151 INFO namenode.NNStorageRetentionManager: Going to retain 1 images with txid >= 0

2019-12-04 22 54,216 INFO namenode.FSImage: FSImageSaver clean checkpoint: txid=0 when meet shutdown.

2019-12-04 22:24:54,217 INFO namenode.NameNode: SHUTDOWN_MSG:

/
SHUTDOWN_MSG: Shutting down NameNode at master/192.168.1.100

i/
oopuser@master:~$ [J

(base) ha

Eynua 6-115: Apykomoinon tov cvotipotog apyeiov HDFS (dtopdpewon tov NameNode).

Hopatnpiosis:

= O katdroyog datanode sivor avaykoaiog otov master koufo udévo OGOV 0 YPNOTNG
embupel 0 ovykekpuévog kopPoc va ektedel kar gpyooieg slave (vo amobnkevet
dedOUEVDL).
= O katdroyog namenode sival avaykaiog povo otov master (NameNode) koppo yia tov
AOY0 aVTO peTd TV dnuovpyia tov kKhovev Oa tpénel va katapyndei omd toug slave
Koupovc.
= Ytov spark-client o xotdhoyog hadoop_store pmopei va katapynbel a@od dev
eEumnpetel Kavévo oKomo.
= O ékeyyoc ¢ ovotddac Hadoop Oa viomombei petd:
o N AqyM Kot eykatdotacn tov Spark
o 1 dnuovpyio T@v KAdveov tov master (slavel, slave2, spark-client),
o 1 pvBon tov SSH yia avbevtikomoinom ypnot yopis Kwdkod tpodcPacng

O  TIC TPOTOTOWGELS TOV TPOAVAPEPON KA.
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Anqwn kai eykarderacny tov Spark
AvVOAVTIKEG TANPOPOPIEG OYETIKG e TNV eyKatdotacn Tov Spark mapéyovral oty evotnta

Eykotdotaon tov PySpark oto Ubuntu 19.04 ce tomikn Aettovpyia (local mode)”. Agov

emMé€el 0 xpNoTNG TOV GVVOEGHO TNG £kdoomng Spark mov embvpuei omd v 16T0cEMSO TV

apyslofetnuévav exdocemv tov Spark (mepihapPdver dAec Tig kdO0ELS) 6TO TaPdOLVPO TOL

avoiyel avtiypapetl v ékdoon Spark mov €yel katdAnén -bin-hadoop2.7.tgz. Xtn cvvéyewn
a®ov avoi&etl po 006vn tov teppatikod mAnktporoyel (BAEne Tynuo 6-116):

cd ~/Downloads

wget https://archive.apache.org/dist/spark/spark-2.4.3/spark-2.4.3-bin-hadoop2.7.tgz
1s -al spark-2.4.3-bin-hadoop2.7.tgz

(base) h user@master: $ wget https://archive.apache.org/dist/spark/spark-2.4.3/spark-2.4.3-bin-hadoop2.7.tgz
--2019- 12 05 01 35¢ 48 https://archive.apache.org/dist/spark/spark-2.4.3/spark-2.4.3-bin-hadoop2.7.tgz

Resolving archive.apache.org (archive.apache.org)... 163.172.17.199

Connecting to archive.apache.org (archive.apache.org)|163.172.17.199]:443... connected.

HTTP request sent, awaiting response... 200 OK

Length: 229988313 (219M) [application/x-gzip]

Saving to: ‘spark-2.4.3-bin-hadoop2.7.tgz’

spark-2.4.3-bin-hadoop2.7.tgz 100%[ ] 219,334  716KB/s in 1im 6s

2019-12-05 01:46:48 (340 KB/s) - ‘spark-2.4.3-bin-hadoop2.7.tgz’ saved [229988313/229988313]

(base) hadoopuser@maste $ 1s -al spark-2.4.3-bin-hadoop2.7.tgz
-TW-F--F-- 1 hadoopuser hadoopgroup 229988313 Mal 1 2019
(base) hadoopuser@master: s

Eynuo 6-116: Anwn spark-2.4.3-bin-hadoop2.7.tgz

Me Ti¢ Tapakdt® eVIoAES umopel 0 ypone vo amocvumiécel kot e&oydyet Tov apysio spark-
2.4.3-bin-hadoop2.7.tgz otov oudvopuo edxero spark-2.4.3-bin-hadoop2.7 mov Bpioketor o
dadpoun ~/Downloads kot axorovbmg va Tov petopépel otn 0éon /opt/spark (BAéme Zynuo
6-117).

tar xvf spark-2.4.3-bin-hadoop2.7.tgz

1s -al

sudo mv spark-2.4.3-bin-hadoop2.7/ /opt/spark
1s -al /opt/spark
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base) hadoopuser@master: $ tar xvf spark-2.4.3-bin-hadoop2.7.tgz
spark-2.4.3-bin-hadoop2.7/

spark-2.4.3-bin-hadoop2.7/python/
spark-2.4.3-bin-hadoop2.7/python/setup.cfg

(o)
(base) hadoopuser@master: $ ls -al
total 1633820
drwxr-xr-x 3 hadoopuser hadoopgroup 4096 Aek 5 01:53
drwxr-xr-x 17 hadoopuser hadoopgroup 4096 Aek 5 01:47

-rw-r--r-- 1 hadoopuser hadoopgroup 541906131 IouA 25 17:59 Anaconda3-2019.07-Linux-x86_64.sh
-rw-r--r-- 1 hadoopuser hadoopgroup 541906131 IouA 25 17:59 Anaconda3-2019.07-Linux-x86_64.sh.1
-rw-r--r-- 1 hadoopuser hadoopgroup 359196911 sen 23 08:16

drwxr-xr-x 13 hadoopuser hadoopgroup 4096 Mai 1 2019

-rw-r--r-- 1 hadoopuser hadoopgroup 229988313 Mai 1 2019

(base) hadoopuser@master: $ sudo mv spark-2.4.3-bin-hadoop2.7/ /[opt/spark
[sudo] password for hadoopuser:

(base) hadoopuser@master: $ 1s -al /opt

total 20

drwxr-xr-x 5 root root 4096 Aek 5 01:55

drwxr-xr-x 20 root root 4096 Aek 2 19:56

drwxr-xr-x 26 hadoopuser hadoopgroup 4096 Aek 3 20:14
drwxr-xr-x 13 hadoopuser hadoopgroup 4096 Mai 1 2019
drwxr-xr-x 9 root root 4096 Noe 24 21:04

(base) hadc ser@master: $ ls -al /opt/spark
total 136
drwxr-xr-x 13 hadoopuser hadoopgroup 4096 Mal 1 2019
drwxr-xr-x 5 root root 4096 Aek 5 01:55
drwxr-xr-x 2 hadoopuser hadoopgroup 4096 Mail 1 2019
drwxr-xr-x 2 hadoopuser hadoopgroup 4096 Mati 1 2019
drwxr-xr-x 5 hadoopuser hadoopgroup 4096 Mai 1 2019
drwxr-xr-x 4 hadoopuser hadoopgroup 4096 Mail 1 2019
drwxr-xr-x 2 hadoopuser hadoopgroup 12288 Mai 1 2019
drwxr-xr-x 4 hadoopuser hadoopgroup 4096 Mati 1 2019
-rw-r--r-- 1 hadoopuser hadoopgroup 21316 Mal 1 2019 LICENSE
drwxr-xr-x 2 hadoopuser hadoopgroup 4096 Mail 1 2019
-rw-r--r-- 1 hadoopuser hadoopgroup 42919 Mai 1 2019 NOTICE
drwxr-xr-x 9 hadoopuser hadoopgroup 4096 Mail 1 2019
drwxr-xr-x 3 hadoopuser hadoopgroup 4096 Mai 1 2019
-rw-r--r-- 1 hadoopuser hadoopgroup 3952 Mail 1 2019 README.md
-rw-r--r-- 1 hadoopuser hadoopgroup 164 Mai 1 2019 RELEASE
drwxr-xr-x 2 hadoopuser hadoopgroup 4096 Mail 1 2019
drwxr-xr-x 2 hadoopuser hadoopgroup 4096 Mai 1 2019
(base) hadoopuser@master: S

)

Tynuo. 6-117: (o) Amoovumicon kot eEaywyn Tov apyeiov spark-2.4.3-bin-hadoop2.7.t9z otov opdvopo edxelo spark-
2.4.3-bin-hadoop2.7, (B) netapopd tov paxérov spark-2.4.3-bin-hadoop2 ot 6¢on /opt/spark.

A@o? avoitet o ypfog to apyeio .bashre e To gedit:

gedit ~/.bashrc
0o mpémel va kabopicel ™ petafint) nepipdrioviog SPARK_HOME xot va mpocsbécet 1o
povomdtt yio too SPARK binaries apyeia ot petafinty PATH, siedyoviac oto apyeio Tig
akoloveg ypapupés (PAéne Tynua 6.118):

export SPARK_HOME='/opt/spark"
export PATH=$PATH:$SPARK_HOME/bin:$SPARK_HOME/sbin:$SPARK_HOME/jars
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R R LR LT master, slavel,slave2, ..., slaven ------------------
# =>>> SPARK Nepi1BoAroviikég MetafAnteg APXH ==>>

export SPARK HOME='/opt/spark'

# MnopeiTe vo TMPOCHECETE MOAAIMAEC KOTQXWPNOELG TOUTOXpPOVO

export PATH=%PATH:$SPARK HOME/bin:$SPARK HOME/sbin:$SPARK HOME/jars
#export PATH=$PATH:$SPARK HOME/ 5bin|

# <<<<SPARK Nepi1Bairoviikeg MetaBAnteg TEADEZ <<<<

Zyhuo 6-118: Eviuépwon tov apyeiov .bashre pe ) petapinti nepipdiroviog SPARK HOME kot
npoctnkm ot petofAnt PATH tov povoratiod yio to. SPARK binaries apygio.

AoV Kheioel kol TN GLVEKELD avoi&et Eva VEO TepUOTIKO Ba mTpémel o ¥potne va eAEYEEL av

gykotootdOnke to Spark cmotd TANKTPoAOY®OVTAG 6T YPaUUn EVIOA®V (BAére Zynua 6-119):
pyspark --version

(base) ) ter:-$ pyspark --version
Welcome to
Pl e e
ZAUNV AR Y S e T |
y AR (I A A T O N version 2.4.3

/-1
Using Scala version 2.11.12, OpenJDK 64-Bit Server VM, 1.8.0_222
Branch
Compiled by user on 2019-05-01T05:08:38Z
Revision
url
Type --help for more information.
(base) ) N |

Zynua 6-119: EAeyyog opHnig eykatdotacng tov pyspark

IMo va pmopei o ypioc va tpéxetl to pyspark péoa amd to Jupyter Notebook omarteiton n
gykatdotaon tov takétov findspark, kot jupyter. T'a Adyovc cvvtopiag Oo avadnuovpynbei
10 TEPPAALOV conda e ovopacio pyspark_env mov dnuovpynnke oto 4° frina g evotTog
"Eykatdotaon tov PySpark oto Ubuntu 19.04 og tomkn Aetrtovpyia (local mode)”) pe fdoet
10 apyeio pyspark_env.yml mov dnuiovpynonke oto 6° Priua ¢ Tpoavapepbeicag evotnrag
(Yo TEPIGGOTEPEG TANPOPOPIES OYETIKG pne TN dnpovpyia evog mepiariovtog conda, tov
EUTAOVTIGUO TOV LE TOKETO, KoL TV amobfkevon Tov o€ éva apyeio yaml BAiéne oty evomta

"Awyeipion ‘Epywv"). Xto mepipdAiov conda pyspark_env eiyav mpootebei ta moakéto

findspark, jupyter (PAéme 5° Prua ¢ mpoavoaeepbeicag evotntag), pandas kobmg katl to
nb_conda (6° prpo ¢ mpoavaeepbeicas EVOTNTOC) TOL EMTPEMEL GTOVG YPNOTEG VO EYOVV
npocPacn og Tupnveg and dAia tepiBdAilovta conda péca and to Jupyter. Ilpémet o ypriotng
a@ob petapépel Tov katdAoyo pyspark_env_dir péoa oto xatdroyo Downloads tov master

KOUPBOL Vo TANKTPOAOYNGEL GTY| YPOLLLUT EVIOADV:
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cd ~/Downloads/pyspark_env_dir

1s -al

# Avadnuioupyia tou mepiBdAAovtog conda pyspark_env
conda env create -f pyspark_env.yml

# Epddavion twv mepilPaAAoviwv conda tou master

conda env list

# Evepyonoinon mepipdAAovtog pyspark_env

conda activate pyspark_env

# Evnuépwon tou makétou conda oto mepiPdAAlov base
conda update -n base -c defaults conda

(base) :~$ cd ~/Downloads/pyspark_env_dir
(base) B S 1s -al
total 12

drwxrwx--- 2 hadoopuser hadoopgroup 4096 Noe 3 11:37
drwxr-xr-x 3 hadoopuser hadoopgroup 4096 Aek 5 21:19
-rwxrwx--- 1 hadoopuser hadoopgroup 2884 Noe 3 11:37
(base) 8 $ conda env create -f pyspark_env.yml

Collecting package metadata (repodata.json): done

Solving environment: done

==> WARNING: A newer version of conda exists. <==
current version: 4.7.10
latest version: 4.7.12

Please update conda by running

Fllconda update -n base -c defaults conda

Downloading and Extracting Packages

blas-1.8 | 1 KB | | 100%
pygments-2.4.2 | 661 KB | | 100%
cee
ca-certificates-2019 | 144 KB | | 100%

Preparing transaction: done
arifying transaction: done
~xecuting transaction: / b'Enabling nb_conda_kernels...\nStatus: enabled\n'

\ b'Enabling notebook extension jupyter-js-widgets/extension...\n - validating: \x1b[32mOK\x1b[em\n'
\ b'Enabling notebook extension nb_conda/main...\n - Validating: \x1b[32mOK\x1b[@m\nEnabling tree extension nb_conda/tree...\n
Validating: \x1b[32mOK\x1b[@m\nEnabling: nb_conda\n- Writing config: /opt/anaconda/envs/pyspark_env/etc/jupyter\n - Validating...\n
nb_conda 2.2.1 \x1b[32mOK\x1b[@m\n'
done
#
# To activate this environment, use
#
# $ conda activate pyspark_env
#
# To deactivate an active environment, use
#
# S conda deactivate
(base) s
Tyqua 6-120: Avadnuovpyia tov tepiBdiiovtog conda pyspark_env
(base) 3 $ conda env list
# conda environments:
#
base * Jopt/anaconda
pyspark_env fopt/anaconda/envs/pyspark_env
(base) 8 S conda activate pyspark_env
(pyspark_env) 8 $ conda update -n base -c defaults conda

Collecting package metadata (current_repodata.json): done
Solving environment: done

Tynuo 6-121: TTapovoioon tov conda tepiparhoviey - Evepyomoinon nepifdiiovtog pyspark_env — Evnuépwon tov
nakéTov conda oto mepParlov base.

Mapatipnon: H diapopemon tov apyeiov spark-env.sh kou spark-defaults.conf kot o éheyyog
¢ ovotadag Spark og client mode o cluster mode 6o vAomomOei TopokdT®, APEcHOS HETA

Tov £\eyyo g ovotddag Hadoop YARN.

Anurovpyia kiovwy
Y1t ovvéyela Ba TpEnEL 0 XPHOTNG VO INUIOVPYNOEL TPELG KADVOLE Tov hadoop-master, tovg

hadoop-slavel, hadoop-slave2 kot spark-client. ®@a mpénet va dievkpvichel 0t awtd gival To
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ovopata twv EM énAadn| avtd mov @aivovtal péca oto VirtualBox. Ta ovouata vroAoylot®mv
(hostnames) twv EM eivat avtiotorya master, slavel, slave2 ko client. TTapaxdto @oiveton n
dwadikacio kKAhwvomroinong tov hadoop-master, aAloyrng tov ovopotog cvuvdeong (login name)
KOl TOV OVOLOTOG VToAoYloth and master oe slavel aAld kot adAayng Thg oTOTIKNG dtevbuveng

IP.

|ﬁZmur.‘P.I"'Yn.\lEn.“.m)..'\.r.\: - o x

Apxeio Mnyavry BorBeix

‘(| Epvakeia e W Q)
| W
| s Méa  PuBpioeic  Avaipeon  Exkkivnon

m M revika M| npoeniokénnon
- . -
, @ Teppamiopévn

e PuBpioe,. Ctrl+S

| % Khwvoroinon.. dtrl+0

| /22 Metakivnon...
LR} Export to OCI...
/;,i Agaipeon...

() Opadomnoinon

hadoop-master

= Exkivnon 4

— @

‘Ovopo kat Sladpopn TNG VEAG PNXAVAG

MNapakaA® €MAEETE £va Ovopa Kal NPOaIPETIKA £va QAKEAO YIa TN VEA €IKOVIKN pnxavn. H véa
unxavn 8a sival évag kKAwvog Tng unxavng hadoop-master.

‘Ovopa: ‘ hadoop_slavel |

Aiadpopn: F:\VMs_Catalog v

MoNimikn AicuBlvoswv MAC:  Anpioupyia vewv disuBivoswv MAC via OAeG TIG KApTeG SIKTUOU -
MpoobBeteg EmAovéc: O Aiatipnon Ovoudtwyv Aiokwy

O Aiatipnon UUID uAikoU

Ma Mpoxwpnuevoug Enopevo Akupo

®

Eynuo 6-122: (o) ‘Evopén g dradikaoiog khwvoroinong g EM  hadoop-master, (B) Opiopdg ovopatog kot dtadpopng
™ véag EM. @a mpémet o ypnotng va mpocééet wiutépws N “TloAttic) Atevbvveemv MAC” va givotl aut Tov gaiveton
oTNV EIKOVO.
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- Khuovomadan Ewovikic Mnxavric

Tomog kKAwvou

MapakaAo) ENIAEETE Tov TUMO Tou KAWVOU Nou BEAETE va BnUIOUPYACETE.

Av eniAéEeTe MARPNG KA®VOC, Ba dnuioupynBei éva akpiBEC avTiypago TN ApXIKAG EIKOVIKAG
pnxavic (cupnepIAapBavopévwv OAWY TWV ApXEiwV TWV EIKOVIKWY TKANPWV OioKwv).

Av eniAekeTe Zuvdedepévog kKA@VoG, Ba dnuioupynBei pia kaivoupia pnxavr), aAAd ol EIKOVIKOI
okAnpoi digkol eival ouvdeBelevol e Ta apxeia TwV EIKOVIKWDY OKANpwV SioKwY TNG apXIKAg

MnNxavic kal dev Ba PMNOPEITE va PETAKIVACETE TN VEQ EIKOVIKNA KMNXavh oc GAAO unoAoyioTr| Xwpic va
HETAKIVAOETE Kal Ta apyIkd apyeia.

Av BnuioupynoeTe éva Zuvdedepévo kA@vo ToTe Ba dnuioupynBei Eva kaivolplo oTIYHIOTUNO
OTNV apxIKA EIKOVIKN UnXavn wg JEpog Tne diadikaciag KAwvonoinong.

® MARpNG KA@voc

O ZuvdedepEvog KAWVOC

KAwvonoinan AKupo

(o)

Aex6 12:14 T - P DI

. master
A

Password:

o (5]

ubuntu®

®

Tyqua 6-123: (o) Erthoyn tomov kAdvov g EM, (B) Mopatnpei koaveig 61t to dvopa cvvdeong (login name) tov
vroloyioth ™G véag EM mopépeve master
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Activities () Terminal ~ 12:17

S B

hadoopuser
a il Fullycharged

Wired Connected

master
hadoopuser@master: ~

:=$ []

©
B
A

Details

+ About

Date & Time
9, Users

% Default Applications

Ubuntu 19.04

master
2,9GiB
Intel® Core™ i7-7500U CPU @ 2.70GHz
llvmpipe (LLVM 8.0, 256 bits)
3321
64-bit
Oracle
42,9GB

Check for updates

Details

+ About

Date & Time

Users

% Default Applications

Ubuntu 19.04

slave1
2,9GiB
Intel® Core™ i7-7500U CPU @ 2.70GHZ
llvmpipe (LLVM 8.0, 256 bits)
3.32.1
64-bit
Oracle
42,9GB

Check for updates

Q hadoopuser@slavei: ~ +1

(base) hadoopuser@slave1:~$ JJ

Syfuo 6-124: Alayn Tov ovopatog tov vroroyioth (hostname) tov kKhdvov hadoop-slavel arnd master og slavel
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Details Add User...

4+ About

T

(L) Date & Time

| master]
B Users

* Default Applications

Last Login | Today, 12:21

Details Add User...

+ About

(U Date&Time

|l slave1]
|

* Default Applications

Last Login | Today, 12:21

Wired Connected . slave1

Fully Charged

slave1 Not listed?

Iyfuo 6-125: AMayn tov ovopatog odvdeong (login name) tov kidvov hadoop-slavel arnd master oe slavel

AxolovBdvtag o ¥pNoTng TIG 00NYieg mov mePtypdpovion oty vrogvotnta “ PuOuion g

Kkdptac Awctvov oto VirtualBox kot g oratikng dievbvvong [P oto Ubuntu” Oa wpénel va

pvOuicet v otatikn d1evBvvon IP tov KAmvou pe Baon tov [livaka 6-2.
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Settings Network

Q  search
Wired +
& Region & Language
¥ Universal Access Connected-1000 Mb/s I] #®
a .
Online Accounts v Ee 4
& Privacy
Mot set up

& Applications
5 sharing Network Proxy Off | 3%
51 sound
® Power
& Network

Cancel Wired Apply

Details Identity IPv4 IPv6 Security

IPv4 Method Automatic (DHCP) Link-Local Only

© Manual Disable
Addresses
192.168.1.101 255.255.255.0 192.168.1.1 [

DNS Automatic

192.168.1.1

Routes Automatic -j

(base) hadoopuser@slavel:~$ ip a
1: lo: <LOOPBACK,UP,LOWER_UP> mtu 65536 qdisc noqueue state UMKNOWN group default gqlen 1008
link/loopback 00:00:00:00:00:00 brd 00:00:00:00:00:00
inet 127.0.0.1/8 scope host lo
valid_Llft forever preferred_lft forever
ineté ::1/128 scope host
valid_L1ft forever preferred_Llft forever
2: enp®s3: <BROADCAST,MULTICAST,UP,LOWER_UP> mtu 1500 qdisc fq_codel state UP group default qlen 1000
link/ether 98:00:27:73:dc:3a brd ff:ff:ff:ff:ff:ff

inet 192.168.1.101/24 brd 192.168.1.255 scope global noprefixroute enpfs3
valid_L1ft forever preferred_Llft forever

inet6 feBO::aea7:6a6:ae73:7c8a/64 scope link noprefixroute
valid Lft forever preferred Lft forever

Tynuo. 6-126: AMayn otatikig dievbuvong otov kKhdvo hadoop-slavel

Hapatipnon: O ypnomc mpénet va aAlGEel to péyebog g LvRUNG Kot Tov aptBud tov
enelepynoT®v 6Tovg kKopPoug slavel, slave? ko spark-client eoppova pe tov Iivaxo 6-2. O
TPOTOC OAAAYNG TOV aVOTEP® Qaivetal oto Zynuota 6-67 kot 6-68 avtictoyo. to Zyfua

6.127 aivetar o koppog slavel uetd tig tpomomomosig svppmva pe tov Mivaxa 6-2.

8L Edv o HIY tov ypiioty dev Siabéter ikavomomuixd apibué loyikdv mopivev. Mropei va yproworotioer dvo H/Y, atov
wpddTo vo. dnuovpyroer tic EM hadoop-master oz hadoop-slavel v arov devrepo ig EM hadoop-client oz hadoop-
slave2.
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L

J‘JU Epyaleia wa g lj(/ -

Néa  PuBpioeig Avaipeon  Ekkivnon

E hadoop-master M revika M npoeniokénnon

= Ze Aeroupyia ‘Ovopa: hadoop_slavel
AerToupyikéd ZUoTnua: Ubuntu (64-bit)
©¢on Apxeiou PuBpioswv: F:\VMs_Catalog
\hadoop_slavel

&| Zvomnpa hadoop_slavel

64 hadoop-slave2 Baoikf Mvrun: 4096 MB
) Teppamopévn EneepyaoTég: 2
ZeIpd ekkivnong:  Alokéra, ONTIkOG Aiokog,
. ZkAnpog Aiokog
a3 spark-client Enmayuvon: VT-x/AMD-V, ‘EvBeTn
= Ze Aerroupyia oehiSonoinon,
MNapasikovonoinon KVM

B 066vn

Mvnun Fpa@Ikav: 128 MB

EAeykTNG Mpa@ikav: VMSVGA
AlakopIoTRG ANopakpuopévng ENIQaveiag:  AnevepyonoinpEévog
MayvnTookonnon: Angvepyonoinuévn

2 AnoBrikeuon

EAeykmic: IDE
IDE AcutepeUmv Kipiog:  [OnTikr ouokeun] Kevo
EAeykTnG: SATA

@Upa SATA 0: hadoop_slavel.vdi (Kavovikd, 40,00 GB)
J "Hxog
0dnyog Oikodeonotn:  Windows DirectSound
EAeykThC: ICH AC97
&' AikTuo
Kapta diktUou 1:  Intel PRO/1000 MT Desktop (Mepupwpévn Kapra, Intel(R) Dual Band Wireless-AC
3165 #3)
(7 usB
EAeykTrc USB: OHCT

®iATpa Zuokeuwv: 0 (0 evepya)
] KoivéxpnoToi pakeioi
KoivoxpnoTol ®akeAor: 1

S Nepiypagn

Kavéva

Tynua 6-127: H kevrpuen 006vn tov VirtualBox Awayeiptotig petd v dnpovpyio OA®V TV KAOVOV GOLO®OVO LLE TOV
[Tivaka 6-2. Ztnv 006vn @aivovtal ot cuvorikég puBuicelg Tov kopPov slavel

PoOuion tov SSH yia avlOevtikomoinon ypioty ywpis kwoiko npocfaocng

To SSH (Secure Shell 7 Secure Socket Shell / aopaléc kéAvpog) glvar va. TPOTOKOALO SIKTVOL
OVOIKTOD KMOOIKO TOV YPNGILOTOLEITOL Y10, AsPOAr] cOvoeon HETAED evOg meAdTn Ko €vOG
OLOKOUIGTN Y10l TNV EKTEAEGT] EVIOAMV KO TPOYPOUUATOV GTO OLOUKOULGTH OO UAKPVGUEVE, A0
TOV TEANTN, TNV OVTOUOTOTOINCT] EPYACIOV OTMG ONovpyio avitypdowv acpaieiog HEcw
scripts, xofBd¢ kot yioo ™MV avtiypa®n M Tov cuyypovioud apyeiov petald meldTn kot

dwaxopot| péow tov SCP  (Secure Copy Protocol) mov Pooiletonr oto SSH (v
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avbeviikomoinon kol kwowonoinon) kot oto BSD RCP (v 1t petapopd tov apyeiov).
Baowd 10 SSH vmoompiler 600 tpdmovg emaAnbevong g tawtoOTNTOG YPNOTN UE TO
dwaxopoti. Tov éleyyo tantotnTog pe Kmdwkd tpocPacng (password-based authentication)

Kot Tov ELeyyo TavtdmTog e dnuocto khewi (public key authentication).

H pbOuon g ovvdeong ywo “éleyyo tavtotnrac ue miotomoinon ywpic kwowko” (Ssh
passwordless login) mpotmobéter ) dnuovpyio evog Cebyovg KAy ssh (dnudoiov ko
101WTIKOD KAELO10D) O6TO UNYOvNuo-teAdt. To 1diwtikd kledi ssh mapopével acParés 6To
otafud epyociog Tov ypot Kot To dnpocto kKAEW Ssh (to apyeio pe enéktoom .pub ) Oa mpénet
oTN GLVEXELD VoL TO TTPpocbécel o ypnotng oto apyeio authorized keys otov katdroyo ~/.ssh
TOV AOYOPLOGLOD TOV TTOV JATNPEL GTOVG ATOLAKPVGIEVOLS OKOUIGTEG TTOL MBLLEL VaL EXEL
npocPacn. Xt ocvvéxewn mapovoldletal o TPOTog dnuovpyiog tov fedyovg kleidiwv Ssh
(onuodaiov ko 1drwikod [ public and private) thg EM hadoop-master (ue hostname: master) pe
xpPNoN ™G evioAng ssh-keygen mov nepiiapfavetar otnv Tumikn covita epyaieiov OpenSSH
(BAéme Zynpo 6-128).

ssh-keygen -t rsa -b 4096 -P ""
omov -t: 0 akydpiBpog dnpodctov khewdiov (rsa, dsa, ecdsa, ed25519), -b: to punxog kiedov (key size) oe bits, -P

: no passphrase

(base) :~$ ssh-keygen -t rsa -b 4096 -P ""
Generating public/private rsa key pair.

Enter file in which to save the key (/home/hadoopuser/.ssh/id rsa):
Created directory '/home/hadoopuser/.ssh'.

Your identification has been saved in /home/fhadoopuser/.ssh/id rsa.
Your public key has been saved in /home/hadoopuser/.sshfid rsa.pub.
The key fingerprint is:

SHAZ256: 1tL7wjyssgfor4oQNDIvR980dalvretaifQMGkMiayI hadoopuser@master
The key's randomart image is:

+---[RSA 4096]----+

| o . |

| o0 |

| +o+ - |

|oB.o 0 + . |

|[E.= + 0 &

|++ == = . |

|. .o0..=+0 |

|.. +.. *o |

|. ..+B+oo=0 |

e =HAZS Ol +

(base) 1S I

Zyfua 6-128: Anuovpyia evyoug khedidv ssh (18iwtikod kot dnudciov)

[Mapoxdto emdekvietor To¢ propei o ypnomg vo eAéyEel v obvdeon péow Ssh ympic
KOOKO, avTlypaeovtag to dnpoocto kiedi tng EM oto apyeio ~/.ssh/authorized_keys tng idtog
EM (hadoop-master) kot ektedmvtag tnv €vtoAn ssh master (PAéne Zyfuo 6-129).

cat $HOME/.ssh/id_rsa.pub >> $HOME/.ssh/authorized_keys

# TPpOBOAr] OTO TEPHATIKO TOU TEPLEXOMEVOU TOU apxeiou

cat .ssh/authorized_keys

# Aokilpr yla To av av pmopel va ouvéeBel ywplg kwdikd otov Aoyoploaoud tou (master)
ssh master
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(base) :~§ cat SHOME/.ssh/id_rsa.pub => SHOME/.sshfauthorized keys

(base) :~S$ cat .sshj/authorized keys

ssh-rsa AAAAB3NzaClyc2EAAAADAQABAAACAQCWoyQkOnP3waY+2rS35A/mNS1Gudul/+mfoRzuco9w/rnv32F7sFn5Ln
USaXpA60z06RtubGeb/s8F4NMVIpoQMXRWK25c916mLPFdUW]j15x+4r FKAT4HtCxwYqLUQ5 jD+XBtSBVPRj8Pdq8kzHzn
fwRv3deKKw3qPWgnM25CIQ8vSvx750ZgPdn8EheBfIBviVrvoDoDkCBeJ19yuk2DQVELFmMbBP5jLDU+/UleAefZIr279 y
Lk1S1aPGet2eJoOxkPvWYaWY9IKRAMSWQRHLZo9bZrtcKqdYldRuAzkcTt5uWmLnAKXLVSfrkdzbTbGmOqoxedUTmLpr3Jw
afNSQZPpfDWzqboWtXoIWDPrwr+3fGirxoTPOZ7ygBEGqFdx250JyhXgutOtclYU5/1s3KbOQYIOP7DbNIYHMYKiwMS1e2
yEm@1QHkpQP2nN200JHQvmMDCut /W7qOPFvahDHW2PuzcELXSMEYTLLk36rt5/q7WUzyRqql708tDtzz8eB2eqRTnYmVaeX
MhiNgasAvViNEUQXaMnXtRNWRC4z1fIQVqyWmgezgjW/tkgMdulQK5XMsnuYZhtIB4renHrseVrc+IqYPMxQ8TfrN6IdEjaV
GLGahg6crMpirdLHvkrwkUg@nQvleemfQZ4KgnPVIz5nmMO8xINQPXyMIcaikfkw== hadoopuser@master

(base) :~% ssh master

ssh: connect to host master port 22: Connection refused

Tyhua 6-129: Avirypagn tov dnpdoiov kKhewdod tov kopPov master oto apyeio ~/.ssh/authorized_keys tov wiov koppov
Kol GVETLTLYNG Tpoomdfeia cOvdeong otov kOpPo master uéowm ssh Aoyw amovsiag g vanpesiog openssh-server.

[Mapatnpel kaveic 0Tt dev katéotn dvvatn 1 obvdeon otov Master uéom ssh eved TapdAinia
eKTLTOONKE otV 006V TO PvVpa: “ssh: connect 10 host master port 22: Connection refused”
OV VILOONAMDVEL OTL OeV Elvarl eyKATESTNUEVT 1] VINPEGia OPENSsSh-server. Apov £yKoTooTNoEL
0 ypnotng Vv vanpeocio avth (PAéne Zynua 6-130a) Oa mpénel va tpoonabnoet vo cuvdedel
€K véov pe tov master péom ssh. Tnv mpdT POpa TOL GLVOLETAL KAVELS GE EVaV SLOKOUOTN
uéow SSH, o SSH weAdng (client) eppavilel otov xpnotn o uvoua Tov Zyfiuotog 6-130p mov
Tov TANpogopel 6Tt M awbevtikdTNTo TOL SloKOMoTH 0ev  pmopel vo  SlomioTmOE.
AmodeyopeVog Tov Kivouvo o xpnog, aeov Beforwbel 6t tpocmadei va cuvdedel oTov 6(6Td
Koo, mAnkTpoAoyel ‘yes’ vy va ovvdefel oTOV SKOUIGTH €VO  TALTOYPOVO
amofnkeveTal To Moo KAEWL Tov dakouotn oto apyeio ~/.ssh/known_hosts tov meddn
€101 OOTE VO UITOPEL VAL TOV TOWTOTOW|GEL GE UEAAOVTIKY] GUVOEGT WE TOV GLYKEKPLUEVO
dakopotn (unyaviouog yvworav eéornpetntov —known_hosts mechanism). H acedAeia mov
TAPEXEL O UNYAVICUOG AVTOG EYKELTOL GTO YEYOVOS TG AV 0 XPNOTNG TpocTadncel va cuvoeel
0€ UETAYEVECTEPT TUEPOUNVIO KOL O OTOUOKPLGUEVOS OLOKOUIOTNG EUQOVIfEL €val GAAO
onuocto KAeWi, TOTe N 6Vvoeon amoppintetal Kabmg to KAWL dev elvarl a&lomoTo Yoo ToV
GLYKEKPLUEVO OLKOULOTN:
sudo apt-get install openssh-server

ssh master
exit

162



(base) 1~5 éudo apt-get install openssh-server

[sudo] password for hadoopuser:
Reading package lists... Done
Building dependency tree

Reading state information... Done

The following additional packages will be installed:

(o)
(base) :~$ ssh master
The authenticity of host 'master (192.168.1.100)"

can't be established.

ECDSA key fingerprint is SHA256:vka¥843tRmOnkCn/mEl6ZMetnd@ojOLKVIRFZLWMU3W.
re you sure you want to continue connecting (yes/no)? yes|

Warning: Permanently added 'master,192.168.1.100'

(ECDSA) to the list of known hosts.

Welcome to Ubuntu 19.04 (GNU/Linux 5.0.0-37-generic xB86_64)

* Documentation: https:/fhelp.ubuntu.com

* Management: https://landscape.canonical.com

* Support: https://ubuntu.com/advantage

4 updates can be installed immediately.
® of these updates are security updates.

Last login: Sun Nov 24 23:33:20 2019

(base) -8 exit
logout

Connection to master closed.
(base) ~S I

®

Tynua 6-130: (a) Eykatdotoon tng vanpeoiag openssh-server, (B) Zovdeon otov dakopuoti master péow ssh ko

akoloVBmg amrochvdeoT He TV VIOl exit

A@oD €yKOTOOTNOEL 0 ¥pPNOTNG TV vapecio OpPenssh-server otovg kopuPoug slavel kot
slave2 Oa mpémer va petapoptdoel 10 Anudoio Kiedi tov kéufov master otovg
dwaxopotég slavel kou slave? pe v gvroAn| ssh-copy-id mwov avtypdeet to dnpocto kAedi

Tov Master oto apyeio ~/.ssh/authorized_keys tov avotépw drakopiotdv (PAéne Tynuo 6-

131).

# Koppog slavel
sudo apt-get install openssh-server

#KouBog slave2
sudo apt-get install openssh-server

# KouBog master
ssh-copy-id slavel
ssh-copy-id slave2
ssh slavel

# Koppog slavel
exit

# Koppog master
ssh slave2

# Koppog slavel
exit
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(base) :~$ sudo apt-get install openssh-server
[sudo] password for hadoopuser:

Reading package lists... Done

Building dependency tree

Reading state information... Done

The following additional packages will be installed:

()
(base) :~% sudo apt-get install openssh-server
Reading package lists... Done
Building dependency tree
Reading state information... Done
Suggested packages:
®

(base) :~5 ssh-copy-id slavel

The authenticity of host 'slavel (192.168.1.101)' can't be established.

ECDSA key fingerprint is SHA256:Vi0jWqjT/RqZ580s4QQedDsGw3C8zf5aKUCk0ZnvhIg.

Are you sure you want to continue connecting (yes/no)? yes

fusr/bin/ssh-copy-id: INFO: attempting to log in with the new key(s), to filter out any that are already installed
fusr/bin/ssh-copy-id: INFO: 1 key(s) remain to be installed -- if you are prompted now it is to install the new key
s

hadoopuser@slavel's password:

Number of key(s) added: 1

Now try logging into the machine, with: "ssh 'slavel
and check to make sure that only the key(s) you wanted were added.

(base) :~$ ssh slavel
delcome to Ubuntu 19.04 (GNU/Linux 5.0.0-37-generic x86_64)

* Documentation: https://help.ubuntu.com

* Management: https://landscape.canonical.com
* Support: https://ubuntu.com/advantage

4 updates can be installed immediately.
9 of these updates are security updates.

New release '19.18' available.
Run 'do-release-upgrade' to upgrade to it.

Last legin: Sun Dec 8 04:00:49 2019 from 192.168.1.1600

(base) :~§ exit
logout
Connection to slavel closed.
(base) I |
™
(base) :~5 ssh-copy-id slavez

The authenticity of host 'slave2 (192.168.1.102)' can't be established.

ECDSA key fingerprint is SHA256:ZHOrg1GZafqJlqdmim7R/11Fmqqe/eMESBDSULNt1/F4.

Are you sure you want to continue connecting (yes/no)? yes

Jusr/binfssh-copy-id: INFO: attempting to log in with the new key(s), to filter out any that are already installed
Jusr/bin/ssh-copy-id: INFO: 1 key(s) remain to be installed -- if you are prompted now it is to install the new key
s

hadoopuser@slave2's password:

Number of key(s) added: 1

Now try logging into the machine, with: "ssh 'slave2'"
and check to make sure that only the key(s) you wanted were added.

(base) :~% ssh slavez

Last login: Sun Dec 8 ©3:38:31 2019 from 192.168.1.102
(base) :~% exit

logout

Connection to slave2 closed.

(base) -5

(©)

Syfua 6-131: (0),(B) Eykatdotaon vanpeciog openssh-server otoug kopfBovg slavel & slave2 avtiotoryo , (v),(3)
Metapoptoon tov Anpdcton Kiedod tov kopBov master otovg drokopiotés slavel ko slave2 -Xovdeon tov master
otovg kopPoug slavelkar slave2 péom ssh kot ot cuvéyela amochvdgon Tov master.

Axolo0bwmg Ba mpénel 0 ypnoTng va dnuovpynoetl éva (edyog kieidiwv ssh (dnudoiov kan

10wwtikodv | public and private) otnv EM spark-client (BAéne ynua 6-132) kot vo yKotooToEL

164



mv ovrnpeocio. openssh-server oty EM spark-client (ue hostname: spark-client) ot va

LETAPOPTOOEL TO Anudoto Kierdi tov spark-client otovg daxopiotég master, slavel kou slave2
(PAéme Zyfuo 6-133).

# Xtov KOppo spark-client

ssh-keygen -t rsa -b 4096 -P ""
sudo apt-get install openssh-server
ssh-copy-id master

ssh master

# Xtov Kko6ppo master

exit
# Xtov KoOppo spark-client

ssh-copy-id slavel
ssh slavel

# Xtov KkopBo slavel

exit

# Xtov KkopBo spark-client

ssh-copy-id slave2
ssh slave2

# Xtov KopBo slave2

exit

(base) W sh-keygen -t rsa -b 4096 -P ""
Generating public/private rsa key pair.

Enter file in which to save the key (/home/hadoopuser/.sshjid_rsa):

Your identification has been saved in /home/hadoopuser/.ssh/id rsa.

Your public key has been saved in /home/hadoopuser/.ssh/id_rsa.pub.

The key fingerprint is:

SHA256:dPIDERQIVXFBSbZXspmIEE@RVbYPb/jByIyyTB5CpzY hadoopuser@spark-client
The key's randomart image is:

+---[RSA 4096]----+

| el |
| +00.. . |
| =+0 00...|
| .0 +.0.%.]
| S ¥ = 0+.]
| E = *.0+|
| S* 4 ool
| s
\ I
+

---[SHA256]--- - - +

Tynua 6-132: Anuovpyia {evyoug khedidv ssh (1Buwticod kot dnpodctov) otov képPo spark-client
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(base) hadoopuser@spark-client:~$ sudo apt-get install openssh-server

[sudo] password for hadoopuser:

Reading package lists... Done

Building dependency tree

Reading state information... Done

(base) hadoopuser@spark-client:~$ ssh-copy-id master

Jusr/bin/ssh-copy-id: INFO: attempting to log in with the new key(s), to filter out any that are already installed
Jusr/binfssh-copy-id: INFO: 1 key(s) remain to be installed -- if you are prompted now it is to install the new keys
hadoopuser@master's password:

Number of key(s) added: 1

Now try logging into the machine, with: "ssh 'master'”
and check to make sure that only the key(s) you wanted were added.

(base) hadoopuser@spark-client:~5 ssh master
Welcome to Ubuntu 19.04 (GNU/Linux 5.0.0-37-generic x86_64)

* Documentation: https://help.ubuntu.com
* Management: https://landscape.canonical.com
* Support: https://ubuntu.com/advantage

4 updates can be installed immediately.
0 of these updates are security updates.

New release '19.10' available.
Run 'do-release-upgrade' to upgrade to it.

Last login: Sun Dec 8 11:55:43 2019 from 192.168.1.100
(base) hadoopuser@master:~$ exit

logout

Connection to master closed.

(base) hadoopuser@spark-client:~$ [

(base) hadoopuser@spark-client:~% ssh-copy-id slavel

Jusr/bin/ssh-copy-id: INFO: attempting to log in with the new key(s), to filter out any that are already installed
fusr/bin/ssh-copy-id: INFO: 1 key(s) remain to be installed -- if you are prompted now it is to install the new keys
hadoopuser@slavel's password:

Number of key(s) added: 1

Now try logging into the machine, with: "ssh 'slavel'"
and check to make sure that only the key(s) you wanted were added.

(base) hadoopuser@spark-client:~5 ssh slavel
Welcome to Ubuntu 19.84 (GNU/Linux 5.0.0-37-generic x86 64)

* Documentation: https://help.ubuntu.com
* Management: https://landscape.canonical.com
* Support: https://ubuntu.com/advantage

4 updates can be installed immediately.
0 of these updates are security updates.

New release '19.10' available.
Run 'do-release-upgrade' to upgrade to it.

Last login: Mon Dec 9 12:16:28 2019 from 192.168.1.1160
(base) hadoopuser@slavel:~§ exit

logout

Connection to slavel closed.

(base) hadoopuser@spark-client:~$ JJ

(base) hadoopuser@spark-client:~$ ssh-copy-id slave2

Jusr/binfssh-copy-id: INFO: attempting to log in with the new key(s), to filter out any that are already installed
Jusr/binfssh-copy-id: INFO: 1 key(s) remain to be installed -- if you are prompted now it is to install the new keys
hadoopuser@slave2's password:

Number of key(s) added: 1

Now try logging into the machine, with: "ssh 'slave2'"
and check to make sure that only the key(s) you wanted were added.

(base) hadoopuser@spark-client:~$ ssh slavez2

Last login: Sun Dec 8 22:47:59 2019 from 192.168.1.100
(base) hadoopuser@slave2:~5 exit

leogout

Connection to slave2 closed.

(base) hadoopuser@spark-client:~$%

Syfua 6-133: Eykatdotaon vnpeciog openssh-server otov spark-client - Metapdoptoon tov Anpdoion Kiediod tov
koupov spark-client otovg dtakopotéc master, slavel kou slave2.
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Tpormomonjoeig kai telikég pvOuicels 6tovs Koufovg

211 cuvéyela Bo TPEMEL 0 YPNOTNG VO OALOKANPDGEL TIG TPOTOTOINGELS TTOV OVOPEPOVTOL OTIG
TOPATNPNGELS TG evOTNTaS “Anyn ko eykatdotoon tov Hadoop YARN” kabmdg kot ot
TOPOINPNON TNG EVOTNTOS “ARjwn ko eykatdotacy tov Spark’:

»  Kotdpynon tov katardyov namenode kot hadoop_store and tovg slave koppoug kot ard

tov spark-client avtictorya (PAéne Zynua 6-134):

# slavel

rm -R /usr/local/hadoop_store/hdfs/namenode
#slave2

rm -R /usr/local/hadoop_store/hdfs/namenode
# spark-client

sudo rm -R /usr/local/hadoop_store

(base) AU -l s m / Llocal /hadoop store/hdfs /QEREGGLE
(base) :~§ 1s -al fusr/local/hadoop_store/hdfs

total 12

drwxr-xr-x 3 hadoopuser hadoopgroup 4896 Aek 9 02:46

drwxr-x--- 4 hadoopuser hadoopgroup 4096 Aek 4 21:34

drwx------ 3 hadoopuser hadoopgroup 4096 Aek 8 23:21

(base) L |

(base) :~$ rm -R fusr/local/hadoop store/hdfs/namenode
(base) :~5 1s -al Jusr/local/hadoop store/hdfs

total 12

drwxr-xr-x 3 hadoopuser hadoopgroup 4096 Aek 9 02:48
drwxr-x--- 4 hadoopuser hadoopgroup 4096 Aek 4 21:34

drwx------ 3 hadoopuser hadoopgroup 4096 Aek 8 23:20
(base) ~5

(base) :~% sudo rm -R Jusr/local/hadoop_store
[sudo] password for hadoopuser:

(base) :~5 1s -al [fusr/local

total 44

drwxr-xr-x 11 root root 4096 Aek 9 @2:52

drwxr-xr-x 14 root root 4996 Anp 16 2819

drwxr-xr-x 2 root root 4096 Anp 16 2019

drwxr-xr-x 2 root root 4096 Anp 16 2019

drwxr-xr-x 2 root root 4096 Anp 16 2819

drwxr-xr-x 10 hadoopuser hadoopgroup 4056 Ask 4 22:24

drwxr-xr-x 2 root root 4096 Anp 16 2019

drwxr-xr-x 3 root root 4096 Anp 16 2019

Lrwxrwxrwx 1 root root 9 Noe 24 20:15 -
drwxr-xr-x 2 root root 4996 Anp 16 2819

drwxr-xr-x 5 root root 4096 Anp 16 2019

drwxr-xr-x 2 root root 4096 Anp 16 2019

(base) H I

Zynua 6-134: Katdpynon tov ketaAdyov namenode ord tovg slave kopfovg kot tov hadoop_store oo tov spark-client
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"Eleyyoc ¢ ovotdoag Hadoop YARN
Oa Tpénel otV apyn vo. ekkivioet o ypnotng to Hadoop HDFS (PAéne Xynuo 6-135) kabmbg

kot 0 YARN (BAéne Zyfuo 6-135) kot va Befaiwbel 6tL Tpéyovv OAEg o1 VINPEGieg 6€ OAOVG

TOVG KOUPOVG e TV EVTOAN jps 2.

# Ekkivnon HDFS - Ztov kopPo master Oa mpémel va tpéxouv ol java &iepyacieg NameNode
Kal SecondaryNameNode - (To otapdtnua tou HDFS yivetal pe tnv €vtoAr: stop-dfs.sh)
start-dfs.sh

jps
# Xtov KoOpPo slavel - Ba mpemel va TPEXEL n java 6iepyacia DataNode
jps
# Xtov KoOpPo slave2 - Ba mpEmel va TPEXEL n java 6iepyacia DataNode
Jps

# Exkivnon YARN - Ztov kopPo master Ba mpémel va tpéXouv ol java Oiepyacieg NameNode,
SecondaryNameNode kai ResourceManager.

# (To otapdtnua tou YARN yivetatl avtiotoilyo ME TNV €VvTOAn: stop-yarn.sh)
start-yarn.sh

jps
# Itov KOpPo slavel- Ba mpemel va tpExouv ol java Siepyacieg DataNode kai NodeManager
jps
# Itov KOpPo slave2- Ba mpemel va tpExouv ol java Siepyacieg DataNode kai NodeManager
jps

Q hadoopuser@master: ~ ~l = — [m} *
(base) :~S start-dfs.sh

Starting namenodes on [master]
Starting datanodes
Starting secondary namenodes [master]

(base) H
(base) :~% jps
6107 Jps

5198 NameNode
5406 SecondaryNameNode
(base) Y

Q hadoopuser@slave1: ~ = = - O *®

(base) :~% jps
2658 Jps

2566 DataNode

(base) HE

Q hadoopuser@slave2: ~ = = - O x
(base) :~$ jps
3064 DataNode

3128 Jps
(base) ~5

Zympa 6-135: Exkivinon Hadoop HDFS

32 Xpyowomoicitar yia tov édeyyo dAwv Tov douudvev (daemons) Hadoop érwe or NameNode, DataNode,
ResourceManager, NodeManager «.Az. wov ektelovviau oe évav kdufo.
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Q hadoopuser@master: ~ = - O

‘base) :~% start-yarn.sh
starting resourcemanager

starting nodemanagers

‘base) :~5 jps

5201 ResourceManager

3198 NameNode

3406 SecondaryNameNode

5382 Jps

‘base) 1~5 I

Q hadoopuser@slavel: ~ [+

(base) :~$ jps
2566 DataNode

3286 Ips

3119 NodeManager

(base) :~5 1l

Q hadoopuser@slavez: ~ +1
(base) :~S jps
3064 DataNode
3374 NodeManager
3502 Jps
(base) 1~5 I

Tynuo. 6-136: Exkivion Hadoop YARN

Emiong petd v exkivnon tov Hadoop HDFS pmopei va mAnktpoloynost o ypnotng tnv
akO6AovOn evtoln (BAéne Zynua. 6-137) oL TOV TOPEYEL 0L GUVTOWUT AVOPOPA Y10l TO GUVOMKO

ocvotnua opysiov HDFS:

hdfs dfsadmin -report
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Q hadoopuser@master: fopt/spark/conf = _ O

(base) hadoopuser@master: $ hdfs dfsadmin -report
Configured Capacity: 84010270720 (78.24 GB)
Present Capacity: 46782316544 (43.57 GB)
DFS Remaining: 46782251008 (43.57 GB)
DFS Used: 65536 (64 KB)
DFS Used%: 0.00%
Replicated Blocks:
Under replicated blocks: @
Blocks with corrupt replicas: @
Missing blocks: @
Missing blocks (with replication factor 1): ©
Low redundancy blocks with highest prierity to recover: @
Pending deletion blocks: @
Erasure Coded Block Groups:
Low redundancy block groups: @
Block groups with corrupt internal blocks: @
Missing block groups: @
Low redundancy blocks with highest prierity to recover: @
Pending deletion blocks: @

Live datanodes (2):

Name: 192.168.1.101:9866 (slavel)

Hostname: slavel

Decommission Status : Normal

Configured Capacity: 42005135360 (39.12 GB)
DFS Used: 32768 (32 KB)

Non DFS Used: 16462766080 (15.33 GB)

DFS Remaining: 23378182144 (21.77 GB)

DFS Used%: 0.00%

DFS Remaining%: 55.66%

Configured Cache Capacity: @ (@ B)

Cache Used: @ (0 B)

Cache Remaining: © (@ B)

Cache Used%: 100.00%

Cache Remaining%: 0.00%

Xceivers: 1

Last contact: Mon Dec 09 00:45:55 EET 2019
Last Block Report: Sun Dec 88 23:21:03 EET 2019
Num of Blocks: @

Name: 192.168.1.102:9866 (slave2)

Hostname: slave2

Decommission Status : Normal

Configured Capacity: 42005135360 (39.12 GB)
DFS Used: 32768 (32 KB)

Non DFS Used: 16436879360 (15.31 GB)

DFS Remaining: 23404068864 (21.80 GB)

DFS Used%: 0.00%

DFS Remaining%: 55.72%

Configured Cache Capacity: @ (@ B)

Cache Used: @ (0 B)

Cache Remaining: @ (@ B)

Cache Used%: 100.00%

Cache Remaining%: 0.00%

Xceivers: 1

Last contact: Mon Dec @9 ©0:45:56 EET 2019
Last Block Report: Sun Dec 88 23:54:19 EET 2019
Num of Blocks: @

(base) hadoopuser@master: |

Zynua 6-137: H evrol hdfs dfsadmin -report mapéyet otov ypiiot pe. cOVIOUN avapopd yio To GUVOMKO GOGTNIA
opyeiov HDFS
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1 ovvéyeta Oo Tpémer o ypiotc va PefatmBei yio v cwoth Asrtovpyio tov Hadoop HDFS.

En’ evkaipio mapovcsidlovion pepikés Pacikég eVvToAES Yia 1o kKotavepnuévo ovotnua HDFS

[34] (PAéme Zynua 6-138):

# BAO1KEG EVTOAEG yla TO KOTAVEUnUéEvo cvotnua opxeiwv (distributed file system) HDFS
# OAEG O1 E€VTOAEG ylO TO KATOAVEUNUEVO oUOTNnua oapxeilwv &exkivouv pe: hdfs dfs

# EvtoAr 1ls yia tnv amopibunon twv apxeiwv Kal KatoAdywv o€ €vav kKatdAoyo tou HDFS
hdfs dfs -1s /

hdfs dfs -1s /user

# EvtoAr mkdir yia tn onuioupyia kataAdyou oto HDFS

hdfs dfs -mkdir -p /user/hadoopuser/testHDFS

hdfs dfs -1s /user/hadoopuser/

# EVTOAN y1la to Tomikd cuvotnupa opxeiwv (local filesystem) tou linux

cd /usr/local/hadoop

# EvtoAn put yila petodopd opyxeiwv/KatoAdywv omd TO TOMlkO ovotnua apxeiwv oto
KaTavEUNUEVO cuotnua HDFS

hdfs dfs -put README.txt /user/hadoopuser/testHDFS/

hdfs dfs -1s /user/hadoopuser/testHDFS/

# EvToAr cat yia tnv eKTUNMWON TwV MEPLEXOHEVWV €VOG apyxetlou amobnkeupgvou oto HDFS
hdfs dfs -cat /user/hadoopuser/testHDFS/README.txt | head

# EvToAn get yila petadopd oapxeiwv/kataAdywv amd TO KOTAVEUNpEVo ouotnupa HDFS oto
TOMKO ovuotnua apxeiwv

hdfs dfs -get /user/hadoopuser/testHDFS/README.txt /usr/local/hadoop/README2.txt

# EVTOAN yla TO TOMlKO oUOTNHA apXEiwV

cat /user/hadoopuser/testHDFS/README2.txt | head

# EvVTOAr mv yia tn petodopd apxeiwv €vtdg tou HDFS

hdfs dfs -mkdir -p /user/hadoopuser/testHDFS/test/

hdfs dfs -mv /user/hadoopuser/testHDFS/README.txt /user/hadoopuser/testHDFS/test/
hdfs dfs -1s /user/hadoopuser/testHDFS/test/

# EvVToAn cp yia tnv avtiypadn apxeiwv €vtog tou HDFS

hdfs dfs -cp /user/hadoopuser/testHDFS/test/README.txt /user/hadoopuser/testHDFS/

# EvtoAj rm -R yia tnv 6iaypoadr avadpouikd (recursively) apyxeiwv Kol KOTAAOywv €vtog
tou HDFS

hdfs dfs -rm -R /user/hadoopuser/testHDFS/

hdfs dfs -1s /user/hadoopuser/

Awdiktvoakn demaen ypnot (Web Ul) yia to HDFS (NameNode Ul)

Ext0g and tn diemapn ypopung evioldv, to Hadoop mapéyet emiong pia Stodiktvakt dtemapn
ypnot (Web Ul) 1660 yio to HDFS (NameNode Ul) 6co ka1 yio tov Awoyeplot) topmv
YARN (YARN Resource Manager Ul). Téco o NameNode 6co kar ot DataNodes tpéyovv
Evav €0MTEPIKO O10KOMOTH 16TOV TTOL EUQOVILEL YPNOYLEG TANPOPOPIES Yo TV TPEYOVGA
Katdotoon G ovotdoag. Me v mpoemheyuévn Sapdpemon, N apylkn ceAiido (cerido
emokomnong) tov NameNode Bpioketar otnv dievbvvon http://<namenode-hostname>: 9870/.
H oeAida avt) eppaviletl ta dedopéva twv DataNodes g cvotddag kabmg kot ta Pactkd

oTaTIoTIKG oTotKElo TG (BAéme Zynpa 6-139) [35].
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(base) hadoopuser@master:
Found 2 items

- hadoopuser
drwxr-xr-x - hadoopuser
(base) hadoopuser@master:
(base) hadoopuser@master:
(base) hadoopuser@master:
Found 1 items

drwxr-xr-x - hadoopuser
(base) hadoopuser@master:

$ hdfs dfs -1s /

0 2019-12-09 13:10 /tmp
0 2019-12-10 20:16 [user

hadoopgroup
hadoopgroup

$ hdfs dfs -1s fuser
S hdfs dfs -mkdir -p fuser/hadoopuser/test
$ hdfs dfs -1s fuser/hadoopuser

@ 2019-12-10 20:18 fuser/hadoopuser/test
-R fuser/hadoopuser/test

hadoopgroup
$ hdfs dfs -rm

Deleted fuser/hadoopuser/test

(base) hadoopuser@master:
Found 1 items

drwxr-xr-x - hadoopuser
(base) hadoopuser@master:
(base) hadoopuser@master:
Deleted fuser/hadoopuser
(base) hadoopuser@master:
Found 2 items

- hadoopuser
drwxr-xr-x - hadoopuser
(base) hadoopuser@master:
(ha=a) hadoopuser@master:
( Amazon |oopuser@master:
Found 1 items

drwxr-xr-x - hadoopuser
(base) hadoopuser@master:
(base) hadoopuser@master:

2019-12-10 20:24:24,182 INFO sasl.SaslDataTransferClient: SASL encryption trust check: localHostTrusted =

false

(base) hadoopuser@master:
Found 1 items

~TW-F--r-- 2 hadoopuser
(base) hadoopuser@master:

2019-12-160 20:25:02,024 INFO sasl.SaslDataTransferClient: SASL encryption trust check: localHostTrusted =

false

$ hdfs dfs -1s fuser

@ 2019-12-10 20:18 Juser/hadoopuser
Juser /hadoopuser
-R fuser/hadoopuser/

hadoopgroup
$ hdfs dfs -1s
S hdfs dfs -rm

$ hdfs dfs -1s /

0 2019-12-09 13:10 /tmp
0 2019-12-10 20:19 Jfuser

hadoopgroup
hadoopgroup

S hdfs dfs -1s Juser
$ hdfs dfs -mkdir -p fuser/hadoopuser/testHDFS
$ hdfs dfs -1s fuser/hadoopuser/

hadoopgroup 0 2019-12-10 20:20 fuser/hadoopuser/testHDFS
S cd Jusr/local/hadoop
$ hdfs dfs -put README.txt fuser/hadoopuser/testHDFS/
false, remoteHostTrusted

$ hdfs dfs -1s Juser/hadoopuser/testHDFS/

1361 2019-12-10 20:24 fuser/hadoopuser/testHDFS/README.txt
$ hdfs dfs -cat /fuser/hadoopuser/testHDFS/README.txt | head

hadoopgroup

false, remoteHostTrusted

For the latest information about Hadoop, please visit our website at:

http://hadoop.apache.org/

and our wiki, at:

http://wiki.apache.org/hadoop/

This distribution includes cryptographic software.

(base) hadoopuser@master:

The country in
$ hdfs dfs -get /fuser/hadoopuser/testHDFS/README.txt /usr/local/hadoop/README2.txt

2019-12-10 20:29:46,288 INFO sasl.SaslDataTransferClient: SASL encryption trust check: localHostTrusted = false, remoteHostTrusted =

false
(base) hadoopuser@master:

-rw-r--r-- 1 hadoopuser hadoopgroup 1361 Aek
-rw-r--r-- 1 hadoopuser hadoopgroup 1361 Zen

(base) hadoopuser@master:

S 1s -al R*

10 20:29 READMEZ.txt
10 17:35 README. txt
$ cat README2.txt | head

For the latest information about Hadoop, please visit our website at:

http://hadoop.apache.org/

and our wiki, at:

http://wiki.apache.org/hadoop/

This distribution includes cryptographic software.
which you currently reside may have restrictions

(base) hadoopuser@master:
(base) hadoopuser@master:
(base) hadoopuser@master:
Found 1 items

drwxr-xr-x - hadoopuser
(base) hadoopuser@master:
Found 1 items

-rW-r--r-- 2 hadoopuser
(base) hadoopuser@master:

The country in
on the import,

$ hdfs dfs -mkdir -p fuser/hadoopuser/testHDFS/test/
$ hdfs dfs -mv /user/hadoopuser/testHDFS/README.txt /user/hadoopuser/testHDFS/test/
$ hdfs dfs -1s Juser/hadoopuser/testHDFS/
hadoopgroup @ 2019-12-10 20:31 Juser/hadoopuser/testHDFS/test
$ hdfs dfs -1s juser/hadoopuser/testHDFS/test/
hadoopgroup 1361 2019-12-10 20:24 Juser/hadoopuser/testHDFS/test/README.txt
$ hdfs dfs -cp fuser/hadoopuser/testHDFS/test/README.txt /user/hadoopuser/testHDFS/

2019-12-10 20:36:33,813 INFO sasl.SaslDataTransferClient: SASL encryption trust check: localHostTrusted = false, remoteHostTrusted

false

2019-12-160 20:36:33,998 INFO sasl.SaslDataTransferClient: SASL encryption trust check: localHostTrusted = false, remoteHostTrusted

false
(base) hadoopuser@master:
Found 2 items
-rW-r--r--
drwxr-xr-x

2 hadoopuser
- hadoopuser

(base) hadoopuser@master:

$ hdfs dfs -1s fuser/hadoopuser/testHDFS/

1361 2019-12-10 20:36 fuser/hadoopuser/testHDFS/README.txt
0 2019-12-10 20:31 fuser/hadoopuser/testHDFS/test

hadoopgroup
hadoopgroup

; hdfs dfs -rm -R fuser/hadoopuser/testHDFS/

Deleted /user/hadoopuser/testHDFS

(base) hadoopuser@master:
Found 1 items
drwxr-xr-x

(base) hadoopuser@master:

- hadoopuser hadeoopgroup

$ hdfs dfs -1s Juser/

1 0 2019-12-10 20:49 /user/hadoopuser
S

Tynua 6-138: Baoikég viohég yia to katavepnuévo cvotua apyeimv (distributed file system) HDFS —

Is/mkdir/put/cat/get/mv/cp/rm -R
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Namenode information X

<~ C @ © | & 192.168.1.100:9870/dfshealth.html#tal In @ @ =

Hadoop Overview Datanodes Datanode Volume Failures Snapshot Startup Progress tilities ~

Overview 'master:9000' (active)

Started: Fri Dec 27 19:29:29 +0200 2019

Version: 3.2.1, rb3cbbb467e22ea829b3808f4b7b01d07e0bf3842

Compiled: Tue Sep 10 18:56:00 +0300 2019 by rohithsharmaks from branch-3.2.1
Cluster ID: CID-72925305-c8cc-456d-aab7-492965235329

Block Pool ID: BP-300410662-192.168.1.100-1575491093108
Summary

Security is off.

Safemode is off.

39 files and directories, 23 blocks (23 replicated blocks, 0 erasure coded block groups) = 62 total filesystem object(s).
Heap Memory used 49.6 MB of 59.62 MB Heap Memory. Max Heap Memory is 725 MB.

Non Heap Memory used 59.04 MB of 60.63 MB Commited Non Heap Memory. Max Non Heap Memory is <unbounded=>.

Configured Capacity: 78.24 GB

configured Remote Capacity: 0B

DFS Used: 472.34 MB (0.59%)

Non DFS Used: 32.37 GB

DFS Remaining: 41.38 GB (52.89%)

Block Pool Used: 472.34 MB (0.59%)

D usages% (Mi i ev): 0.59% [ 0.59% / 0.59% / 0.00%

Live Nodes 2 (Decommissioned: 0, In Maintenance: 0)
Dead Nodes 0 (Decommissioned: 0, In Maintenance: 0)
Decommissioning Nodes 0

Entering Maintenance Nodes 0

Total Datanode Volume Failures 0 (0 B)

Number of Under-Replicated Blocks 6

Number of Blocks Pending Deletion (including replicas) 0

Block Deletion Start Time Fri Dec 27 19:29:29 +0200 2019

Last Checkpoint Time Sat Dec 28 01:31:05 +0200 2019
Enabled Erasure Coding Policies RS-6-3-1024k

NameNode Journal Status

Current transaction ID: 2089

Journal Manager State
FileJournalManager(root=/usr/local/hadoop_store EditLogFileOutputStream({/usr/lecal/hadoop_store/hdfs/namenode/current
/hdfs/namenode) Jedits_inprogress_0000000000000002089)

NameNode Storage

Storage Directory Type State

Jjusr/localfhadoop_store/hdfs/namenode IMAGE_AND_EDITS Active

DFS Storage Types

Storage Type Configured Capacity Capacity Used Capacity Remaining Block Pool Used Nodes In Service

DISK 78.24 GB 472.34 MB (0.59%) 41.38 GB (52.89%) 47234 MB 2

Zynua 6-139: H apykr| ogkida (oeAida emokonnong) tov NameNode Web Ul

H npoécPaon oe kdmoro DataNode kopfo yiveton péowm tng Kaptéiag Datanodes. Xto Zynuo 6-

140 paivetar o dtakopiotg Tov datanode koppov slavel.
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Namenode information x

<« c o

Hadoop

Overview

© | & 192.168.1.100:9870/dfshealth html#tab-datanode

Datanodes  Datanode Volume Failures  Snapshot  Startup Progress  Utilities ~

RS

In @ ® =

Datanode Information

¢ Inservice @ Down @ Decon @ Decommissioned

/ Entering Maintenance

Datanode usage histogram

/ In Maintenance

O Dec 1ed & dead

/ In Maintenance & dead

0 T 20 30 ) 50 60 70 80 90 100
Disk usage of each DataNode (%)
In operation
Show| 25 :]enmes Search:
= Last Block
Last Block pool
Node Hitp Address contact Report Capacity Blocks used Vversion
+slavel:0866 1s 224m s0.268 ([ 23 23617MB 321
(192.168.1.101:9866) (0.59%)
+slave2:9866 http://slave2:9864 . 167m 39.12 GB - 23 236.17 MB 321
(192.168.1.102:9866) (0.59%)
Showing 1 to 2 of 2 entries Previous - Next
c @ © | & slave1:9864/datanode.htmi 10% ) | e %4 n@o® =
Hadoop  Overview  Utilities
DataNode on siave1:9866
Cluster ID: CID-72925305-c8cc-456d-aab7-492965235329
Version: 3.2.1, rb3cbbb467e222a829b3808f4b7b01d07e0bf3842
Last Block
Namenode Actor Last Last Block Report Size (Max
Address Block Pool ID State Heartbeat Report Size)
master:9000 BP-300410662-192.168.1.100-1575491093108 RUNNING  Os 4 hours 316 B (64 MB)
Capacity Capacity Capacity Reserved Space for
Directory StorageType Used Left Reserved Replicas Blocks
/Jusrflocal/hadoop_store DISK 236.17 MB 20.61 GB 0B 0B 23

Syfuo 6-140: Ty koptéda datanodes matdvtag o ypHotng Tve otov chvaesuo Tov kKopfov slavel (1), avoiyeto

£0MTEPIKOC SLAKOOTHS 16TOL TOV KOpPoL slavel

Méow ¢ dadiktvakng demapng ypnot (Web Ul) umopel o ypriotng va mepmynbei oto

ochoTNHo apyeiov ypnoporoldvtag tov ovvdeopo “Browse the File System (Tlepiynon oto

2ootnua.  Apyeiwv)”

mov PBpioketon

GTO TTUGGOUEVO HEVOL

“Utilities  (BonOntixa

poypauote)”’ e opyikng oelidog oo NameNode (master, BAéne Zynua 6-141).
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Namenode information X

&« C @ @ | & master:9870/dfshealth.html#ttab-overview 0% Pe N @ ®

Hadoop  Overview Datanodes  Datanode Volume Failures  Snapshot  Startup Progress

ties -
Browse the file system

Logs

overview 'master:9000' (active) Log Level

Metrics
Configuration

Process Thread Dump

Started: Sat Dec 28 12:04:06 +0200 2019
Version: 3.2.1, rb3cbbb467e22ea829b3808f4b7b01d07e0bf3842
Browsing HDFS x
<« c @ © | & master:9870/explorer.htmis, B oo% [ OB+ n@oe® =

Hadoop  oOverview Datanodes  Datanode Volume Failures  Snapshot  Startup Progress  Utilities ~

Browse Directory

C =) (=l» s

show 25 -|entries search:
% permission Owner Group size Last Modified Replication Block Size Name
,,,,,,,,, roup 0B Dec 22 22:36 0 08 sparklogs
hadoopuser  hadoopgroup 0B Dec 09 13:10 0 o8 tmp L]
hadoopuser  hadoopgroup 0B Dec 10 20:20 0 o8 user ]
Showing 1 to 3 of 3 entries Previous Next
Browsing HDFS x
<« c @ O #& master:2870, erhtmi/d B Coo%) | e W noe =

Hadoop  Overview Datanodes  Datanode Volume Failures  Snapshot  Startup Progress  Utilities ~

Browse Directory

Juser Go! =  » B
Show 25 « entries Search:
B Permission Owner Group Size Last Modified Replication Block Size Name
drwxrxe:x hadoopuser  hadoopgroup 0B Dec 11 03:27 o o8 ]
Showing 1 to 1 of 1 entries Previous Next

Tynuo 6-141: Tlepmynon oto kataveunpévo cvotnua apyeiov HDFS péom tov NameNode Ul

O éheyyog ™G cwotg Aettovpyiag Tov Hadoop YARN 6a yiver mapaxdrto poli pe tov éheyyo
tov Spark.

Awapopemon tov apyeiov spark-env.sh ko spark-defaults.conf

Axorovbei 1 Srpodppwon Tev apyeiov spark-env.sh kot spark-defaults.conf kot o édeyyog g
ovotdoag Spark pe tpdémo avdmtuéng cvotddag (cluster deploy mode) kot Tpoémo avimTuéng
neddtn (client deploy mode) (o tpoémog avdamtvéng tov Spark kabopiler ™ 0éom o6mov
exteleiton 0 00Myo6g (driver) oto mepiBdAiov avantuéng). Yrapyovv 600 KOpleg Katnyopieg
emoydv dapopemong tov Apache Spark: Ot 1010tnteg Spark (Spark properties) xat ot
uetafintéc mepipariovtoc (environment variables). O 1610tnteg Spark ypnoipomolodvral yio
mv pObuon TV SlopopedcEmy TG paproyne Spark kot umopodv va dtapopembovv
Eexoplotd Yo k6O spappoyn 2 [40]. O petoPintéc mepiPdiloviog pmopodv vo

33 Mropei va opioer o yproTc Tic I16THTES AVTES J1E TOVE TOPOKETO TPOTOVS, U TEIPG TPOTEPOIOTHTAS 0TS TV VYNAGTEPY
ot younlotepn: - Aueco e éva SparkConf mepvadrvrag 1o ato SparkContext. - Xto ypévo extéleans (run time), wg emidoyéc
ypopic evroddv ato kélvpog(shell) pyspark xai otnv spark-submit. -Zzo apyeio idiotizwv  [85].
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ypnoonomBodv yia tn pOHOUION TOV SUOPPOCEDY avd unyovr, HEcm tov script spark-

env.sh og kabe kOUPo. AVOALTIKEG TANPOPOPIES Yo TOVG TPOTOVG avamTvENG Tov Spark

Tapéyovtal 6TV opmvoun evotnta “Tpomot avarntuéne tov Spark™.

#KouBog master

cd /opt/spark/conf
# Avtiypa¢rp tou mpotumou spark-env.sh.template oto apxeio spark-env.sh
cp spark-env.sh.template spark-env.sh

# Avolypa tou apxeiou pe to gedit
sudo gedit spark-env.sh

Katomv minktporoyei oto apyeio spark-env.sh (BAéne Zyfua 6-143):

# Méoa oto apxeio spark-env.sh
export JAVA HOME=/usr/lib/jvm/java-8-openjdk-amd64

# OpiCoupe tTnv python tou mnepifdAlovtog pyspark env wg tnv python mou 6a
Xxpnoiponoiel to pyspark
export PYSPARK_PYTHON='/opt/anaconda/envs/pyspark_env/bin/python3’

(base)

(base)

total 44
drwxr-xr-x 2
drwxr-xr-x 13
-FW-F--r-- 1
-rW-r--r-- 1
“rwW-r=--r-- 1
-FW-F--r-- 1
-rW-r--r-- 1
“rwW-r=--r-- 1
-FWXF-Xr-x 1
(base)

(base)

total 52
drwxr-xr-x 2
drwxr-xr-x 13
-FW-F--r-- 1
-rW-r--r-- 1
“rwW-r=--r-- 1
-FW-F--r-- 1
-rW-r--r-- 1
“rwW-r=--r-- 1
-FWXF-Xr-x 1
-TWXr-Xr-x 1
(base)

hadoopuser
hadoopuser
hadoopuser
hadoopuser
hadoopuser
hadoopuser
hadoopuser
hadoopuser

hadoopuser

hadoopuser
hadoopuser
hadoopuser
hadoopuser
hadoopuser
hadoopuser
hadoopuser
hadoopuser
hadoopuser
hadoopuser

:~S cd Jopt/spark/

hadoopgroup
hadoopgroup
hadoopgroup
hadoopgroup
hadoopgroup
hadoopgroup
hadoopgroup
hadoopgroup
hadoopgroup

hadoopgroup
hadoopgroup
hadoopgroup
hadoopgroup
hadoopgroup
hadoopgroup
hadoopgroup
hadoopgroup
hadoopgroup
hadoopgroup

.

[sudo] password for hadoopuser:

Tynuo. 6-142: Avtiypoaen tov spark-env.sh and to

Open ¥ [+

conf

S ls -al
4096 AEK 6 11:22
4096 Matil 1 2019
996 Matl 1 2019 docker.properties.template
1105 Mai 1 2019 fairscheduler.xml.template
2025 Mai 1 2019 log4j.properties.template
7801 Mat 1 2019 metrics.properties.template
865 Mail 1 2019 slaves.template
1292 Mai 1 2019 spark-defaults.conf.template
4221 Mail 1 2019

S cp spark-env.sh.template spark-env.sh

S ls -al
4096 AEK 6 11:23
4096 Matil 1 2019
996 Matl 1 2019 docker.properties.template
1105 Mai 1 2019 fairscheduler.xml.template
2025 Mai 1 2019 log4j.properties.template
7801 Mat 1 2019 metrics.properties.template
865 Mail 1 2019 slaves.template
1292 Mai 1 2019 spark-defaults.conf.template
4221 AeK 6 11:23
4221 Matl 1 2019

S sudo gedit spark-env.sh

npdtumo spark-env.sh.template kot Gvorypa tov pe o gedit

spark-env.sh

spark-env.sh

export JAVA HOME=/usr/lib/jvm/java-8-openjdk-amd64

spark-defaults.conf

# KaBoplopog touv Buabikov upxsiou\ Python mov Ba ypnoiponoinBei and to mpoypappa obnynong Spark Kol ToOUg EKTEAECTEGQ
export PYSPARK PYTHON='/opt/anaconda/envs/pyspark env/bin/python3’

Zynua 6-143: Evnuépwon apyeiov spark-env.sh

# Metadoptwon apxeiou spark-env.sh amé tov master otov spark-client
scp /opt/spark/conf/spark-env.sh spark-client:/opt/spark/conf
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Q hadoopuser@master: ~ M = — O X

(base) :~5$ scp [fopt/spark/conf/spark-env.sh spark-client:/opt/spark/conf
hadoopuser@spark-client's password:

spark-env.sh 100% 4477 813.8KB/s 00:00
(base) 1~5 I

Tyhuo 6-144: Metapoptoon apyeiov spark-env.sh amd tov master otov spark-client

#KopBog master

# Avtiypa¢ry tou mpotumou spark-defaults.conf.template oto apyxeio spark-defaults.conf
cp spark-defaults.conf.template spark-defaults.conf

1s -al

# Avolypa tou apxeiou pe to gedit

sudo gedit spark-defaults.conf

Katoémv minktporoyei oto apyeio spark-defaults.conf (PAéne Zynquo 6-147):

#KoépuBog master
spark.master yarn

# MNMoootnta uvrApng mou Ba xpnoipomoindei yia to YARN Application Master oe cluster
mode - [lpokaBopiopevn Tipn 1g.

# # Mopdomolovvtal wg cupBoAocelpeg pvAunG JVM pe katdAngn povadag peyEBoug

# ("k" -> kibibyte, "m" -> mebibyte, "g" -> gibibyte, "t" -> tebibyte)

# https://en.wikipedia.org/wiki/Gibibyte

spark.driver.memory34 768m

# Ap1Ouog muprivwv mou Ba xpnoilpomoinbouv yia Tto KUplo mpoypoppa edpappoyriG YARN o€
# client mode - MpokaBopiopevn Tipn: 1

#spark.driver.cores 1

# Moootnta pvAung mou Ba xpnoipomoinbel yia to YARN Application Master oe client
mode -

# MpokaBopiopévn Tipq 512m

spark.yarn.am.memory 512m

# Ap1OpOG MUPVWV TIOU TIPEMEL VA XPNO1HOMO1NOoUv y1la TO KUP1lo TPOypauua £Poappoyng
YARN

# oe client mode.

# spark.yarn.am.cores 1

# H mAnpng pvrApn mou ¢nteitat amd to YARN avd ekteAeotr €ivatl =

# spark.executor.memory + spark.yarn.executor.memoryOverhead [39]

# o6mou spark.yarn.executor.memoryOverhead = max(384 MiB, ©.10 *
spark.executor.memory)

# e6w (3072m/2 - 384m), Omou 2: o ap1Oudg ekteAeotwv avda epydtn (worker)
spark.executor.memory 1152m

# Ap1Ouog ekteAeotwv(executors) ava epydtn (worker) - MpokaBopilopévn Tiun: 2.
spark.executor.instances 2

# 0 0op1Opdég twv mupAvwv avd ekteAeotr - lMpokabopiopévn tip o€ YARN mode: 1
spark.executor.cores 1

34 [oodtnra pwviune mov Oa yprowonomBei yia. t dispyacia tov mpoypduuatoc odiynonc (driver process). Xty nepintwon
avarrolng wag epopuoync Spark oe client mode de Oa mpémer va kabopiorei péow e sparkConf uéoa otnv epapuoyy alAd
eite Sovopikd uéow g emdoyic --driver-memory ozig evrodég spark-submit ko pyspark (z.y. ./bin/spark-submit --driver-
memory 59) eite 6mwg edw ue to elopiouod apyeio 1oty spark-defaults.conf [80]. O: pvuiceis (configurations) uéow
¢ spark-submit éyovv peyolitepn mpotepaudito évavt Twv poluicewv evide e epapuoync péow e sparkConf, or omoisg
EYOVY LEYALDTEPY TPOTEPOLOTHTA EVaVTL TV poOuicewy oe apyeia dioudppwaong (config files, z.y. spark-defaults.conf).
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yarn.nodemanager.resource.memory-mb

Executor Container

spark.yarn. spark.executor.memory
SRBCLRT spark.shuffle spark.storage
memoryOverhead * X : ¢
memoryFraction memoryFraction
Iny:[39]

Zyfuo 6-145: Kotavoun pvnung oe évay kOpPo poag cvotddag Spark pe éva executor container kot dioyeiptoti) mopwv
(RM) tov Hadoop YARN.

(base) B $ cp spark-defaults.conf.template spark-defaults.conf
(base) : 5 1ls -al

total 60

drwxr-xr-x 2 hadoopuser hadoopgroup 4096 Aek 8 23:54

drwxr-xr-x 13 hadoopuser hadoopgroup 4096 Mai 1 2019

-rw-r--r-- 1 hadoopuser hadoopgroup 996 Mail 1 2019 docker.properties.template
-rw-r--r-- 1 hadoopuser hadoopgroup 1165 Mai 1 2019 fairscheduler.xml.template
-TW-r--r-- 1 hadoopuser hadoopgroup 2025 Mail 1 2019 log4j.properties.template
-rw-r--r-- 1 hadoopuser hadoopgroup 7881 Mat 1 2019 metrics.properties.template
-rw-r--r-- 1 hadoopuser hadoopgroup 883 Aek 8 22:57 slaves

-rw-r--r-- 1 hadoopuser hadoopgroup 865 Mail 1 2019 slaves.template

-rw-r--r-- 1 hadoopuser hadoopgroup 1292 Aek 8 23:54 spark-defaults.conf
-TW-r--r-- 1 hadoopuser hadoopgroup 1292 Mai 1 2019 spark-defaults.conf.template
-rwxr-xr-x 1 hadoopuser hadoopgroup 4477 Aek 6 11:38

-rwxr-xr-x 1 hadoopuser hadoopgroup 4221 Mai 1 2019

(base) 7 $ sudo gedit spark-defaults.conf

[sudo] password for hadoopuser:

(base) B S I

Iyfuo 6-146: Avtiypagn tov spark-defaults.conf amd to mpdtumo spark-defaults.conf.template kot Gvorypa tov pe to
gedit

spark-defaults.conf

spark-env.sh spark-defaults.conf

# Spark oe ovotaba YARN
#

spark.master yarn

cluster mode -
("k"

# MoodTnTa uYvAung mov Ba Ypnoilpomoin8ei yia To YARN Application Master oe
# MopgonoloUvtal wg ocuvpBohooeipég pvnung JVM pe katdaingn povadag peyédoug
# "t -> tebibyte)

MpokaBopLoMEVN T1HR:
-> kibibyte, "m" -> mebibyte,

1g
"g" -> gibibyte,

spark.driver.memory 1g
#
#spark.driver.cores 1

# MoodTnTa pvAung mou
spark.yarn.am.memory
# Ap18uOG TUpVWY TOU
spark.yarn.am.cores

¥pnoilponoinesi yia to YARN Application Master ag
512m

Xprnoilponoingolv yla To KUplo TMpdypappa EQUpUoyNg
1

client mode- MpokaBoplopévn Tipf: 512m

B YARN oe client mode - MpokaBoplopévn Tipn: 1

# MoodTnTa pviAung yla
spark.executor.memory

Xprion ava biepyacia exteAeoth -
1g

MpokaBoplopévn Tipn: lg

H Ap18uog extTeAdeotuv(executors) ava epyatn (worker)
spark.executor.instances 2
# 0 gplBudc TwWv TMUPHVWY avd EKTEAECT -
spark.executor.cores 1

- NpokaBoplopévn Tlpf: 2.

MpokaBoplopevn Tiurn o€ YARN mode: 1

Tyfua 6-147: Evnuépwon tov apyeiov spark-defaults.confs

# Metadoptwon apxetlou spark-defaults.conf amd tov master otov spark-client
scp /opt/spark/conf/spark-defaults.conf spark-client:/opt/spark/conf/

35 01 ypéc tpomomoriOnkay 6w oY TPONYOTUEVY GEAISA Yia VO EKUETAIAEDETAL 0 YPHOTHG KOADTEP TNV Stodéan uviun
v EM. E0¢) 01 60YKEKPIEVES TINES YPNOILOTOLONKOY LOVO YI0. OKIUI TOD TOPOKAT® KMOIKA.
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(base) 3 $ scp Jopt/spark/conf/spark-defaults.conf spark-client
:Jopt/spark/conf/

The authenticity of host 'spark-client (192.168.1.110)' can't be established.

ECDSA key fingerprint is SHA256:cMbbxHuZV4B06Qa7rZASe0OW/FBAGS5C34CvYXPP26hM.

Are you sure you want to continue connecting (yes/no)? yes

Warning: Permanently added 'spark-client,192.168.1.118"' (ECDSA) to the 1list of known hosts.
hadoopuser@spark-client's password:

spark-defaults.conf 100% 1413 113.1KB/s 00:00

(base) : s 1
Zyhuo 6-148: Metapdptoon tov apyeiov spark-defaults.conf arnd tov master otov spark-client
"Eleyyog g exkivnong epappoyadv tov Spark oe cluster mode oe cuotdda Hadoop YARN
Onwg MM €xel avagepbei oe cluster mode o 0dnydc Spark tpéyel péoa oe o diepyocio
application master, tnv onoio dayepiletar o YARN otn cvotddo eved o meidtng (client)
Umopel vo amopakpuvOel LETA TNV EKKIvVNoT TG EQAPLOYNS. AkOoAoVOETL EAeyy0C TNG eKKivnoNg
epapuoymv tov Spark og cluster mode, ekteddvtog pe to script spark-submit to Tapdaderypa
pi.py (PAéne Zynuo 6-149), yio TOV VTOAOYIOUO HIOG TTPOGEYYIONG TOV 7T HECH TNG HEBOSOV
Monte  Carlo, 10 omoio mopéyetor upe to  Spark  otov  KotdAoyo

lopt/spark/examples/src/main/python/ (BAéne Zynua 6-150):

# spark-client

# Metd tnv eKkTtéAeon twv scripts: start-dfs.sh kai start-yarn.sh yia tnv ekkivnon tou

# kotavepnuévou ocuotripotog apxeiwv hadoop HDFS katl tou &taxeipiotr mépwv YARN avtiotoilyxa.
spark-submit --master yarn --deploy-mode cluster /opt/spark/examples/src/main/python/pi.py
100

Awdiktoakn demapn ypnot tov Alayeipioty [1opov YARN (YARN ResourceManager
Web Ul)

Me v mpoemleyuévn SWOUOPP®AST], 1 APYIKN GEMOO NG SLAGIKTLOKNG OlEMOPNG ¥PNOTN
YARN ResourceManager (Web Ul) Bpioketar oty dievbvvon http://<ResourceManager-
hostname>:368088. Méc® avtic 0 ypNoTNG Umopei vo evnuepmBel yio TV KOTAGTACY MI0G
gpyaoiog (job) mpofdilovtog TAnpopopieg Tov SlaKOUOTH 16TOPIKOV £pyaci®dv (PAEme Zynua
6-151).

36 master
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from  future  import print_function

import sys
from randem impert randof
from operator impert add

from pyspark.sql import SparkSession

if _name_ == "_main_":
Usage: pi [partitions
spark = SparkSession\
.builder\
.appName("PythonPi")\
.getOrCreate()

partitions = int(sys.argv[1l]) if len(sys.argv) > 1 else 2
n = 100800 * partitions

def f( ):
X = random() * 2 - 1
y = random() * 2 - 1
return 1 if x *%¥ 2 + y ** 2 <= 1 else 0

count = spark.sparkContext.parallelize(range(l, n + 1), partitions).map(f).reduce(add)
print("Pi is roughly %f" % (4.0 * count / n))

spark.stop()

Zynua 6-149: To mapddetypo pi.py, yio TOV VIOAOYIGHO HAG TPOGEYYIONG TOV TT HEGH TNG
uebddov Monte Carlo (mapéyeton pe to Spark)

Q hadoopuser@spark-client: ~ 1

(base) :~5 spark-submit -v --master yarn --deploy-mode cluster /jopt/spark/examples/src/main/python/pi.py 160
Using properties file: /opt/spark/conf/spark-defaults.conf

Adding default property: spark.master=yarn

Adding default property: spark.executor.memory=1g

Adding default property: spark.yarn.am.memory=512m

Adding default property: spark.driver.memory=1g

Parsed arguments:

master yarn

deployMode cluster

executorMemory 1g

executorCores null

totalExecutorCores null

propertiesFile Jopt/spark/conf/spark-defaults.conf
driverMemory 1g

driverCores null

driverExtraClassPath null

driverExtralibraryPath null
driverExtraJavaoptions null

supervise false
queue null
numExecutors null
files null
pyFiles null
archives null
mainClass null
primaryResource file: fopt/spark/examples/src/main/python/pi.py
name pi.py
childArgs [100]
jars null
packages null
packagesExclusions null
repositories null
verbose true
19/12/27 19:30:59 WARN Client: <. . n rn.archive i i back to uploading 1i under

19/12/27 19:31:088 INFO Client: Uploading resource file:/tmp/spark-7425efcO-89ce-46c4-94e0-b7488780045d/ spark_Llibs_ 1636567447805816773.z1p -> hdfs://master:90
00/user /hadoopuser/.sparkStaging/application_1577467838323_0001/__ spark_libs__1636567447805816773.zip
19/12/27 19:36:53 INFO Client: Uploading resource file:/opt/spark/examples/src/main/python/pi.py -> hdfs://master:9000/user/hadoopuser/.sparkStaging/application
_1577467838323_0001/pi.py
19/12/27 19:36:53 INFO Client: Uploading resource file:/opt/spark/python/lib/pyspark.zip -> hdfs://master:9000/user/hadoopuser/.sparkstaging/application_1577467
838323_0001/pyspark.zip
19/12/27 19:36:55 INFO Client: Uploading resource file:/opt/spark/python/1ib/py4j-8.10.7-src.zip -> hdfs://master:9000/user/hadoopuser/.sparkStaging/application
_1577467838323_0001/py4]j-0.10.7-src.zip
19/12/27 19:36:56 INFO Client: Uploading resource file:/tmp/spark-7425efc0-09ce-46c4-94e0-b7488780045d/ spark_conf_ 3011983787437375684.zip -> hdfs://master:9e
00 /user fhadoopuser/.sparkStaging/application_1577467838323_0001/__spark_conf__.zip
19/12/27 19:36:57 INFO SecurityManager: Changing view acls to: hadoopuser
19/12/27 19:36:57 INFO SecurityManager: Changing modify acls to: hadoopuser
19/12/27 19:38:53 INFO Client:

client token: N/A

diagnostics: N/A

ApplicationMaster host: slave2

ApplicationMaster RPC port: 37315

queue: default

: 1577468221459

user: hadoopuser
19/12/27 19:38:53 INFO ShutdownHookManager: Shutdown hook called
19/12/27 19:38:53 INFO ShutdownHookManager: Deleting directory /tmp/spark-7425efc@-09ce-46c4-94e0-b74887806045d
19/12/27 19:38:53 INFO ShutdnwnHonhManager: Deleting directory /tmp/spark-bac2cfa3-5d98-4778-aal8-303b63f4adbc
(base) =5

Syfua 6-150: Extédeon tov mopadeiyuatog pi.py pe v evrolr spark-submit og cluster mode. H exoyn ypappung
evtodmv (command line option) -v / --verbose tg spark-submit mapéyet emmhéov TAnpoeopieg oyetikd e v ektédeon
™G £QUPUOYNG/TOV TPOYpappatos Spark otn cvetdde. Onwg mapatnpet Kaveig T0 Topdderypo EKTELESTNKE KOVOVIKE.
(status: succeeded). To anoTéAesia TOL TPOEKLYE UTOPEL VAL TO dEL 0 YpNotg nécm Tov hadoop ResourceManager (RM)
Ul (BrAéme Zyfua 6-151).
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< c @

ClErbEm

© 4 master.

Cluster Metrics

All Applications

neoe &

Logoed inas:

~ Cluster
About Apps Submitted Apps Pending Apps Running Apps Completed Containers Running Memory Used Memory Total Memory Reserved VCores Used VCores Total VCores Reserved
Dode Labely Cluster Nodes Metrics
Apolications
S | 2 2 e C 1 : 2
Sectpren Scheduler Metrics
Em Scneauir Type Scheduing resaurce e Vi Alocatin asimum Aoestion aximum Ciustr Applcation Priorty
ET Capacty Scneauier imemery-m (unt=i), veores] <memony1024, vCores1> <memony072,vCores2> o
A
Show 20 - entrles Search:
- ———
’ Ruming  Alocates Alacates Reserved Reserves %ot | %o
0 D e Name Application Queue Application ' StartTime | LaunchTime FinishTime o o  Fnaistatus UG e el e e Tracking | Blacklistec
oo e S oy : : : iy E e « W Nedes
hadoopuser pl.py SPARK default 0 Fri Dec Fri Dec 27 FriDec 27 FINISHED SUCCEEDED N/A N/A N/A N/A oo 0.0 History 0
70 g 19smse
19:37:01 +0200 +0200
2019
Showing 1 to 1 of 1 entries
&« ¢ @ © | Z master 77467 80% s o In 0O ® i
@hadggp Application application_1577467838323_0001
~ Cluster

EISHED

user:
Name:

Application Type:
Application Tags:
Application Priority:
VarnApplicationState:

2
8

Finalstatus Reported by AM:

hadoopuser

0 (Higher Integer value indicates higher priority)
FINISHED

default

SUCCEEDED

Fri Dec 27 1:37.01 +0200 2019
Fri Dec 27 19:37:04 0200 2019
Fri Dec 27 19:38:52 +0200 2019
1mins, S1sec

History

DISABLED

Uniimited

false
<Not set>
<DEFAULT_PARTITION>

Application Overview

Application Metrics

Total Resource Preempted: <memory:0, vCores:0>
Total Number of Non-AM Contalners Preempted: 0
Total Number of AM Contalners Preempted: 0
Resource Preempted from Current Attempt: <memory.0, vCoresi0>
Number of Non-AM Containers Preempted from Current Attempt: 0
Aggregate Resource Allocation: 410854 MB-seconds, 198 vcore-seconds
Aggregate Preempted Resource Allocation: 0 M8-seconds, 0 vcore-seconds.

£ Started:
KD Launched:
Scheduer Finished:
Elapsed:
+ Tools Tracking URL:
Log Aggregation Status:
Application Timeout (Remalning Time):
Diagnostics:
Unmanaged Application:
Application Node Label expression:
AM contalner Node Label expression:
Show 20_-|entries
Attempt ID Started . Node ¢ Logs
‘appattempt 1577467838323 0001 000001 friDec 2719:37:0L  hitpy/jslave2:8042 [ 0
+0200 2019
Showing 1to 1 of 1 entries
PRI © |4 slaveze . 5774678
CrTEREE
~ ResourceManager Local Logs:

RM Home directory.info : Total file length is 34173 bytes,
launch_container.sh : Total file length is 5377 bytes.
prelaunch.err : Total file length is 0 bytes.
prelaunch.out : Total file length is 100 bytes.
stderr ; Total file length is 40826 bytes.
stdout : Total file length is 23 bytes]

» NodeManager
» Tools

Nodes blackiisted by the app

Search:
Nodes biackiisted by the system

nome &=

Logs for container_1577467838323_0001_01_000001

O % slavez e e 577467

Pi is roughly 3.14235!

~ ResourceManager
RM Home

» NodeManager
» Tools

W% | e @ W noe ==

Logs for container_1577467838323_0001_01_000001

Syfua 6-151: To ResourceManager (RM) Web Ul tov hadoop YARN- T va 81 0 XpRoTng T0 amoTéLeoiio Tov
napadeiypotog pi.py 0o mpénet va kdvel kK oto application ID (1) tng epappoyng, otn cvvéyeia oto Logs (2) kat

katdémy oto stdout:..(3)

MMopatypnon:

= Yopeova pe v emionun totocehida tov Spark [36] (BAéne Tynuo 6-152) to pnvouo

“Neither spark.yarn.jars nor spark.yarn.archive is set, falling back to uploading libraries

under SPARK_HOME”, tov Zynuotog 6-150, vrodnidvel 0Tt emedn dev €xet kaboprotel
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N petoafAnty spark.yarn.jars aAld obte kot n petafinty spark.yarn.archive to Spark 6a
dnuovpynoet éva apyeio zip otov katdroyo $SPARK_HOME/jars pe 6ha ta apyeio jars
TOL KataAdYov Kot Oa To LETOPOPTOGEL TNV KoToveunuévn cache kabott avtd to apyeio

jars givat omoapaitnta yo v enttvyn Asttovpyia tov Spark ot cvotddo YARN.

< > O M 4 | hittps://spark.apache.org/docs/latest/running-on-yarn.html ¥r = 71 = E @& =
Evpzan ot osAiBa | Meither sparkyam 1om6 1 { > Emdoyic v

......

spr R Overview Programming Guides = AP| Docs~ Deploying~ More~

Preparations

Running Spark on YARN requires a binary distribution of Spark which is built with YARN support. Binary distributions can be downloaded from the
downloads page of the project website. To build Spark yourself, refer to Building Spark

To make Spark runtime jars accessible from YARN side, you can specify spark.yarn.archive or spark.yarn.jars. For details please refer to
arn. jars is specified, Spark will create a zip file with all jars under $SPARK_HOME/jars

Spark Properties. If neither spark. yar nEETRR ST g rw

fand upload it to the distributed cache |
Zynua 6-152: Tlpogtopaoieg mpv to tpé&ipo Tov Spark e pio cvotédo YARN

Avto omwg katavoet kaveig kabvotepel TNy ektédeon Tov spark-submit kabe popd Tov
Tpéxel n evroln. To id10 ufivopo sppaviCeton kot 6tav extedeiton n spark-submit oe
client mode. 'Evag tpomog yioo vo. amo@iyel Kaveig avth v kabvotépnon eivar va
dnovpynoet éva, jar apyeio pe 6Aa ta jar apyeio (to amotélecua g eviong Is jars
| we -1 givar 226 apyeia, Onwg paivetor oto Zynpa 6-153) Tov vVdp)oLV GTOV KATAAOYO
$SPARK_HOME/jars kot vo 10 HETOPOPTMGCEL 6 VOV KATAAOYO GTO KATAVEUNUEVO
ovotnpa apyeiov HDFS. Oa npémetl to apyeio autd vo £xel GUVTELEGTN OVOTOUPUYDYNG
ico pe tov ap1dud twv NodeManagers (otnv cvetdda Tov dSNUIOVPYNCE O YPAP®Y OTH
OmA®UOTIKY  ovT, O oLvtEleoTNS avamapoywync=2). Ta mapomdve Pruota
ocuvoyiloviol oTlg akOAOVOEG EVTOAEG TTOL EKTEAOVVTIOL GTI YPOUUY] EVIOA®V TOV

master (PAére Zynua 6-153):

cd /opt/spark

# Anuioupyia €vog kataAdyou (jar-1lib) omou Oa amobnkeloel o XpAotng to apxeio
jar

mkdir -p /opt/spark/jar-1lib

1s -al

# Kotap€tpnon Ttwv apyxeiwv pECH OTOV KATAAOYO jars

1s jars | wc -1

cd jar-lib

# Anploupyia tou spark-libs.jar, evég apxeiov jar pe 6Aa ta apxeia mou umdpxouv
# otov koatdAoyo $SPARK _HOME/jars

jar cvef spark-libs.jar -C $SPARK_HOME/jars/

# Anuioupyia Tou kKatoAdyou spark-jars oto Katavepnuévo cuotnua HDFS

hdfs dfs -mkdir /user/hadoopuser/spark-jars

hdfs dfs -1ls /user/hadoopuser

# Metadoptwon tou spark-libs.jar otov katdAoyo spark-jars

hdfs dfs -put spark-libs.jar /user/hadoopuser/spark-jars/

# Oa mpemel To apyxeilo spark-libs.jar va €xel ouvteAeot avamopaywyng 100 PE TOV
# ap1Oud twv NodeManagers (yla tTn ouotdda Tou €xel Snuioupynbeil, o OUVTEAEDTHG
# avamapaywyrng=2)
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hdfs dfs -setrep -w 2 hdfs:///user/hadoopuser/spark-jars/spark-libs.jar
hdfs dfs -1s /user/hadoopuser/spark-jars/spark-libs.jar

AxorovOwg B mpémel va avoi&el o yprotng to apyeio spark-defaults.conf ctov
xopPo spark-client 3(Bréme Tyfpa 6-154):
sudo gedit /opt/spark/conf/spark-defaults.conf

KOl V0L TO EVIUEPDGEL TANKTPOAOYDVTOC Ta Tapakdte (PAéme Zyqua 6-154):

spark.yarn.archive hdfs:///user/hadoopuser/spark-jars/spark-1libs.jar
(base) :~$ ed fopt/spark
(base) 8 S mkdir -p /fopt/spark/jar-1lib
(base) g $ 1s -al
total 140
drwxr-xr-x 14 hadoopuser hadoopgroup 4096 Aek 11 83:15
drwxr-xr-x 5 root root 4096 A&k 5 B1:55
drwxr-xr-x 2 hadoopuser hadoopgroup 4096 Mai 1 2019
drwxr-xr-x 2 hadoopuser hadoopgroup 48096 Agk 9 20:01
drwxr-xr-x 5 hadoopuser hadoopgroup 4096 Mai 1 2019
drwxr-xr-x 4 hadoopuser hadoopgroup 4896 Mail 1 20819
drwxr-xr-x 2 hadoopuser hadoopgroup 4096 Aek 11 83:15
drwxr-xr-x 2 hadoopuser hadoopgroup 12288 Mail 1 20819
drwxr-xr-x 4 hadoopuser hadoopgroup 4096 Mail 1 2019
-rW-r--r-- 1 hadoopuser hadoopgroup 21316 Mati 1 2019 LICENSE
drwxr-xr-x 2 hadoopuser hadoopgroup 4096 Mai 1 2019
-rWw-r--r-- 1 hadoopuser hadoopgroup 42919 Mati 1 2019 NOTICE
drwxr-xr-x 9 hadoopuser hadoopgroup 4896 Mail 1 2019
drwxr-xr-x 3 hadoopuser hadoopgroup 4896 Mai 1 2019
-rWw-r--r-- 1 hadoopuser hadoopgroup 3952 Mati 1 2019 README.md
-rw-r--r-- 1 hadoopuser hadoopgroup 164 Mai 1 2019 RELEASE
drwxr-xr-x 2 hadoopuser hadoopgroup 4896 Mail 1 2019
drwxr-xr-x 2 hadoopuser hadoopgroup 4896 Mai 1 2019
(base) ] S ls jars | we -1
226 _
(base) : $ cd jar-lib
(base) f $ jar ecvef spark-libs.jar -C $SPARK_HOME/jars/

added manifest

adding: spark-launcher_2.11-2.4.3.jar(in = 75939) (out= 75939)(stored 0%)

adding: jersey-common-2.22.2.jar(in = 698375) (out= 698375)(stored 0%)

adding: spark-network-common_2.11-2.4.3.jar(in = 2392842) (out= 2392842)(stored 0%)
adding: xbean-asmé6-shaded-4.8.jar(in = 282930) (out= 282930)(stored 0%)

adding: zstd-jni-1.3.2-2.jar(in = 2333186) (od£; 2333186)(stored 0%)
adding: stax-api-1.0-2.jar(in = 23346) (out= 23346)(stored 0%)
adding: antlr-2.7.7.jar(in = 445288) (out= 445288)(stored 0%)

(base) 3 S

(base) 8 $ hdfs dfs -mkdir fuser/hadoopuser/spark-jars

(base) B $ hdfs dfs -1s fuser/hadoopuser

Found 2 items

drwxr-xr-x - hadoopuser hadoopgroup 0 2019-12-11 01:47 /user/hadoopuser/.sparkStaging
drwxr-xr-x - hadoopuser hadoopgroup 0 2019-12-11 03:27 Juser/hadoopuser/spark-jars

(base) g S

(base) $ hdfs dfs -put spark-libs.jar /fuser/hadoopuser/spark-jars

2019-12-11 ©3:29:27,896 INFD sasl.SaslDataTransferClient: SASL encryption trust check: localHostTruste
d = false, remoteHostTrusted false

(base) B $ hdfs dfs -setrep -w 2 hdfs:///user/hadoopuser/spark-jars/
spark-1libs. jar

Replication 2 set: hdfs:///user/hadoopuser/spark-jars/spark-libs.jar

Waiting for hdfs: //[user/hadoopuser/spark jars/spark-libs.jar ... done

(base) $ hdfs dfs -1s fuser/hadoopuser/spark-jars/spark-libs.jar
=MW-r--r-- I hadoopuser hadoopgroup 238588915 2019-12-11 03:29 /user/hadoopuser/spark-jars/spark-11
bs.jar

(base) 2 |

Yynua 6-153: Tto oynue avtd Kot 610 EndHEVO TEPLYpapovTaL Ta Priata oy Tpénel va yivouy yia va eEodetpOel To pvopa
“Neither spark.yarn.jars nor spark.yarn.archive is set, falling back to uploading libraries under SPARK._HOME” kot va
Bertimbel n TaydTnTo eKTéENEOTS TG EVTOANG Spark-submit tdco og cluster oo kat og client mode.

37 Av B8he1 0 ypiione va tpéxer epapuoyéc spark ko amé Tov Master érwe oto mapaderyua, Tote Qo TPETEL VoL EVIUEPOTEL
opoiwg kat to apyeio spark-defaults.conf zov master zpoxeiuévon va aropiyer v emmiéov kabvotépnon. Ia va tpéler Ty
epapuoyn pi.py oo tov spark-client (zov eivar o ovviibwg o kavévag) ae cluster mode: spark-submit --master yarn --deploy-
mode cluster /opt/spark/examples/src/main/python/pi.py 100
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(base) ) :~$ sudo gedit /opt/spark/conf

[sudo] password for hadoopuser

(base) S cd /opt/spark/conf

(base) 2 $ sudo gedit spark-defaults.conf
spark-defaults.conf

54 # ©a npénel to apxeio spark-libs.jar wva éxel cuvtedeoty avanapaywyfig ico pe tov

55 # ap1Bpdé twv NodeManagers (yia tn ouvotdda nou €xel dnproupynbel, o ouvteleotrg

56 # avanapaywyrfg=2)

57 # # Itov spark-client kai av Béher o xpfong va tpzxat egappoyég spark kav ané tov master, I
58 # t6te Ba npénel va evNPEPGOEL opoiwg KAl ToO uleo spark- defaults conf tou master

Tympa 6-154: 1o oyfuo 0vtd Kol GTO TPONYOVUEVO TEPLYPAPOVTAL TO. BNLLOTO TTOV TPETEL VO, Yivouy yia va. Ealelphel To
wpvopa “Neither spark.yarn.jars nor spark.yarn.archive is set, falling back to uploading libraries under SPARK HOME” xot va
Bedtiwbei n toyvNTO EKTELEONG TNG EVTOANG Spark-submit oo og cluster 6oo ko og client mode.

"Eleyyoc g exxivnong epappoymv tov Spark oe client mode 6 GuoTAdW [LE d1OYEPIOTY

nopov to Hadoop YARN
Axolovbei éleyyog tng ekkivnong epapuoymv tov Spark og client mode, exteldvrtag pe 10
script spark-submit to mapdderypo pi.py (BAéne ynuoa 6-156) otnv EM spark-client:

spark-submit --master yarn --deploy-mode client /opt/spark/examples/src/main/python/pi.py
100

(base) 3 (Wspark-submit --master

2019-12-16 14:39:14,050 INFO spark.SparkContext: Running Spark version 2.4.3

2019-12-16 14:39:14,154 INFO spark.SparkContext: Submitted application: PythonPi

2019-12-16 14:39:14,362 INFO spark.SecurityManager: Changing view acls to: hadoopuser

2019-12-16 14:39:14,363 INFO spark.SecurityManager: Changing modify acls to: hadoopuser

2019-12-16 14:39:14,363 INFO spark.SecurityManager: Changing view acls agroups to:

2019-12-16 14:39:14,364 INFO spark.SecurityManager: Changing modify acls groups to:

2019-12-16 14:39:14,364 INFO spark.SecurityManager: SecurityManager: authentication disabled; ui acls disabled; users with view permissions
2019-12-16 14:39:22,236 INFO yarn.Client: Source and destination file systems are the same. Not copying hdfs://master:9008/user/hadoopuser/s
park-jars/spark-1libs.jar

2019-12-16 14:39:22,601 INFO yarn.Client: Uploading resource file:/opt/spark/python/lib/pyspark.zip -> hdfs://master:9000/user/hadoopuser/.s
parkstaging/application_1576498538832_0001/pyspark.zip

2019-12-16 14:39:30,529 INFO yarn.Client: Uploading resource file:/opt/spark/python/lib/py4j-0.10.7-src.zip -> hdfs://master:90080/user/hadoo
puser/.sparkStaging/application_1576498538832_0001/py4j-0.10.7-src.zip

2819-12-16 14:39:31,321 INFO yarn.Client: Uploading resource file:/tmp/spark-ac25d9d9-18a5-4d4c-ba68-b249573ec201/__ spark_conf__262228484478
9161948.zip -> hdfs://master:9000/user/hadoopuser/.sparkStaging/application_1576498538832_0001/__spark_conf__.zip

2819-12-16 14:39:34,388 INFO spark.SecurityManager: Changing view acls to: hadoopuser

-12-16 14:
2019-12-16 14:
2019-12-16 14:
2019-12-16 14:

153,524 INFO server.AbstractConnector: Stopped Spark@7ofc4elc{HTTP/1.1,[http/1.1]}{0.0.6.0:4840}
153,539 INFO ui.SparkUI: Stopped Spark web UI at http://spark-client:4040
153,556 INFO cluster.YarnClientSchedulerBackend: Interrupting monitor thread
153,617 INFO cluster.YarnClientSchedulerBackend: Shutting down all executors
2019-12-16 14:40:53,626 INFO cluster.YarnSchedulerBackendSYarnDriverEndpoint: Asking each executor to shut down
2019-12-16 14:40:53,679 INFO cluster.SchedulerExtensionServices: Stopping SchedulerExtensionServices
(serviceoption=None,
services=List(),
started=false)
2019-12-16 14:40:53,692 INFO cluster.YarnClientSchedulerBackend: Stopped
2019-12-16 14:40:53,782 INFO spark.MapoOutputTrackerMasterEndpoint: MapOutputTrackerMasterEndpoint stopped!
2019-12-16 14:40:53,834 INFO memory.MemoryStore: MemoryStore cleared
2019-12-16 14:40:53,851 INFO storage.BlockManager: BlockManager stopped
2019-12-16 14:40:53,854 INFO storage.BlockManagerMaster: BlockManagerMaster stopped
2019-12-16 14:46:53,864 INFO scheduler.OutputCommitCoordinator$OutputCommitCoordinatorEndpeint: OutputCommitCoordinator stopped
2819-12-16 14:40:53,914 INFO spark.SparkContext: Successfully stopped SparkContext
2819-12-16 14:40:54,494 INFO util.ShutdownHookManager: Shutdown hook called
2019-12-16 14:40:54,495 INFO util.ShutdownHookManager: Deleting directory /tmp/spark-ac25d9d9-18a5-4d4c-ba68-b249573ec201/pyspark-7d22c17d-b
1bd-454f-84d4-693913984447
2019-12-16 14:40:54,498 INFO util.ShutdownHookManager: Deleting directory /tmp/spark-252856c3-442e-4d1b-92e6-ec6d5dfcd8cc
2019-12-16 14:40:54,500 INFO util‘ShutdnwnHinkManager: Deleting directory /tmp/spark-ac25d9d9-18a5-4d4c-ba68-b249573ec201
(base) B S

Syfuo 6-155: Avartuén tov Spark mpoypdapporog pi.py ot cvotdda Hadoop YARN oe client mode. Onwg mapatnpei o
xpNnog dev eppaviCetar miéov o uvopa “Neither spark.yarn.jars nor spark.yarn.archive is set ...” oALG Eyet
avtikarootobel and to uqvope “Source and Destination file systems are the same. Not copying ...” mov vrodniadvetl 61t
o apyeia jar daPalovtor amd To Kataveunpuévo cvotnua apyeiov HDFS kat cuvendg exteleitatl mo ypryopa 1
epappoyn Spark. Metd tnv okokAfpwon g ektédeong Tov Tpoypappatog to anotédespo. (Pi is roughly 3.140406)
emiotpépet otov spark-client
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Awdiktvakn demapn| ypnot g epapuoyng Spark (Spark Application Web Ul) &
evepyomoinon tov Alakopot Iotopukov Spark (Spark History Server) e cvotdda Hadoop
HDFS/YARN

Mo pyOuion mov Kotd tov ypdeovta a&ilel vo, VAOTOMGEL 0 XPNOTNG KATA TV £YKATAGTOON
tov Spark sivar | evepyomoinon tov Adraxouoti lotopixod Spark (Spark History Server). Mg
TNV TPOETIAEYUEVT] SLOUOPPmOT Tov Spark, umopei va 81 0 YPROTNG AVOAVTIKEC TANPOPOpPiES
Yo poe EQapuoyn Omag ypovodidypouuo. ooufaviov (event timeline), oxtikn avamopdoroon
00 koatevBovouevoo arxvklov ypapov(DAG) wog epyaciag (Job), otadia epyadiog (Job stages),
épya (tasks), ovvomtikéc uetprnoeic twv épywv (Summary tasks metrics), ovykevipwtikéc
uetprioeic ava exteleotn (Aggregated metrics by executor), ovouatiouévor cvoowpevtés (named
accumulators), karavalwon wopwv s ovotddos Spark K.AT. POVO OU®S Y10, 0G0 YPOVIKO
dtonuo Tp€xel n gpapuoyn. H wpdoPacn 6’ avtéc Tic mAnpogopieg yivetor pHécw Tov
cuvdéopov “Application Master”® ¢ spappoyig and ™y apyikr cekida g Stemapng
xpPNoT ResourceManager Web Ul oo Hadoop/YARN (http:/<ResourceManager
IP3°>:8088), 0 omoiog avakatevdhver ot Stemagn ypriotn Spark Application Web Ul (BAéne
Yynua 6-156).

All Applications

Zyfua 6-156: Me v npoemideypévn (default) Swapdpemon tov Spark n diemagpn ypriot Spark Web Ul givar Sto8éotun
péom Tov cuvdéopov “ApplicationMaster” g epappoyng Yo 660 YPoviKO SIECTNA TPEXEL 1] EPAPLOYN

38 0 givdeapoc avtéc supaviletar ota Seéid TG EQapUOYAC TOL TPEYEL Kok LOVO PIa TO YPOVIKG SLGOTHILG. TOV 1) EPAPUOYT]
EYEL.
39 Stqv ovykerpuuévy wepintwon o RM eivar 192.168.1.100 4 to hostname tc EM, dnladi master.
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O Adiaxowiotic lotopikod Spark emutpémel tov ypnotn va emoveEeTdoel TIG TOPOTAVE®
TANPOPOPIES KOt LETA TO TEPAG TNS EQapLoyNS. Ot TAnpopopiec avTég eivar ¥pMGIUES Y10 TOV
YPNOTN GTNV TPOGTADELD TOV VO BEATIOCEL TNV OITOSOTIKOTNTO TOL KMOKA TOL OAAG Kot Yo
mv pOOuon g ocvotddag Yo fédtiory amddoon (performance tuning). Xtnv cuvéxesia
nepLypdpetal o tpomog dapdpemwong tov Spark £tol dote va gival evepyog o Aiakouiotig

lotopikov Spark.

Apyikd Ba Tpémel 0 ¥PNOTNG VO ONUOVPYNCEL VOV KATAAOYO GTO KOTOVEUNUEVO GUGTNLO
apyeiov HDFS 6mov Oa amobnkevovtal ot TAnpopopies KoToypa®ng cuuPavtov otav Tpéyet
wo gpoppoyn Spark. @a mpénet 0 ypNoTE v dDoEL TANPN SIKOIDOUATH GE AVTOV TOV KOTAAOYO

(PAéme Zynuo 6-157):

#3Ttnv evepyomoilnuévn ouotdda Hadoop YARN (scripts start-dfs.sh, start-yarn.sh)
hdfs dfs -mkdir -p /spark-logs
hdfs dfs -chmod 777 /spark-logs

(base) :~$ hdfs dfs -mkdir -p [spark-logs

(base) :~% hdfs dfs -1s f

Found 3 items

drwxr-xr-x - hadoopuser hadoopgroup ® 2019-12-30 00:47 /spark-logs
drwx------ - hadoopuser hadoopgroup 6 2019-12-09 13:10 /[tmp
drwxr-xr-x - hadoopuser hadoopgroup 0 2019-12-10 20:20 Juser
(base) :~§ hdfs dfs -chmod 777 /spark-logs

(base) :~$ hdfs dfs -1s /

Found 3 items

drwxrwxrwx - hadoopuser hadoopgroup ® 2019-12-30 00:47 [spark-logs
drwx------ - hadoopuser hadoopgroup 0 2019-12-09 13:10 [tmp
drwxr-xr-x - hadoopuser hadoopgroup 0 2019-12-10 20:20 Jfuser
(base) ~S

Tymua 6-157: Anpovpyio evog katakdyov 6to Kotavepnuévo coatnua apyeiov HDFS, yio v amoOfkevon tov
TANPOPOPIOV KATAYPUPNG GCVUPBAVTOV OTOV TPEYEL Ll epappoyn Spark kot akoAovdmg amddoon TANPOV SIKO®UATOV
GTOV KATALOYO 0VTO

> ovvégewn OBa mpémer va evnuepmoel oe kabe KOuPo Mg ovotddoc To apyeio

$SPARK_HOME/conf/spark-defaults.conf yiwo va gvepyomomoet Ty kotoypagr coufdviov

Kot vo kaBopicetl Tov KaTdrloyo yio ta apyeio Kataypaens coppavrov [41] (BAére Zynuo 6-
158):

# cd /opt/spark/conf/
cd $SPARK_HOME/conf/
sudo gedit spark-defaults.conf

# Apxeilo spark-defaults.conf otov spark-client (Client Side)

# PUBp1lon tou 61lakopioth 1otopilkol yia cuotdda Spark pe Araxeipiotr Moépwv Hadoop YARN

# (Client Side: spark-client)
# Auti n 1616TnTa Xpnolpomoileital yla TNV avakoatookeurn tou web UL peTA TNV OAOKARpwon

# tng edappoyng.
spark.eventLog.enabled true
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# 0 katdAoyog o6mou Oa amobnkevovtal ol TAnpodopieg kataypadrig ocupPdvtwv OTAV TPEXETL
# pia edappoyn Spark. H mio ouvetn emiAoyr €ival vo MAPAMEUTEL OE €vaV KOTAAOYO TOU
# kotavepnuévou ocuotripatog apxeiwv Hadoop HDFS. O katdAoyog Oa MpEMEL va €XEL

# 6nuioupynBel €K Twv TMPOTEPWV.

spark.eventLog.dir hdfs://master:9000/spark-logs

# H I&iétnra autr kabopilel av Ba ocupmiedovral ta apxeio kataypodrig cuppdaviwv. O
npokaBoplopEvog alyoéplOuog ocupmieong €ivat o Snappy.
spark.eventLog.compress true

## Apxelo spark-defaults.conf otov umoAoyiotf mou Ba emiAeyel va TPEXEL O ALOKOULOTAG
# Iotopilkol (Server Side: m.x master, slavel, slave2, spark-client)

# 0 KatdAoyoG autdg Ba mpémel va €ival o 1610Gg pe autdv tng 1diétTntTag
# spark.eventlLog.dir otov spark-client (Client Side)
spark.history.fs.logDirectory hdfs://master:9000/spark-logs

#spark.history.fs.update.interval 10s
# H BUpa otnv omoila cuvdéetal n 6iemadry web tou Alakopiotri IoTopilkou.
#spark.history.ui.port 18080

# KaBopilel av o Atakopiotrig Iotopikolu Ba kabapilel ta apyxetla kataypadrig cupPavTwv
# oe mpokaBopilopEva xpovikd Siactruata mou kabopilovtal amd tnv 1diéTntTa

# spark.history.fs.cleaner.maxAge

spark.history.fs.cleaner.enabled true

# KoBopilel moéoco ouxvd Ba yivetal €Aeyxog omd TO GUOTNMA Yy1lo TNV €KkaBApion apyxeiwv
# kataypodic ouppavtwv. Avvatéc Tipég: 1d | 1h | 3em | 1eees
spark.history.fs.cleaner.interval 1d

# Auvatécg tipég: 1d | 1h | 3em | 1000s

spark.history.fs.cleaner.maxAge 7d

spark-defaults.conf

Open ~ I+l

# AUTH n 1610TnNTa XPNO1MOTOLELITAL Y1 TNV QVOKATAOKELH Tov web UI petd tTnv oAokArnpuwon
# TNG £9apUOYIG .
spark.eventlLog.enabled true

# 0 katdAoyog omov Bo amodnkeloviol o1 TMAnpogopleg kataypoapng oUUBAVTIWY OTOV TPEYEl H1lX

# egappoyn Spark. H mio ocvvetn emidoyr £ival va nmopanépunsl o £vav KaTdAoyo Tou

# KOTQVEUNUEVOV OUCTHUATOC apyeiwv Hadoop HDFS. 0 kataAoyog 6a TMpEMeEl va £Xe1 bnuioupyndei
# EK TWV TIPOTEPWV.

spark.eventLog.dir hdfs://master:9000/spark-logs

# H Ib6i1otnTa autr KaBopifel av Ba oUPMIECOVTOl Ta apyela KaTaypagrng oupBaviwv. O
MpoKaBop1OPEVOC aAyoplBuog oupnisong £ival o Snappy.

spark.eventLog.compress true

e e T e e e
# 0 KatdAoyog QqUTOg Ba Mpemel va £ival o ib1og pe autov Ing 1610TnTag spark.eventLog.dir
spark.history.fs.logbirectory hdfs://master:9000/spark-logs

#spark.history.fs.update.interval 18s

# H 8Upa otnv onoia ovuvbeetol n 6ienoagry web Tov Arakopiotr IoToplkou.
#spark.history.ui.port 18080

# KaBopilel av o Alakoplothg IoToplkoU 6a kKafapifel To apyeia kaTaypagng CLPBAVTIWY
# O£ TpoKOBOPlOPEVA Ypovikd HilaoThupoata mov kaBopifovrtal amd Tnv 16i1o0TnTO

# spark.history.fs.cleaner.maxAge

spark.history.fs.cleaner.enabled true

# KaBopilel mooo ouyvd Ba yivetal £Aeyyog amd To olOTNpa yia Tnv ekkaBdpilon apyeiwv
# KoTaypagng ovpBdvTwv. AuvaTtég Tipég: 1d | 1h | 38m | 10008s
spark.history.fs.cleaner.interval 1d

# Avvatég Tipeg: 1d | 1h | 30m | 1068s

spark.history.fs.cleaner.maxAge 7d

Eynua 6-158: Eviuépoon tov apyeio $SPARK_HOME/conf/spark-defaults.conf yio va éxet mpooPaon o
xpnotg otov Atakopot| Iotopicov Spark (Spark History Server)
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Ynusioon: Oa mpénel kor otov spark-client to apysio spark-defaults.conf vo éyer  Tig
mopamdve pvluicelg ektdg and tov kOpPo otov omoio Ba Tpéyxel o Alokopotg Iotopucov
Spark®. Eniong mpémet vo. Toviotei 4Tt yio TV opo} Asttovpyia tov Ataxopiot Iotopikod
Spark amotteitar vo tov exyopndei pviun péom ™ petaPinmc  mepiBdiloviog
SPARK_DAEMON_MEMORY (npoemihoyiy: 1g)* oto apysio spark-env.sh [41]. e kémoteg
EQAPUOYEC TOPAYWYNG UE HEYAAEC epyaoieg (JObS) pumopetl va ypelootel 0 ypotc va avénoet

Katé oA To PEYENHS TNG.

O ypaopowv eméleée va ekkvel Tov Ataxopiot) Ilotopikod otov master. AoV ekKIviiGEL TOV

Awxopot Iotopikov Spark (BAéne Zynua 6-159):

start-dfs.sh

start-yarn.sh

# Ekkivnon tou Atakopiotr Iotopikou Spark
start-history-server.sh

Q hadoopuser@master: ~ = = ~ o @

(base) :~§ start-dfs.sh
Starting namenodes on [master]

Starting datanodes

Starting secondary namenodes [master]
(base) :~§ start-yarn.sh
Starting resourcemanager

Starting nodemanagers

(base) :~§ start-history-server.sh

Istarting org.apache.spark.deploy.history.HistoryServer, logging to fopt/spark/logs/spark-hadoopuser-org.apache.spark.depl
loy.history.HistoryServer-1-master.out

|(base) 1~5 I

Zynua 6-159: Exkivnon tov Hadoop HDFS / Hadoop YARN «at tov Spark History Server

Oa mpémeL 0 ypNoTNG Vo dokiudoet va EavotpéEet To Tapadetypa pi.py eite og client mode ite

oe cluster mode (BAéne Tynuota 6-160, 6-161, 6-162)

# spark-client

spark-submit -v --master yarn --deploy-mode client --executor-memory 1152m --executor-
cores 1 --num-executors 3 /opt/spark/examples/src/main/python/pi.py 800

(base) :~$ spark-submit -v --master yarn --deploy-mode client --executor-memory 1152m --executor-cores 1 --num-executors 3
/Jopt/spark/examples/src/main/python/pi.py 800 I

20/81/02 23:10:13 INFO TaskSetManager: Finished task 796.0 in stage 8.8 (TID 796) in 1036 ms on slave2 (executor 1) (799/860)

20/81/02 23:10:13 INFO TaskSetManager: Finished task 798.0 in stage 8.8 (TID 798) in 1053 ms on slave2 (executor 3) (800/860)

20/01/02 23:10:13 INFO DAGScheduler: ResultStage @ (reduce at fopt/spark/examples/src/main/python/pi.py:44) finished in 204.005 s

20/01/02 23:10:13 INFO YarnScheduler: Removed TaskSet 0.8, whose tasks have all completed, from pool

20/01/02 23:10:14 INFO DAGScheduler: Job © finished: reduce at Jopt/spark/examples/src/main/python/pi.py:44, took 205.222466 s
1 15 roughly 3.141596

20/01/02 23:10:14 INFO SparkuUI: Stopped Spark web UI at http://spark-client:4840
20/01/02 23:10:14 INFO YarnClientSchedulerBackend: Interrupting monitor thread
20/01/02 23:10:14 INFO YarnClientSchedulerBackend: shutting down all executors

Yynua 6-160: To script spark-submit pe kamolo emmhéov command line options -v /--verbose (rapéyet pakpookereic /
AVOALTIKEG TANPOPOPIES), --eXecutor-memory (Tocotnto WiungG yio. ypron ova diepyacio ektekeotn), --executor-cores
(opBpog mopHvev ovd ekteleotn), --num-executors (cuvoiikdg aplOpdc extehectdv avd epapuoyn Spark. Otav eivat
EVEPYOTONUEVT] 1) SUVOUIKT KaTovoun TOpav, O apyikdc optBudc tov ektelectdv Oo givatl TOLAGIGTOV 160G [E OV TV
€m0y Ypouung evioddv g spark-submit)

40 3¢ client mode pmopei o Aiowomotic Iotopixod Spark va tpéyer kou otov spark-client. Eidixd, yio ovotada Spark oe
Standalone mode ywpic koraveunuévo abornuo apyeicov HDES eivou i rovodixn exiloyn.

41 export SPARK_DAEMON_MEMORY= '2g'. H LETOPANTH 00TH YPHOYOTOLIEITOL KOL VIO TV EKYWOPNON UVHLUNG GTOVS
daipoveg (daemons) Spark master ko1 worker [88].
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Syfua 6-161: (1) IpocBacn oto ResourceManager Web Ul. Xto kdkkwvo mhaicto gaivetatl o THmog Tov
Xpovodpoporoynth Kot To eLdyloTo kat péyloto v Topwv mov propei va dtubéoel og Eva container (2) TpocPacn oto
Spark Web Ul ywa 660 ypovikd didotnpa tpéxet n epapuoyn, (3) Xpovodidypoppa I'eyovotwv (Event Timeline), (4) H
koptéha (tab) executors mapéyst TAinpopopieg yio tovg ekteheotés, (5) IAnpoopies yio Tovg TOPOoLS OV S1EhETE 0
XpovodpoporoynTig Yo TV EKTELEGT TNG EPAPLLOYIG
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Zynua 6-162: O Awxopiotig Iotopicov Spark

Avvopikn katavoun mopwv (Dynamic source allocation) oto Spark oe cvotade Hadoop
YARN

Méypt topa n Katovoun Tev Topov yvotav ctatikd (Static resource allocation, PAéne Zynpo
6-163), oniadn mpwv Tpé€et 0 xPNOTNG TO TaPAdELYpo PY.pi Empene v Exel Tpokabopicel Tovg
TOPovg Tov {nrovce va Tov dtatebodv amd ™ cvotdda. O TPoKaOOPIGUAS AVTOS TOV TOP®V
umopovoe vo. viomowmOei eite ota apyeion spark-defaults.conf (spark.executor.instances,
spark.executor.cores, spark.executor.memory) kot spark-env.sh (SP°ARK_EXECUTOR_CORES,
SPARK_EXECUTOR_MEMORY, SPARK_EXECUTOR_INSTANCES) &ite m¢g €mA0YEG (options, --
executor-cores, --executor-memory, --num-executors*?) tov script spark-submit site evroc tov

npoypdappotog pe v SparkConf [30]. Avtd to TpoypaUUATIOTIKO VITOSEY O €IVl KATAAATAO

42 3¢ gvorada Spark oe Standalone mode (BAéne exdueviy evotnra) ypnowyonoisitar  emdoyl ypouuic evroAdy (command
line options) --total-executor-cores (covolikég apiBués mopivay exteleathi avd epapuoytotal).
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v epapuoyés eneepyaciog katd deopideg (batch processing) omov yiveton eme€epyoocio
HEYAAOL OYKOV OEGOUEVOV KOl UETA TO TEPOC TNG Emesepyaciog o1 TOPOL ATOSECUEDOVTAL KO

tifevtan ek véov ot d1d0eom Tov Xpovodpoproroynty g cLGTASAG.

Static Resource Allocation

R‘ej‘o H:C\e Allocated
W “‘A N — | |50
P Time

More resources allocated than are used!

TInyn: https://www.slideshare.net/databricks/large-scalesparktalk

Zynua 6-163: Xy Ztatwkn Katavour ITopov (Static Resource Allocation) ot mdpot mov decpievovtan givor TeptocdTEPOL
amd OGOLS (PN CULOTOIOVVTOL

Ot mopol OpmG eivorl oNUAVTIKOL TAPAYOVTEG TTOL EMNPEALOVY TNV OTOJOTIKY] EKTEAEGT] TOV
Spark. Eivat dvokoro oumg va ektiunfei o akpiPig eoptog epyaciog kat £Tot vo kabopiotel
EK TOV TPOTEP®V O OMOUTOVUEVOS OPOROC EKTEAESTAOV. AV Yo TOPAOELYHO Yol Lo
nokpoypovia vanpecio (6twg o IDBCServer) yopig £pya deopugvtovv moAamAol EKTEAECTEG
1OTE 01 evamopeivavtes Yoo SuvnTikég epappoyéc mopot Ba eitvar averapkeis. Avtd 10 anid
TOPASELY IO KOTAGEIKVOEL TNV GOTAAN TOP®V KOl TNV AVETAPKT YPOVodpopoAdynon tovg. O
unyaviopog Tov dwabétel To Spark yo Ty amoeuy TEToImV KaTaoTAce®V T060 og o multi-
tenant cuotdda 660 kot o€ o single-tenant (6ov TOAAATAEG EQOPLOYES TOV YPNOTN/IGO®TY
LotpalovTol Toug TOPOLE TNG) Eivar 1 SUVOUIKT] ¥POVOSPOUOAGYNOT (XPOVOTPOYPAUUATIOUOC)
TOV TOPOV MOV EMTPENEL TV avENCT N TV peimon Tov apdpod Tov ektedeoTtd@v (--NUM-
executors / spark.executor.instances) pe pdon i cvvOnkeg poptov epyaciog (PAéne Zynua 6-
164).

O Aoyog mov amatteitol 1 SuvapIKY Katavoun Tov topov g po cvotdda YARN eivor yioti

ta MRv2 (MapReduce version 2) épya ektelodviol o€ diepyociec Ppayeiog 1GpKeLag TOv M
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didpketo tovg kabopiletar omd T SLpKeLD TOV Epywy Kat To. containers deouedovtal Povo yio
aVTN TN XPOVIKT| d1dpKeLD VD 6T0 Spark To épya eKTEAOVVTAL OC VALOTO, OE JIEPYACIEG LOKPAG
OLIPKELNG, TOVG EKTEAESTES, 7OV 1 SLAPKELL TOVg givar iom pe TN dtdpkela Tov KOKAoL (mNg

™me epappoyng Spark kai to. containers mopapévouy SEGUELVUEV Y10, GVTO TO YPOVIKO

dlaoTnua.
Elastic Scaling
Rgsou rce Allocated
nﬁLPUAMen*I Used
g — L
P  Time

TInyn: https://www.slideshare.net/databricks/large-scalesparktalk

o 6-164: T Avvapukn katavour Iopwv (Dynamic Resource Allocation / Elastic Scaling) kd0e ypovikn otiypn
VILAPYEL L0 AVTIOTOLYI0 OVALLEGO GTOVG TOPOVG OV HEGUEVOVTOL KOl GE QVLTOVS TTOL YPT|CULOTOIOVVTOL.
H npoemileypévn dopdpemon tov Spark emtpénet tn oTatiky Katavoun tépmv. Av o xpHotg
10 emBopel pmopei va aALGEEL T S pdpemon Tov Spark £To1 MGTE VoL EMTPETEL T SVVOLIKY

KOTOVOUT TOP®V 0KOAOLODOVTAG TA TOPAKAT® PrpoTo:

e Oa mpémer va evnuepdost 1o opyeio spark-defaults.conf oe kabe worker/slave

(NodeManager) koufo pe tig akolovdeg Spark wdiomreg [30][42]:

# KoBopilel edv mpoékeiltTal va xpnoipomoindei n SUVOULKH KOATOVOUN TOpwv
# (mpokaBopilopévn tiun: false)
spark.dynamicAllocation.enabled true

# KaBopilel €dv Ba pubpiotel pia €Ewtepikn umnpecia shuffle, n omoia Ba S6iatnpeti
# Ta ypappEva amd toug skteAeoteg apxeila shuffle wote ol €KTEAEOCTEG va pmopouv va
# oadaipebouv pe aopdAera:

spark.shuffle.service.enabled true

# MeP1LKEG TPOATLPETIKEG 1610TNTEG:
# AopPdavovtatl umdyn povo otav eival evepyomoinuévn n Auvvapilkr Katavoun

- e e e e N
# EAGY10TOG 0p1OuoG ekTeAeoTWV (Tmpokaboplopévn T1A: 0)
spark.dynamicAllocation.minExecutors (%]

# Méyilotog 0p1Oudg skteAeotwv (mpokabopilopévn T1pA: infinity)
spark.dynamicAllocation.maxExecutors 3

# ApX1KOG 0plOUOG EKTEAECTWV
# (mpokaBopiopevn Tip: spark.dynamicAllocation.minExecutors)
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spark.dynamicAllocation.initialExecutors 0

# EAv €vag eKTEAEOTAG €XE1 Mapapeivel adpavhg yia meploocdTepo and avth tn S1dpKketra,
# o exkteAeotig Oa katopynBei. (mpokaboplopévn T1UA:60s)
spark.dynamicAllocation.executorIdleTimeout 90s

# EAv umdpxouv KaOUOTEPNUEVEG E£PYAOLEG TOU EKKPEHOUV Yy1la TMEPLOCOTEPO amMO AUTH TN
# 61dpkela, Ba Intnbolv véol eKkTeAeoTEG (MpokaBoplopévn T1UA:1s)
spark.dynamicAllocation.schedulerBacklogTimeout 5s

# Onwg n mopamdvw 1616TNTa aAAd XPNO1HOMOLlELTAL HOVO Y10 UETAYEVEOTEPEG ALTACELG
# exteAeoti(mpokabopilopévn TipA:spark.dynamicAllocation.schedulerBacklogTimeout)
spark.dynamicAllocation.sustainedSchedulerBacklogTimeout 5s

e Oa mpémel va evromicel, ot kdOe worker/slave (NodeManager) kéufo to apyeio spark-

<version>-yarn-shuffle.jar [36].

find ${SPARK_HOME} -iname spark*-yarn-shuffle.jar

Q hadoopuser@slavei: ~ A = _ O x
(base) :~§ find ${SPARK_HOME} -iname spark*-yarn-shuffle.jar
Jopt/spark/yarn/spark-2.4.3-yarn-shuffle. jar
(base) 1~5

Tynuo. 6-165: Evtomiopog tov apyeiov spark-<version>-yarn-shuffle. jar pe v evroly find

e Kot va 10 npocBéoel oto classpath kabe worker/slave (NodeManager) koufov tng

ovotadog Tov. O ypdowv evnuépmaoe to classpath oto apygio .bashrc wg axorovbwc:
sudo gedit ~/.bashrc

# Apxetlo.bashrc
export HADOOP_CLASSPATH=/usr/lib/jvm/java-8-openjdk-
amd64/1ib/tools.jar:/opt/spark/yarn/spark-2.4.3-yarn-shuffle. jar

.bashrc

Open ¥ [+

spark-defaults.conf yarn-site.xml yarn-env.sh .bashrc

export HADOOP CLASSPATH=/usr/lib/jvm/java-8-openjdk-amd64/1ib/tools. jargi]aei A Iy E Ell S A R S IR IRl EL
o 6-166: Evnuépoon oo HADOOP_CLASSPATH o kabe worker/slave (NodeManager) koppo

[Ma va epapprootovy ot aArayéc, B mpémel va TANKTPOAOYNGEL:

source ~/.bashrc

e Natpononomcel o€ kabe worker/slave (NodeManager) koépfo to apyeio yarn-site.xml:

<property>
<name>yarn.nodemanager.aux-services</name>
<value>mapreduce_shuffle, spark_shuffle</value>
</property>

<property>
<name>yarn.nodemanager.aux-services.spark_shuffle.class</name>
<value>org.apache.spark.network.yarn.YarnShuffleService</value>
</property>
Me évrova umhe ypduuoro eivar o1 mpoobikes oo apyeio
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yarn-site.xml

spark-defaults.conf yarn-site.xml yarn-env.sh .bashrc

<|-- Mapdpgwon yia NodeManager -->

<property=
<name=yarn.nodemanager.aux-services</name=>
<value>mapreduce_shuffle,spark_shuffle</value>

</property=

<property> |
<name=yarn.nodemanager.aux-services.mapreduce.shuffle.class</name=>
<value=org.apache.hadoop.mapred.ShuffleHandler</value=>

</property=

<property=
<name=yarn.nodemanager.aux-services.spark_shuffle.class</name>
<value=org.apache.spark.network.yarn.YarnShuffleService</value>

=/property=

Iyfuo 6-167: Tpomomoinen tov apyeiov yarn-site.xml ce kde worker/slave (NodeManager) koppo

e Oa mpénel va evnuepmaoel To apyeio yarn-env.sh oe 6Aovg tovg workers/slaves

Koppovg pe v axdAovdn petafintm mepiariovrog [36]:

# H petapAnti mepipdAAlovtog autr Oa mpemel va pubplotel avAAoya PE T1G €KAOTOTE
# ouvOrkeg
YARN_HEAP_SIZE=1000

yarn-env.sh
spark-defaults.conf yarn-site.xml yarrn-env.sh .bashrc
# EAPUT L TH[’\IH_.’.‘)E[\\I‘ LLE_EN—\I'Ir’LED_ULr\ - J)I'IHUUU"'_TH[\IH_I‘IUI'IE{ Sldlr S/ NdUuuUupy ydii/ ydaiii-sci viLE-CTAdIIPLES

# export YARN CONTAINER RUNTIME DOCKER RUN_OVERRIDE DISABLE=true

DL IgYARN HEAPSIZE=1000|

Tynuo. 6-168: Evnuépwon tng petofintig nepidiroviog YARN_HEAPSIZE oto apygio yarn-env.sh og ke
worker/slave (NodeManager) kopfo

e Ba mpémel 0T CLVEKELN VO, ETaVEKKIVIGEL OAovC Tovg NodeManagers ¢ cvotddoac:

# master - otapdtnua tou YARN
stop-yarn.sh

Hapatypnon: Otav sivar evepyomomuévn n dvvauixn Kozovoun Iopwv o Qo mpémel M

ekkivnomn tov YARN va yivetar pe to script start-yarn.sh a6 tov master kopfo oAAd:

# master - ekkivnon ResourceManager
yarn --daemon start resourcemanager

# slavel, slave2 - ekkivnon NodeManager
yarn --daemon start nodemanager

To otapdtua tov YARN pmopei va yiver pe to script stop-yarn.sh.

O éheyyoc opOng Aettovpyiog g Avvopikng Katavoung Ioépwv Ba yiver oty emduevn evotnta
uéow tov Jupyter Notebook.
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To Pyspark péow tov Jupyter Notebook € cuotdda pe dayeiprot mopwv o YARN

Avadvtikég mAnpoeopieg yioo to Jupyter Notebook kot tov tpoémo eykatdotachc tov oe
ewcovikd mepipdirov conda (virtual environment) mapéyovtatr otnv vrogvotra “Brua 5o: To
PySpark péow tov Jupyter Notebook”. Xtnv vroevotnta avti eykatactddnke to Jupyter
Notebook oto mepiBdriiov conda pyspark env. To mepipdAiov conda pyspark env
avadnuiovpyndnke otnv vroevotnto “Afyn kai gykatdotacn tov Spark (oe po cvotdda
Hadoop Yarn)”. Zvvendc vedpyovv OLo T0 TPOUTAULTOVUEVE, Y10 VO LTOPEL 0 ¥pNoTnG Vo TpEEEL
10 Jupyter. To ewovikd mepPdArov conda pyspark_env emeidn éxetl to id10 EyKATESTNUEVA
TOKETA GE€ OAOVE TOVG KOUPOVE TNG GLGTAONG EMITPENEL GTOV YPNOTN VO, YPTCUOTOUGEL GTO
TPOYPOLLLLO TOV OLOL AVTE TOL TAKETOL YMPIC VOL ATOUTEITOL 1] EVEOUATMOON TOVG PESH Zip 7 egg®
apyeimv pe to script spark_submit. Me éva amlo script umopei o d1oeploT)g TG GLOTASAS VoL
evnuepmvel to tepiPdirov pyspark_env pe véa makéta og OAOVG TOLS KOUPOLG THG GLOTASNG

oo Tov koo master.

21 cuvéyela emdekvieTon 1 evepyomoinon Tov meptBdAlovrog conda pyspark_env** kat n
ekkivnomn tov Jupyter notebook (Bléme Zynua 6-170, cikova 1). Metd, tn dnpovpyia evog
otrypidtomov tov SparkSession (SparkSession Instance) péow tov builder design pattern
(BAéme Zynua 6-169, xeAi In[5] tov Jupyter Notebook) oakolovfei n ektédeon ToL
TPOYPALLOTOG DTOAOYLOLUOD TOV T V1. Ovo dapopetikes Tyués (Job 1D:0, 300 ko Job ID:1, 2500)
™¢ petafAntg partitions ko  mapokorovnon péow tov Spark Ul tg mpoddov ektéleonc
tov gpyoaciov Job ID 0 & 1 (PAéne Zynquo 6-170). Onwg @aiveTor 6To YPOovOSLAy PO
yeyovotwv (event timeline) pe v ekkivion Tov €pyacidV TPOcAPTMOVTOL OAOL Ol EKTELECTEG
KOl GTN CULVEXEL LE TO TEPAG TMOV EPYUCSUDY OVTOV 0OmodidovIol TGW® GT GLGTAdA.
Alomiotdvetor Aowmdv o6t . Avvopukry Katavopr Iopwv®® Aertovpynoe pe tov tpdmo mov

AVOUEVOTOV.

# spark-client
conda activate pyspark_env
jupyter notebook

3 Ta apyeio €9Q eivai o maiardtepn popei Stavoung Python maxétwy (1 véa popei Siavouric moxétwv Python ovoudlera
wheel).

4 o vou unv amouteitar n evepyomoinon tov mepiPdiloviog conda pyspark_env umopei o ypiiotns va sioéyet o script conda
activate pyspark_env péoa aro ~/.bashrc apyeio rov spark-client. O ypdgpwv 1o eioiyaye oe 6lovg ToV¢ KOUPOVS THS BVOTAIOG
ka1 otov spark-client.

4 v evéwnra “To Pyspark uéow tov Jupyter Notebook oe ovatdda Spark ue eyyevii Srayeipiotii mépwv (Spark Standalone
mode) ” didetau éva mo olordnpwuévo Topdderyua 6mov To mPOypauue Pi.pY éyel Tovtdypova péow tov Script spark-submit
ka1 péow tov Jupyter notebook.
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 Jupyter DynamicAllocationTesting Lastc an hour ago A | Logou
File  Edit  View Insert Cell Kemel  Widgets Help Trusted | Python 3 O
B+ @B 4 % MRun H C W Code f} =]
In [1]: import findspark
In [2): findspark.init()
findspark.find()
Out[2]: '/opt/spark’
In [3]: %env PYSPARK PYTHON
Out[3]: '/opt/anaconda/envs/pyspark_env/bin/python’
In [4]: !conda env list
# conda environments:
#
base /opt/anaconda
pyspark_env * /opt/anaconda/envs/pyspark_env
In [5]: from pyspark.sql import SparkSession
spark = SparkSession.builder \
.master('yarn') \
.appName("iannis_testing DynamicAllocation®) \
.config("spark.dynamicAllocation.enabled” , ‘true') \
.config("spark.shuffle.service.enabled" , 'true') \
.enableHiveSupport() \
.getOrCreate()
print("ready")
ready
In [6]: spark
Out[6]: sparkSession - hive
SparkContext
Spark Ul
Version
v2.4.3
Master
yarn
AppName
iannis_testing DynamicAllocation
In [B]: 'hdfs dfs -1s file:///opt/spark/examples/src/main/python/pi.py
-rwxr-xr-x 1 hadoopuser hadoopgroup 1469 2019-05-01 08:19 file:///opt/spark/examples/src/main/python/pi.py
In [10]: partitions = 380
In (11]: from random import random
from operator import add
n = 100000 * partitions
def f(_):
x = random() * 2 - 1
y = random() * 2 - 1
return 1 if x ** 2 + y ** 2 <= ] else @
count = spark.sparkContext.parallelize(range(1, n + 1), partitions).map(f).reduce(add)
print("Pi is roughly %f" % (4.0 * count / n))
Pi is roughly 3.141561
In [12]: | partitions = 2500
In [13]: from random import random
from operator import add
n = 160006 * partitions
def f(_):
x = random() * 2 - 1
y = random() * 2 - 1
return 1 if x ** 2 + y ** 2 <= ] else @
count = spark.sparkContext.parallelize(range(1l, n + 1), partitions).map(f).reduce(add)
print("Pi is roughly %f" % (4.0 * count / n))
Pi is roughly 3.141692
Zynua 6-169: Xto kel In[5] dnpovpyeitor Eva otrypudtumo Tov SparkSession pe evepyomompuévn v Avvapikn

Katavoun Iopwv. Zto keAi In[11] tpéyet to mpdypappo. vroroyiopov tov w, pe partitions=300 kot oto keli IN[13] pe

partitions=2500.
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Q
(pyspark_env)

hadoopuser@spark-client: ~

t:~S jupyter notebook
[nb_conda_kernels] enabled, 2 kernels found
[nb_conda] enabled 1
Serving notebooks from local directory: /home/hadoopuser
The Jupyter Notebook is running at:
http://localhost:8888/2token=d5a4e296683dbdocdfb67490b63ececdaga7felasefcofoe
or http://127.0.0.1:8888/2?token=d5a4e296683dbdocdfb67490b63ececdas47felaSefcofoo
Use Control-C to stop this server and shut down all kernels (twice to skip confirmation).
[C 16:54:14.399 NotebookApp]

To access the notebook, open this file in a browser:
file:///home/hadoopuser/.local/share/jupyter/runtime/nbserver-3350-open.html

Or copy and paste one of these URLs:
http://localhost:8888/?token=d5a4e296683dbdocdfb67496b63ececdas47felaSefcofoo

or http://127.0.0.1:8888/2?token=d5a4e296683dbdocdfb67490b63ececdasd7felasefcofoo

10/01/05 16:58:39 INFO BlockManagerMasterEndpoint: Registering block manager spark-client:43691 with 413.9 MB RAM, BlockManagerld(driver, spark-client,l

436591, None
Il Applications x

€« ¢ o © & master 0% @ o n D& =
; e
{riEREED All Applications
- Ot Cluster Metrics
e Aows Subriticd Tom Fenden How iy Sows Compicted Conoincrs iy Wemory Used Memory Total Memory Reserved Veores Used Veares oal Voores Reserved
f i Lca 66 08 ) .
Cluster Nodes Metrics.
Active Nodes Decommissioning Nodes. Decommissioned Nodes Lost Nodes. Unheaithy Nodes Rebooted Nodes Shutdown Nodes.
2 ] ] 0 ]
Scheduer Metrics
Scheduler ype Scheduing Resource Type Mirimsm Allozation Maximum llocation Maiewum Chuster Appiication Priority
Capacity Scheduler [memany-mb (unit=Mi), vcores] <memony:512. vores:1> <memary 3072, vCores:-2> 0
Show 10 | entries ‘Search:
n e s oisiang Running | Alocated Alocated Reserved Reserved  %iof | % of -
- . 3 . ¢ fopicton Oueus Agpicatan SUMtTme LaiachTine Fatine |y o oostates | S, MRSt QnSt RS REC L | U et wackng ¢ | Backies
- © Veores:  MB : VCores: °
aoalication 1578165397985 000 hadoopuser EINNRSINTEET 0 SPARK  defalt 0 SunjanS SunjanS  NA RUNNING UNDEFINED 1 1 04 0 ] 167 0
1583 16583
+0200 +0200
2020 2020
€« ¢ @ © & master | e @ noe =
o Job ID: 0 Job ID: 1
Spark Jobs ()
[
== . n
Exbcuy 3 emod
e i
By 2 remoed
=] ) =1
e
e == o vt
iy o [T ——
505 ey
- ¢ @ © | & master:8088/proxy/applicatior 939, e @ Ino e =
M = Executors iannis_testing DynamicAllacation af
Executors
Summary
00 Biocks sorage Memary Dk used com ATk raed Tusts Compies Tushs o sk Tk T o i) o st nesd shatte we Duckined
[T T aos . s . ) . T s sas w0 5
budn o 7k 12300 ans f 0 0 w0 e nmnay asn  oop P o
o savaizron aon . f . 200 - mnay wn  aoe aen -
Executors
. -
et Address Sums  RODBicks  Storage Memory Diskused  Corss  AciveTasks  Falled Tasks Complats Tasks TosiTasks  Task Time (6C Tima) gt shufle Resd shuths wite Logs  Theesd oump
pre [ — ) we 2 o . o . ) ) ) ;
[resep— a0 PrT P 1 o " 10 1o #1029 e oon ase
- b 0 Grsue ses ! o 0 " w aspan o8 oss aos w00
s pres— a0 Gersie ses o 0 " w aspan aos  osn e
P presem— w0 aisiw ooe 1 o " o ™ samnfory e ase asn
s pree a0 it oos o . s " romafozs) o0e  aos ase
. 230373 o 0 Gkessive oos o 0 o o samaas) oon  oos aos -

Showing 110 7 of 7 eraies

Syfua 6-170: (1) Exkivnon tov Jupyter notebook, (2),(3), (4) H epappoyn Spark (iannis_testing_DynamicAllocation)
ekkwvel 0tav o ypiotg tpéxet to kel In[5] oto Jupyter notebook (BAéme Tynua 6-169) kot apéowg exkivei kot o spark
driver (ctov spark-client, ywati 6tav dev opiletar n emhoyn --deploy-mode Eekwvé oe client-mode*7), (5) Job ID: 0
(executors with 1D: 1,2,3). Otav tpéyet T0 Tpdypoppo vrodloyiopo Tov 7, pe partitions=300 (BAéme kehi IN[11], Zyfpo 6-
169) (6) Job ID: 1 (executors with ID: 4,5,6). Otav tpéxet 10 TpOYPOLLLLL VITOAOYIGHOD TOV T, e partitions=2500 (BAéne
kel In[13], Zyfua 6-169) , (7) BAémovpe 61t oto téhog éxovpe Active(l) tov driver (spark-client) ue Executor ID:driver
kot Dead (6) executors and covoro - Total (7) executors.

47 client-mode: .config("spark.submit.deployMode", "client"), cluster-mode: .config("spark.submit.deployMode", "cluster")
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Eykotaotaon tov Spark pe tov eyyevi] droyepioti ovetddac Spark (Spark Standalone
Cluster Manager)

O avtovopog (eyyevic) diayeiprotg cvotadag Spark (Spark Standalone cluster manager) eivot
évag amAog dloyelptotig ovoTddag mov eivar dbéoog wg péEPog ¢ davoung Spark.
Xpnowonotel évav andd Xpovoopoporoynt FIFO ywu epappoyéc. And mpoemhoyn, kdbe
EQUPUOYT ¥pNOOTOlEl OAoVG TOVg dbésiovg kopupovg g ocvotddas. O apluog tov
KOUPwV pmopel va TEPLOPIOTEL ava epapuoyy, ava ypnoty M| oe covoliko exiredo. EE opiopov,
N avtdvoun cvotdda Spark eivar avBextikn otic anotvyieg epydrn (worker). Mmopei emiong
va g€oopoliost kot YynAn Awbeootnto (High Availability, HA) péom evoc Egxympiotoh
gheykt omotvyiag ZooKeeper®® (failover controller). Yrnapyovv dvo tpdmotl eykoTdoToong

wog cvotddag Spark:

»  Eykatdotaon Avtovoung Xvotadag Spark (Spark Standalone)

»  Eykoatdotacn tov Spark mapdiinio pe to Kotovepnpévo cvotnuo apysiov Hadoop
HDFS. Anoutel amAd v exkivnor| tov og Eexmptot| vanpecia 6tovg idtovg Koppovg
[43], e€acparilovtag pe avtdv TOV TPOTO TPOGPACT GTO KATAVEUNUEVO GUGTHLA

apyeiov HDFS (Hadoop Distributed File System).

o va eykataotiost kaveic To Spark og Standalone mode, 6o tpénet anhd va Tomobetiost
o petaylotticpévn €kdoon tov Spark oe kdabe kopPo tng ovotdadag [43]. To
TPOOTALTOVIEVO AOYIOHKO @aiveton otov [livaxka 6-1 evd ta PRuoTo £YKATACTAONG

TEPLYPAPOVTOL AVOAVTIKA 6TV Tponyobuevn evotnto. “Eykatdotacn tov Spark oe pio

ovotado Hadoop YARN”. T'a Adyovg Guvoyng T friLoto auTtd avopEPOVToL TOPUKATO:

= JIAévo eykatdotaong tov Spark oe cvotada Hadoop YARN kot ce Standalone
ovoThoa

= TIpokatapxtikég Epyaciec mptv nv dnmovpyia tov Etkovikov Mnyavav

= Anuwovpyia Ewovikrg Mnyovig

* Eykatdotaon tov Ubuntu 19.04

= AMoyn Tov ovopatoc NG Koplag opddag (primary groupname) tov ypnotn e
6vopa hadoopuser

*  Eykotdotaon tpooOnkav emokéntn Virtualbox

= Awpdpewon apyeiov hosts

48 Mropei kaveig va Siapoppdaet mollodg Master kéuPovg oty cvetada tov, yia okomodg HA, mov Oa cvvdéoviou ue to idio
oTyuiotoro Tov Z0oKeeper mov wapéyet wiyovioud exloyic opynyod (leader election). Erar elaopoliletor 611 kdbe ypovikn
oy} Oa vrdpyer évag ekdeyuévog apynyos eva ot vrdloimor Oo eivau oe standby mode.
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= POOuion g xaptog Awktvov oto VirtualBox ko g otatikng oevbvvong IP oto
Ubuntu
= Eykotdotaon g Java
= Anyn kot Eykatdotaon tov Anaconda (yia python)
* ARy kat eykardotaon tov Hadoop / YARN? (omv mepintwon mov 0élet o
YPNOTNG Va. EKUETOAAEVTEL TO KoTovepnuévo ovotnua apyeiov HDFS)
= ANyn kot gykatdotoon tov Spark
*  Anuovpyio kKhavev (hadoop-slavel, hadoop-slave2 kot spark-client)
= PHOuion tov SSH yo avBevtikomoinom ypnotn ywpic kmotkd tpdsfaong
= Tporomomoelg Kot TeAKEG puOUiceS 6TOVG KOUPOLG
o 'Eheyyog g ovotadag Hadoop YARN (uévo éleyyo tov HDFS)
o Awdwtvaxn deroapn ypiotn (Web Ul) yio to HDFS (NameNode UT)
o To Pyspark péom tov Jupyter Notebook ce cuostdda pe dwyeplot moOpwv
10 YARN. Kotd 1t Oonwovpyio tov otiypudtomov tov SparkSession
(SparkSession Instance) péow tov builder design pattern (BAéne Zynuo 6-
169, kel In[5]) avti yio .master yarn 6o mpémel va €1odysl o ¥pNnog

.master spark://master:7077.

Atauoppwon tov apyeiowy spark-env.sh, spark-defaults.conf xaz slaves yia evordada Spark
o¢ Standalone mode
[Mapoxdto otov Ilivaka 6-5 divovioanw Pacikéc wotnteg Spark (Spark properties) kot

uetafAntég meptPaiiovtoc yia ) dopdpemon g cvotddag Spark o Standalone mode.

Mivoxag 6-5: I810tteg Spark kaw Metofintéc Mepipdilovtog yio tn diapdpewon pag cvotddog Spark og Standalone
mode

SPARK_WORKER_CORES spark.deploy.defaultCores 50 | spark.executor.cores®?

spark.cores.max>!

SPARK_WORKER_MEMORY spark.executor.memory

Amé tov mapamdve mivaxo yio client mode %2 ko vrofétovtag dTL VIAPYEL APKETH LVALN

TPOKVITEL OTL -

4 Oyt 1o KouuGT TOV AYopd T0 YARN

%0 Méow e SPARK_MASTER_OPTS o70 apyeio spark-env.sh otov master.

51 H avtioroyn emihoys ypopusic evioidv (command line option) ;¢ spark-submit efveu ;: --total-executor-cores
52 spark.executor.cores < spark.cores.max

53 Eni tov mapévrog, To Spark Standalone mode dev vmootnpiler cluster mode yia epapuoyéc Python [31]
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O ap1Budc TOV TAVTOXPOVOV EQUPLOYDY TOV Uopel va vrootnpi&et pa cvotdda Spark

exepaleton amd v akdiovdn eEicmon:

#Applications/cluster = floor((SPARK_WORKER_CORES x #workers/cluster) + spark.cores.max>*)

= floor((#Cores/cluster) + spark.cores.max)

O apBpdg Tov ektelestdv oL Bo avartvéel To Spark yio KGOe epappoyn ekppaleton

amd TV akodAovon e&icwon:

#executors/application = floor(spark.cores.max (1 spark.deploy.defaultCores) ~+

spark.executor.cores)

To uéyeBog e uvnun ave, epyatn ekppaletol amo v axolovdn eliowon:

SPARK WORKER MEMORY > (spark.executor.memory x #executors/application X
#Applications/cluster) =+ (#workers/cluster)

AxolovBei 1 evnuépmon tov apyeiov spark-env.sh kot spark-defaults.sh. @a tpénet va
TOVIoTEL 0TL dev glvar amapaitnto va optoBolv OAec o1 Tapakdto WiotnTeg Spark xat ot

petaPAntég mepipdAlovtog kabdc amodidovtal o avTEC TpoemAeyuéveg and o Spark
TIHEG.

# slavel, slave2
gedit /opt/spark/conf/spark-env.sh

export JAVA_HOME=/usr/lib/jvm/java-8-openjdk-amd64

# KabBoplopog tou ObSuadikolu apyxeiou Python mou 6Oa xpnoipomoinOsi amd TO mMPOypaAppA
oéynong # Spark kol Toug €KTEAEOCTEG

export PYSPARK_PYTHON='/opt/anaconda/envs/pyspark_env/bin/python3"*

# TO OUVOA1KO TOOO MVAUNG TOU EMLTPEMETAL O edPapuoyEeg Spark va xpnoipomoilicouv Gto

pnxavnua - MpokaBoplopevn T1p: To oUVOAO TNG MvApng petiov 1GB

export SPARK_WORKER_MEMORY='2688m"55

# O OUVOA1KOG 0plOUOG TUPAVWY TIOU ETMLTPEMETOL O €PappOYEG Spark va Xpnol1pOmMo1rcouv

0to pnxdvnupa - MpokaBoplopevn T1PA: OAol o1 610O€01HO1 TUPHVEG

export SPARK_WORKER_CORES=2

H#EM1TpENEL TNV MEPLO61KN €KKAOAPLON Twv KATAAOYwvV €PAPHOYWV OTOUG EPYATEG

# spark.worker.cleanup.enabled

# KoBopilel to Xpovikd Oidotnua, o€ SeUTEPOAENTA, KOTA TO OMOi10 O €pydtng kKaboapidlet
# KOTAAOYOUG €pyaciwv MOAAlOTEPWY EGOPUOYWV OTO TOMLKO KOUBo

# spark.worker.cleanup.interval

# KoBopilel to xpovikd 6&1dotnua oe OeutepoAenta mou Ba Siatnpouvtal ol KoTAAoyol
E£PYOC1WV

# edbapuoynig oe KdBe epydtn (m.x. 7dx(24h/d)x(60m/h)x(60s/m)=604800s)

# Dspark.worker.cleanup.appDataTtl

export SPARK_WORKER_OPTS="-Dspark.worker.cleanup.enabled=true -
Dspark.worker.cleanup.interval=2100 -Dspark.worker.cleanup.appDataTtl=604800"

# master

54 4i 10 spark.deploy.defaultCores av dev éxet opiofel Ty} yia. 1o spark.cores.max
553072m — 384m =2668m . To 384m agopd: o spark.executor.memoryOverhead ko mpokimrer amd Ty TpGy
max(3072m*10%, 384m) [40]
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gedit /opt/spark/conf/spark-env.sh
export JAVA _HOME=/usr/lib/jvm/java-8-openjdk-amd64

# KaBoplopog tou Obuadikolu apyxeiou Python mou 6Ba xpnoipomoinOsi amd TO mMPOYpAUpA
oénynong # Spark kol Toug E€KTEAEOCTEG
export PYSPARK_PYTHON='/opt/anaconda/envs/pyspark_env/bin/python3"’

# KoBopilel tov mpoemiAeypévo ap1bud muprivwv mou 6ivel otig edappoyEg oe ocuotdda Spark
# oe Standalone mode edv 6ev €xel opl1oBsi to spark.cores.max - MPOEMIAEYUEVN TLUA:

# (infinite)

export SPARK_MASTER_OPTS="-Dspark.deploy.defaultCores=4"

#texport SPARK_MASTER_HOST='192.168.1.100"
#texport SPARK_MASTER_PORT='7077'

# spark-client
gedit /opt/spark/conf/spark-env.sh

export JAVA_HOME=/usr/lib/jvm/java-8-openjdk-amd64

# KaBoplopdg tou Suadikou apxeiou Python mou Ba xpnoipomoinBel amd to mpdypappa
# odrjynong Spark kol Toug €KTEAEOCTEG
export PYSPARK_PYTHON='/opt/anaconda/envs/pyspark_env/bin/python3"’

# spark-client
gedit /opt/spark/conf/spark-defaults.conf

# H URL tou 6laxeilpiotr cuotadag

spark.master spark://master:7077

# MNoodtnta pvrApng mou StatiBetat driver - MpokaBopilopevn tiun: 1g
spark.driver.memory 768m

# Mupriveg mou 61atiBevtal ava ekteAeotr - lMpokoBoplOpEVN T1MR: OAOL Ol TUPAVEG TOU
# epydtn

spark.executor.cores 2

# Moootnta uvrApng mou 61latibetatl avda diepyoacia ekteAeotr - lMpokaboplopevn Tipn: 1g
spark.executor.memory 2688m

# To oUvolo twv Tuprivwy mou Silatibevtal avd €pappoyr otn cuctdda Spark - MpokaboplopeEvn
# Tipn: Aev €xel

# 0 p€yiotog ap1Oudg muprivwv CPU mou pmopoUv va 6iatebouv avd €dappoyry otn cuotdada

# MpokaBopiopevn TipR: av dev tebel Tipq Oa mAdpel TtV T1PAR TOU

# spark.deploy.defaultCores

# spark.cores.max 4

INo va givar duvatn 1 ekkiviion tov slaves koufov omd tov master mpémel o ypHoTG vo
dnovpynoet évo avtiypoeo, pe ovoua slaves, tov apysiov slaves.template nov Bpicketarl otov
katdroyo /opt/spark/conf kot katdmy vo 1o evUEP®OEL e ToVG KOUBOLE TG GLETASAC. APOD

avoi&et o apyeio slaves otov kouPo master pe to gedit:

#master

cd /opt/spark/conf/

1s -al

cp slaves.template slaves
gedit /opt/spark/conf/slaves

Oo Tpémel va TANKTPOAOYNOEL:

#opxeilo slaves
slavel
slave2
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‘Eleyyoc tne exkivyons epapuoyav tov Spark ee client mode oe cverada Spark oe
Standalone mode®®
Oa pémel otV Py 0 XPNOTNG Va EKKIVIoEL T cvotdda Spark oe Standalone mode

ekTEL®VTOG oTov Master kopPo ta mapakdt® SCripts:

# master

# Ekkivnon tou 6lakopilotry master

start-master.sh®” --host master --port 7077

# Ekkivnon twv slaves kopPwv mou mepilAappdvovtal oto apxeio slaves
start-slaves.sh®8

(pyspariienvj hadoc er@master: Elstart-master.sh --host master --port 7077

starting org.apache.spark.deploy.master.Master, logging to /opt/spark/logs/spark-hadoopuser-org.apache.spark.deploy
.masterTMaster-1-master.0ut

(pyspark_env) ~$

slave2: starting org.apache.spark.deploy.worker.Worker, logging to /opt/spark/logs/spark-hadoopuser-org.apache.spar
k.deploy.worker.Worker-1-slave2.out

slavel: starting org.apache.spark.deploy.worker.Worker, logging to fopt/spark/logs/spark-hadoopuser-org.apache.spar
k.deploy.worker‘worker-1-51ave1‘out_

Eynuo 6-171: Exkivion g cvotddag Spark og Standalone mode (Exkivnon tov dtakopiot master kot tov slaves

KOUPwV)

[Tpoarpetikd pmopel o ypHotng vo ekKivioet Tovg slaves uéowm ssh:

# master
ssh slavel
ssh slave2

. ~/.bashrc;/opt/spark/sbin/start-slave.sh>® spark://master:7077"
. ~/.bashrc;/opt/spark/sbin/start-slave.sh spark://master:7077"

#

#master

ssh slavel

# slavel

start-slave.sh spark://master:7077
exit

#master

ssh slave2

#slave2

start-slave.sh spark://master:7077
exit

AxolovBei Eleyyog g ekkivnong epappoymv tov Spark ce client mode, exteddvrtog e to
script spark-submit to mapdaderypo pi.py (BAéne ynua 6-172) otnv EM spark-client:
# spark-client

spark-submit -verbose --master spark://master:7077 --deploy-mode client
/opt/spark/examples/src/main/python/pi.py 300

%8 Me 1} yopic vrootipiéy ond to kataveunuévo botua apyeiov HDFS. Xty mepintwon ovatddac Spark mov vrootnpileto
ar6 1o HDFS o mpénet va yiver mpcdra n exkivion tov kataveunuévov ovotiporos opyeiowv Hadoop HDFS ue to script:
start-dfs.sh

57 To oraudanue tov master yiveron pe o script stop-master.sh
%8 To oraudanuo twv slaves yivera pe to script lopt/spark/shin/stop-slaves.sh
%9 To oraudanuo v slave tomid i péow ssh yiveron pe to script stop-slave.sh

202



(pyspark_env) EUOOPUSERESPaRKEEIUEnE: B5 spark-submit --verbose --master spark://master:7077 --deploy-mode client [opt/spark/examples
/src/main/python/pi.py 300

Using properties file: /fopt/spark/conf/spark-defaults.conf

Adding default property: spark.driver.memory=768m

Adding default property: spark.executor.memory=2688m

Adding default property: spark.master=spark://master:7877

Adding default property: spark.executor.cores=2

20/01/08 16:47:42 INFO StandaloneAppClientS$ClientEndpoint: Executor added: app-28200108164741-0000/0 on worker-20200108121940-192.168.
1.102-33809 (192.168.1.102:33809) with 2 core(s)

20/01/08 16:47:42 INFO StandaloneSchedulerBackend: Granted executor ID app-20200108164741-0000/8 on hostPort 192.168.1.102:33809 with
2 core(s), 2.6 GB RAM

20/01/08 16:47:42 INFO StandaloneAppClient$ClientEndpoint: Executor added: app-20200108164741-0000/1 on worker-20200108121941-192.168.
1.191-44433 (192.168.1.101:44433) with 2 core(s)

20/01/08 16:47:42 INFO StandaloneSchedulerBackend: Granted executor ID app-20200108164741-0000/1 on hostPort 192.168.1.101:44433 with
2 core(s), 2.6 GB RAM

20/01/08 16:47:42 INFO BlockManagerMaster: Registering BlockManager BlockManagerId(driver, spark-client, 33935, None)

20/01/08 16:47:42 INFO BlockManagerMasterEndpoint: Registering block manager spark-client:33935 with 265.5 MB RAM, BlockManagerId(driv
er, spark-client, 33935, None)

20/01/08 16:47:42 INFO BlockManagerMaster: Registered BlockManager BlockManagerId(driver, spark-client, 33935, None)

20/01/08 16:47:42 INFO BlockManager: Initialized BlockManager: BlockManagerId(driver, spark-client, 33935, None)

20/01/08 16:47:42 INFO StandaloneAppClient$ClientEndpoint: Executor updated: app-20200108164741-0000/1 is now RUNNING

20/01/08 16:47:42 INFO StandaloneAppClient$ClientEndpoint: Executor updated: app-20200108164741-0000/8 is now RUNNING

INFO DAGScheduler: Job @ finished: reduce at jopt/spark/examples/src/main/python/pi.py:44, took 44.332327 s

U/0T/08 arkUT: Stopped Spark web UI at http://spark-client:4040
20/01/08 INFO StandaloneSchedulerBackend: Shutting down all executors
20/01/08 INFO CoarseGrainedSchedulerBackend$DriverEndpoint: Asking each executor to shut down
20/01/08 INFO MapOutputTrackerMasterEndpoint: MapOutputTrackerMasterEndpoint stopped!
20/01/08 INFO MemoryStore: MemoryStore cleared
20/01/08 INFO BlockManager: BlockManager stopped
20/01/08 INFO BlockManagerMaster: BlockManagerMaster stopped
20/01/08 INFO QutputCommitCoordinator$OutputCommitCoordinatorEndpoint: OutputCommitCoordinator stopped!
20/01/08 INFO SparkContext: Successfully stopped SparkContext
20/01/08 INFO ShutdownHookManager: Shutdown hook called
20/01/08 16:48:35 INFO ShutdownHookManager: Deleting directery /tmp/spark-1c®b3ca2-0e7c-467c-ab44-3844f496db8f/pyspark-908bcoec-7c6a-4
497-9749-e18cdd4cBec?
20/01/08 16:48:35 INFO ShutdownHookManager: Deleting directory /tmp/spark-508aadfc-c3dc-49aa-9bb6-943a42869588
20/01/08 16:48:35 INFO ShutdownHookManager: Deleting directory /tmp/spark-1c@b3ca2-0e7c-467c-ab44-38441496dbsf
(pyspark env) HEdSSBUSerasparkectveny:8s 0

Eynuo 6-172: Yrofoln tov script pi.py péow tov script spark-submit yua emPefaioon g opbnig Aettovpyiag tov Spark
oe Standalone mode

2ovita Aierapav Xprety Web rov Spark (Spark Web Uls)

Me v mpoemheyuévn dapdpemorn tov Spark, pmopei vo el 0 YPNOTNG  AVOAVTIKEC
TANPOPOPIES Y10 [t EQAPUOYN OTMG ypovodiaypouua ovufaviwy (event timeline), omrikn
avoropdotacy tov kotevBovousvov dxvklov ypapov (DAG) wag epyooiog (job), ortadia
epyooiag (job stages), épyo, ovvomtikés uetprnoeic twv Epywv (Summary tasks metrics),
OVLYKEVIPOTIKEG LETPNOEIS oV ektedeotr) (Aggregated metrics by executor), ovouatiouévor
ovoowpevtes (hamed accumulators), kotoviilwon mopmv (UvAUN, TUPNVES) THG CLGTASOG
Spark k.Am. povo Opm¢ Yo 660 ¥povikd dtdotnua Tpéxet 1 papuoyn. H mpocPacn o’ avtég
TIC TANPOPOPieg yiveTon HES® TG covitog demapav ypnotn Spark (Web User Interfaces / Web

Uls) n omoio mopéxet T1¢ akOAovbec Slemapis ypnot:

e Master web Ul, tpocsBdoio péow g http://<master_ip>:8080 (PAéne Zynua 6-173).

e Worker web Ul, tpooBaciuo péom tng http://<slave_ip>:8081 (Préme Zyfuo 6-174)

o Application Detail web Ul, mpocBdaoyo péow g http://<driver_ip>:4040 (BAéne
Zynuo 6-175).

Kd0Oe epappoyn Spark uéom tov SparkContext ekkivei to d1ko6 g web Ul otrypidtvno. Edqv
ektelovvTon toAloamAd SparkContexts otov id10 vtoAoylot, Oa deouedovTol 6& SLUdOYIKES

Ovpeg Eexivavtag amd v 4040 (4041, 4042, k.Ax.).

203



<« c @

[@ [ master:8080

v

120%) | e @ Q]

Sparl

URL: spark://master:7077
Alive Workers: 2
Cores in use: 4 Total, 4 Used

243

Memeory in use: 5.3 GB Total, 5.3 GB Used
Applications: 1 Running, 2 Completed

Drivers: 0 Running, 0 Completed
Status: ALIVE

~ Workers (2)

Worker Id

worker-20200108121940-192,168.1.102-33809

worker-20200108121941-192.168.1.101-44433

Spark Master at spark:/imaster:7077

Address State

192.168.1.102:33809 ALIVE

192.168.1.101:44433 ALIVE

~ Running Applications (1)
Application ID
app-20200108171954-0002 (kill)

Name

Cores

~ Completed Applications (2)

Application ID
app-20200108171644-0001

Name Cores

PythonPi 4 2.6 GB

app-20200108164741-0000 PythonPi 4 2.6 GB

Memory per Executor

Memory per Executor

Submitted Time

2020/01/08 17:19:54

Submitted Time

2020/01/08 17:16:44
2020/01/08 16:47:41

Cores
2 (2 Used)
2 (2 Used)

User

hadoopuser

User

hadoopuser

hadoopuser

Memory
2.6 GB (2.6 GB Used)
2.6 GB (2.6 GB Used)

State

RUNNING

State
FINISHED
FINISHED

In O ®

Duration

13s

Duration
2.8 min
53s

Cc @

S'p‘“c-,‘r 243

ID: app-20200108171954-0002
Name: PythonPi

User: hadoopuser

Cores: Unlimited (4 granted)
Executor Limit: Unlimited (2 granted)
Executor Memory: 2.6 GB

Submit Date: 2020/01/08 17:19:54
State: RUNNING

Application Detail Ul

© | % master:8080/app/?appld=app-20200108171954-0002

Application: PythonPi

~ Executor Summary (2)
ExecutorlD Worker
1 worker-20200108121941-192.168.1.101-44433

0 worker-20200108121940-192.168.1.102-33809

Cores

Memory

2688
2688

Yyfuo 6-173: To Spark Master Web Ul

120%

9

State Logs
RUNNING

RUNNING

C @ [O [A192.168.1.101:8081

v ﬁ]

Spoflt'{ ... Spark Worker at 192.168.1.101:44433

ID: worker-20200108121941-192.168.1.101-44433

Master URL: spark://master:7077
Gores: 2 (2 Used)
Memory: 2.6 GB (2.6 GB Used)

Back to Master

~ Running Executors (1)

ExecutorlD Cores State Memory Job Details
1 2 RUNNING 2.6GB 1D: app-20200108171954-0002
Name: PythonPi
User: hadoopuser
~ Finished Executors (2)
ExecutoriD Cores State Memory Job Details
1 2 KILLED 26GB 1D: app-20200108164741-0000
Name: PythonPi
User: hadoopuser
1 2 KILLED 26GB 1D: app-20200108171644-0001

Name: PythonPi
User: hadoopuser

Syfuo 6-174: To Spark Worker Web Ul
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stdout stderr

Logs

stdout siderr

stdout stderr

In @ ®

stdout stderr

stdout stderr

In o e



c @ I\D I’ Qs park-client:4040/jobs/] Ve bid n o e =
Sp'&" 25 Jobs Stages Storage Environment Executors SQL PythonPi application Ul
7'
Spark Jobs (7
User: hadoopuser
Total Uptime: 46 5
Scheduling Mode: FIFO
Active Jobs: 1
~ Event Timeline
Enable zooming
Executors
Added
Jobs
Succeeded
0 Failed
Running reduce at /opt/spark/examples/src/main/python/pi.py:44 (Job 0)
55 0 5 10 15 20 25 30 35
8 January 17:19 8 January 17:20
~ Active Jobs (1)
Jobid v Description Submitted Duration Stages: Succeeded/Total Tasks (for all stages): Succeeded/Total
0 reduce at fopUsparklexamples/src/main/python/pi.py:44 2020/01/08 17:20:02 33s o1 [ ] 1401700 (5 running)
reduce at /fopt/sparklexamplesisrc/main/python/pi py:44 (kill
¢ @ © | & spark-client:4040/jobs/job/?id=0 In @D &® =
SPOI' o Jobs  Stages  Storage  Environment  Exeeutors  SQL PythonPi application Ul
Details for Job 0
Status: RUNNING
Active Stages: 1
~ Event Timeline
Enable zooming
Executors
Added
@) Removed
Stages
Completed
) Failed
Active reduce at /opt/sparkiexamplesisrc/main/python/pi py:44 (Stage 0.0)
55 0 10 15 20 25 30 35 40 a5 50
8 January 17:19 8 January 17:20
~ DAG Visualization
Stage 0
parallelize
~ Active Stages (1)
Stageld v Description Submitted Duration  Tasks: Succeeded/Total Input  Output  Shuffle Read Shuile Write
0 Edilice i 0P Sparkiexamplss/Sicliiiaii/pyiRon/pi a4 +detalls  (kill) | 2020/01/08 17:20:02 a8s [NEEGI700 (5 running)
c © | & spark-client:4040/executors/ n o e =
Sﬁé:‘ir pas Jobs  Stages  Storage  Environment | Executors = SQL PythonPi application Ul
Executors
Summary
RDD Blocks  Storage Memory ~ DiskUsed ~ Cores  Active Tasks  Failed Tasks ~ Complete Tasks ~ Total Tasks ~ Task Time (GC Time)  Input  ShuffleRead  Shuffle Write  Blacklisted
Active(s) 0 12.9KB/2.9GB 008 a4 0 631 637 7.9min (0.5 s) 00B 00B 008 0
Dead(0) 0 00B/00B 008 0 0 0 0 0 0ms (0 ms) 00B 00B 008 0
Total(3) 0 12.9KB/2.9 GB 008 4 0 631 637 7.9min (0.5 s) 00B 00B 008 0
Executors
show 20 j entries Search:
Executor RDD Storage Disk Active Failed Complete Total Task Time (GC Shuffle Shuffle Thread
D Address Status  Blocks Memory Used Cores  Tasks Tasks Tasks Tasks Time) Input  Read Write Logs Dump
0 192.168.1.102:43011 Active  © 43KB/13GB 008 2 0 256 259 3.9min (055) 00B 00B 008 stdout  Thread Dump
stderr
driver spark-client38335  Active 0 43KB/2784 008 0 0 0 0 0 0ms (0 ms) 00B 008 008 Thread Dump
MB
1 192.168.1.101:45721 Active 0O 43KB/13GB 008 2 - 0 375 378 40min(22ms)  0.0B 008 008 stdout  Thread Dump
stderr

Zyfua 6-175: Mepuég amd tig kaptéreg tov Application Detail Web Ul. Kabe epappoyn Spark péom tov SparkContext
ekKvel 1o d1kd ¢ web Ul otrypidtono.
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Awerxouietijs Ietopikov Spark ee cverdada Spark ¢ Standalone mode

O Awxopotc Iotopikov Spark emitpémer tov ypnotn va emaveletdoel TIC TAPOTAVED
TANPOQOpies Kal HeTA TO TEPAG TNG EQaPUOYNS. Ot TANpopopieg aVTES Elvar YPNGILES Y10 TOV
YPNOTN GTNV TPOSTADELD TOV VO, PEATIOCEL TNV OTOSOTIKOTNTO TOV KMIKA TOL OALA KOl Y10
mv pHOuon g ovotddog yio Bédtiotn anddoon (performance tuning). Yzdapyouvv ot évo

TapakdTo TepT®oelg cvotadog Spark og Standalone mode:

A. Yroompilopevn omd 1o katavepnuévo cvotnua apyeiov Hadoop HDFS.
O tpdmog dapdpewong tov Spark €161 wote va etvar evepydg o Ataxopiotg lotopikov Spark
0E OLOTASN. TOL EYEL EYKUTECTNUEVO TO Kataveunuévo cvotnua apyeiov Hadoop HDFS

TOPOVCIACTNKE GTNV LIOEVOTNTO “A1adiKTv0K]] OlETO.QPN YXPpHoTH TS eQapuoyns Spark (Spark

Application Web Ul) & gvepyomoinon tov dioxowoty lotopikov Spark (Spark History Server)

oe_ovotaoo. Hadoop HDFS/YARN”. Tlapokdt® moapovsialovral uévo n Slopoppmon Tov
apyeiov spark-defaults.conf, o tpoémog evepyomoinong g cvotadag Spark og Standalone mode
(BAéme Zynpa 6-176), Tov kataveunuévov cuothuatog opyeiov Hadoop HDFS (BAéne Zynuo
6-177) kot tov Aroxopot Ietopikov Spark (BAéme Zynquo 6-178). o v dapdpemon TV
apyeiov Tov Hadoop HDFS/YARN 6o wpémet o ypriotng va avotpééel oty mpoavapepheico

VTOEVOTNTOL:
Apxeia spark-defaults.conf

# spark-client
# CLIENT SIDE - Spark UI PROPERTIES

spark.eventLog.enabled true

# Otav n ouotdada Spark umootnpiletal amd TO KOTOVEUNUEVO cuOTNnUa apxeiwv Hadoop HDFS

spark.eventLog.dir hdfs://master:9000/spark-logs
# O0tav n ocuotdda Spark 6ev umootnpiletal amd TO KOATOAVEUNUEVO cuoTnpa apxeiwv Hadoop
# HDFS

# n URL pmopel va eivatr pila tomikh (mpokabopiopevn tipi - file:///tmp/spark-events
#spark.eventLog.dir file:///opt/spark/spark-
events

# H oupnieon mou Oa xpnoipomoilioetl to Spark €ivatl autr tng 16i1o6tTntag Spark:

# spark.io.compression.codec - (mpokaboplopévn T1UR Kwdikomointn: o LZ4)

# (mpokaboplopévn T1uf: false)

# spark.eventLog.compress true

# SERVER SIDE (exkel démou 6a tpéxel o Alakopiotrig Iotopilkou Spark )
# spark-client, master, slavel, slave2

# Otav n ovotdada Spark umootnpiletal amd TO KATAVEUNUEVO cUoTnua apxeiwv Hadoop HDFS
spark.history.fs.logDirectory hdfs://master:9000/spark-logs

# Otav n ouotdada Spark 6ev umootnpiletal oamd TO KATAVEUNHEVO ouotnpa apxeiwv Hadoop
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HDFS

#1n URL pmopel va eival pia tomikn (mpokabopiopévn tipq - file:///tmp/spark-events)

#spark.history.fs.logDirectory file:///opt/spark/spark-events
#spark.history.fs.update.interval 10s
#spark.history.ui.port 18080

# KaBopilel av o Arokopiotig IotopikoU Oa kabapilel ta apyxeia kataypadrg CupBAvTwv

#
#

o€ mpokaBopilopEva xpovikd Siactrpata mou kabopilovtatl amd tnv 1diétnta
spark.history.fs.cleaner.maxAge

spark.history.fs.cleaner.enabled true

#
#

KaBopilel moéoo ocuyvda Oa yivetal €Aeyxog amd to oUOTNUA yla TNV €kKaBApion apxeiwv
kataypadic oupBdvtwv. Avvatéc Ttipég: 1d | 1h | 3em | 1eees

spark.history.fs.cleaner.interval 1d

#

Avvatég tipég: 1d | 1h | 3em | 1000s

spark.history.fs.cleaner.maxAge 7d

Exkivnon otov koépuPo master tov kotovepnuévov cvothuotog apyeiov Hadoop HDFS,

tov Spark ge Standalone mode xa: rov Aiaxopiothi Iotopirot Spark®:

#

EKK1VNOn TOU KATAVEUNUEVOU OUOTHUATOG apxeiwv Hadoop HDFS

start-dfs.sh

#

Ekkivnon tng cuotddag Spark oe Standalone mode

start-master.sh --host master --port 7077
start-slaves.sh

#

Exkkivnon tou Alakopiotr Iotopikou Spark

start-history-server.sh®?

(pyspark_env) _:IS start-master.sh --host master --port 7077

starting org.apache.spark.deploy.master.Master, logging to fopt/spark/logs/spark-hadoopuser-org.apache.spark.deploy.
master.Master-1-master.out

(pyspark_env) HEHOOpUSER@NasEen:BS start-slaves.sh

slave2: starting org.apache.spark.deploy.worker.Worker, logging to Jopt/spark/logs/spark-hadoopuser-org.apache.spark
.deploy.worker.Worker-1-slave2.out

slavel: starting org.apache.spark.deploy.worker.Worker, logging to jopt/spark/logs/spark-hadoopuser-org.apache.spark
.deploy.worker.Worker-1-slavel.out

Zyfua 6-176: Exkiviion g cvotddag Spark oe Standalone mode

(pyspark_env) HEd0OpUSEn@nasten:HS start-dfs.sh
Sstarting namenodes on [master]

Starting datanodes

Starting secondary namenodes [master]
(oyspark_on) INERNRRRRRRNENE s 1vs

4883 NameNode

5001 SecondaryNameNode

5150 Jps

3087 Master

Eynuo 6-177: Exkiviion Tov kotaveunpévov cuotnpatog apyeiov Hadoop HDFS

mﬁrk_e—nv)_qs start-history-server.sh

starting org.apache.spark.deploy.history.HistoryServer, logging to /opt/spark/logs/spark-hadoopuser-org.apache.spar}

.deploy.history.HistoryServer-1-master.out
(pyspark_env) |NGHBNSHRBRSEESH B jp-

4803
5892
5269
5926
5001

NameNode
HistoryServer
Master

Jps
SecondarvNameNode

2ynuo. 6-178: Exxivion tov Araxopuoti Iotopicot Spark otov kéuffo master

Oa TpéneL 0 YPNOTNG 0T GLVEXELL VO, doKidoel va Eavatpi€el To mapddsrypo pi.py ot client

mode (PAéme Tyfuoto 6-179, 6-180).

80 0 ypagpwv enédede oy mpokeyuévy mepintwon va Cexivioet tov diaxouiotii Iotopiod otov kéufo master.
81 To oraudriue tov Aiaxowoth Iotopixod Spark yiverau ue to script stop-history-server.sh
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# spark-client

spark-submit --verbose --master spark://master:7077 --deploy-mode client --executor-
memory 1152m --executor-cores 1 --total-executor-cores 4
/opt/spark/examples/src/main/python/pi.py 750

(pyspark_env) :@S$ spark-submit --verbose --master spark://master:7077 --deploy-mode client --executor-
lemory 1152m --executor-cores 1 --total-executor-cores 4 /opt/spark/examples/src/main/python/pi.py 750

Using properties file: fopt/spark/conf/spark-defaults.conf
dding default property: spark.history.fs.logDirectory=hdfs://master:9000/spark-logs

dding default property: spark.eventLog.enabled=true

dding default property: spark.driver.memory=768m

dding default property: spark.history.fs.cleaner.enabled=true

dding default property: spark.master=spark://master:7077

dding default property: spark.history.fs.cleaner.interval=1d

dding default property: spark.history.fs.cleaner.maxAge=7d

dding default property: spark.executor.memory=2688m

dding default property: spark.eventLog.dir=hdfs://master:9000/spark-logs

dding default property: spark.executor.cores=2

[Main class:

org.apache.spark.deploy.PythonRunner

IArguments:

file: /opt/spark/examples/src/main/python/pi.py

null

750

ISpark config:
(spark.history.fs.logDirectory,hdfs://master:9000/spark-logs)
(spark.eventLog.enabled,true)

(spark.app.name,pi.py)

(spark.cores.max,4)

(spark.driver.memory,768m)
(spark.history.fs.cleaner.enabled,true)
(spark.submit.deployMode,client)
(spark.master,spark://master:7077)
(spark.history.fs.cleaner.interval,1d)
(spark.history.fs.cleaner.maxAge,7d)
(spark.executor.memory,1152m)
(spark.eventLog.dir,,hdfs://master:9000/spark-logs)

(spark.execytor.co
0/01]09 20:34:11 T askSetManager: nishe as .0 1n stage 0. n ms on B L1 executor

750)
20/01/09 20:34:11 INFO DAGScheduler: ResultStage 0 (reduce at /opt/spark/examples/src/main/python/pi.py:44) finished in 136.337
s

120/01/09 20:34:11 INFO TaskSchedulerImpl: Removed TaskSet 0.0, whose tasks have all completed, from pool
20/01/09 20:34:11 INFO DAGScheduler: Job © finished: reduce at fopt/spark/examples/src/main/python/pi.py:44, took 136.985093 s

Pi is roughly 3.141486

Tynuo. 6-179: (1) To script spark-submit pe kdmota emimhéov command line options: --verbose (tapéyetl pokpookeleic /
OVOADTIKEG TTANPOPOPIEG), --EXECUtOr-Memory (ocoTnTa LViLNG Yio. Xp1oT ave dlepyacio eKTEAETN), --eXecutor-
cores(apBudg mupnvmv avd exktereotny), --total-executor-cores (o cuvolikdg aptOUdE TLPHVOV TOV EKTEAECTOV 6TV
ovotdda ava gpappoyn Spark), (2) Oudotteg Spark tov apyeiov dwapdpemwong spark-defaults.conf, (3) apatnpodpe
OTL TEMKG emKPATNGAY 01 EMAOYEG TNG YOS evioddv (command line options) évavtt twv Wottov Spark, (4) To
amotéLecyo. Tov SCript pi.py
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« ¢ @ D & master: on | e & 1y o ® =

Sﬁd'r‘l’(\g ..., History Server

Event log directory: hdfs://master:9000/spark-logs
Last updated: 2020-01-09 20:34:44

Client local time zone: Europe/Athens.

Show 20 -l entries Search
App ID App Name Started Completed Duration Spark User Last Updated Event Log
app-2021 PythonPi 2020-01-09 20:31:37 2020-01-09 20:34:11 2.6 min hadoopuser 2020-01-09 20:34:12 m
app-202001 30011 PythonPi 2020-01-09 16:14:44 2020-01-00 16:15:33 405 hadoopuser 2020-01-09 16:15:34 [ Dounions |
c o © | & master: om0 - @ 1Y n o ® =
Spark” ... Jobs = Stages Storage  Environment  Executors PythonPi application U
?
Spark Jobs (?)
User: hadoopuser
Total Uptime: 2.6 min
Scheduling Mode: FIFO
Completed Jobs: 1
~ Event Timeline
Enable zooming
Executors Executor driver added

Added

Executor 3 added
Removec

Executor 2 added

Executor 1 added

Executor 0 added

Jobs

Succeeded

Failed
Running reduce at foptisparkiexamples/src/mainipythoripi.py-44 (Job 0)
40 50 0 10 20 30 40 50 0 10 20 30 40 50 0 10
9 January 20:31 9 January 20:32 9 January 20:33 9 January 20:34

~ Completed Jobs (1)

Jobld v Description Submitted Duration Stages: Succeeded/Total Tasks (for all stages): Succeeded/Total

0 reduce at fopU/sparkiexamples/src/main/python/pi.py:44 2020/01/09 20:31:54 2.3 min m 7500750
reduce at /opt/spark/examples/src/main/python/pi.py:44

Tynua 6-180: O Awkopiotig Iotopikon Spark

B. Mn vrootnpilopevn amd KotaveUnIEVO GUGTNLLO OPYEIV.
Yy mepintwon ovotddag Spark oe Standalone mode mov dev vmoompiletar and Eva
Kotovepnpuévo ocvotnua opyeiov (t.x. HDFS) Oa mpémel o ypnotg va dnpovpynost Evov
KatédAoyo 6mov Ba amobnkedoviar ot TAnpoopieg Kataypapns cuuPaviov Otav TPEYEL L
epapuoyn Spark. H mpoemhoyn tov Spark eivon va amobnkevet ta apyeio koatoypoagpng ot
0éom /tmp/spark-events (Ba mpémel va avadnuovpyei o ypnotg tov Kotahoyo spark-events
kéBe @opd mov embuuel TV TPOSWPVY OmMOONKELON TOV TANPOPOPLOV KOTAYPOPTS
ocoupaviov). O ypaowv enéiele va amobniebovol T apyeic KOTaypaens cupPAvVIOV otV
0éon /opt/spark/spark-events (Bréme Zynua 6-181) £tol dote va pmopel vo, EAEYYEL TO YPOVIKO
ot daTnpnong Tov apyeiov avtdv. Qo mpénel vo ToVIaTel 0Tl OTHY TEPITTWON AVTH O

Aroaxoporic lotopikod Spark tpéyer uovo orov spark-client kor Ga mpéner va evyuepwbei uévo

10 apyeio oouoppwang spark-defaults.conf azov spark-client.

# spark-client

# Anploupyia kotaAdyou yla tTnv amobrikeuon Twv opxeilwv KataypodriG OUUBAVIWY Twv
epoppoywv amd tov Atakopiotr Iotopikou Spark

mkdir -p /opt/spark/spark-events

# AAAayr 61kalwpdtwv otov KatdAoyo spark-events

chmod 777 -R /opt/spark/spark-events
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(pyspark_env) :®S mkdir -p /opt/spark/spark-events
(pyspark_env) :BS chmod 777 -R Jopt/spark/spark-events
Yynua 6-181: Anpovpyia otov spark-client katoddyov yio v amobfkevon tov apyeimv katoypaeng cuppaviov
TOV EPOPROY®OV 0o Tov Alakopoth Iotopikod Spark kot cddayn TV SIkoopdtoy Tov.

# spark-defaults.conf

&

# spark-client

# 0 Arakourotri¢ IotopikoU Spark tpexer otov client

5
spark.eventLog.enabled true

spark.eventLog.dir file:///opt/spark/spark-events

o 0 1 2 1 0 0 0 ) 0 0 0 0 0 o o £ ) ) 0 s o ) 0 3 0 £ 2 0 0 0 1 0 1 0 £ ) 0 2 ) 0 0 o 3 0 3 1 0 0 = o
spark.history.fs.logDirectory file:///opt/spark/spark-events

Y1 ovvéyeto Oa Tpénet 0 xpNoTNG Vo KKivioel T cvatddo Spark ce Standalone mode
(PAéme Zynua 6-182):

# Exkxkivnon tng ocuotadag Spark oe Standalone mode
start-master.sh --host master --port 7077
start-slaves.sh

(pysparkfen\?)—_:ls start-master.sh --host master --port 7077

starting org.apache.spark.deploy.master.Master, logging to /opt/spark/logs/spark-hadoopuser-org.apache.spark.deploy.master.Master
1-master.out

(pyspark_env) IEOSOPUSER@NESEER: Bs start-slaves.sh

slave2: starting org.apache.spark.deploy.worker.Worker, logging to fopt/spark/logs/spark-hadoopuser-org.apache.spark.deploy.worke
.Worker-1-slavez.out

slavel: jopt/spark/conf/spark-env.sh: line 1: @#!/usr/bin/env: No such file or directory

slavel: starting org.apache.spark.deploy.worker.Worker, logging to fopt/spark/logs/spark-hadoopuser-org.apache.spark.deploy.workei
.Worker-1-slavel.out

(pyspark_env) SHGOpUSEranaster: §s ips

10449 Ips

10392 Master

(pyspark_env) EHBSPUSErGRSSEer: B ssh slavel jps
10356 Worker
10470 Jps

(pyspark_env) EHBSPUSERGREsEen:Bs ssh slave2 jps
3124 Jps
3067 Worker

Yynuo 6-182: Exkivnon g ovotddag Spark oe Standalone mode

Katomwy Oa npénet va exkivioet tov Atakopot Iotopucod Spark (BAéne Zynua 6-183) kot
vo. tpé€et To Tpdypappo pi.py (BAEre Zynua 6-184):
#spark-client

# Exkkivnon tou Ailakopiotr Iotopikou Spark

start-history-server.sh

# YmoPBoAi tou script pi.py pe to script spark-submit

spark-submit --verbose --master spark://master:7077 --deploy-mode client
/opt/spark/examples/src/main/python/pi.py 150

(pyspark_env) S0P USENUSPENKECUTENE: B start-history-server.sh
starting org.apache.spark.deploy.history.HistoryServer, logging to fopt/spark/logs/spark-hadoopuser-org.apache.spark.deploy.histe

.HistoryServer-1-spark-client.out
(pyspark_env) _=|$ jps
3972 HistoryServer

4012 Jos

o 6-183: Exkivnon tov Awokopioth Iotopucod Spark etov kopfo spark-client
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file:///E:/opt/spark/spark-events
file:///E:/opt/spark/spark-events

es/src/main/python/pi.py 150
Using properties file: jopt/spark/conf/spark-defaults.conf

|Adding default property: spark.eventLog.enabled=true

|Adding default property: spark.driver.memory=768m

|Adding default property: spark.dynamicAllocation.maxExecutors=3

|Adding default property: spark.master=spark://master:7077

ladding default property: spark.executor.memory=2688m

lAdding default property: spark.eventlLog.dir=file:///opt/spark/spark-events
|Adding default property: spark.executor.cores=2

lAdding default property: spark.dynamicAllocation.minExecutors=0

lAddina default propertv: spark.dvnamicAllecation.initialExecutors=1

(pyspark_env) SHGOPUSERESPENKSCIUSHE: S spark-submit --verbose --master spark://master:7077 --deploy-mode client /opt/spark/examp

|Adding default property: spark.history.fs.logDirectory=file:///opt/spark/spark-events

Zyfuo 6-184: YroPoAn tov script pi.py pe to script spark-submit. ITapatnpodpe 6t SraPfdlovror ot d10tnTeg TOL Op)Eion
Sapopeoong Spark spark-defaults.conf

« ¢ o © @ spark-client 120% ) | aee o noe®
qur‘i'(? ... History Server

Event log directory: file-/lioptisparkispark-events

Last updated: 2020-01-11 18:56:41

Client local time zone: Europe/Athens
Show 20 ~| entries. Search:
App ID App Name Started Completed Duration Spark User Last Updated Event Log
app-20200111183424-0000 PythonPi 2020-01-11 18:34:20 2020-01-11 18:35:14 53s hadoopuser 2020-01-11 18:35:14 m

¢ @ @ & spark-client on | e @ O moe® & =

Sf,‘dﬁzz“! Jobs = Stages  Storage  Environment  Executors

Spark Jobs ()

User: hadoopuser

Total Uptime: 53 5
Scheduling Mode: FIFO
Completed Jobs: 1

~ Event Timeline
Enable zooming

Executors.

Added Executor 1 added
) Remaved Executor driver added Executor 0 adder
Yobs
Succeeded
Failed
Running rediuce at fopt/spark/examples/srcimain/pythonipi.py:44 (Job 0)
25 30 35 40 a5

11 January 18:34

- Completed Jobs (1)

Joblid v Description Submitted Duration

0 reduce at /opU/spark/examplesisrcimain/pythonipi. py:44 2020/01/11 18:34:34 30s
reduce at /opt/spark/examplessrcimainipythonipi py:44

PythonPi application Ul

50 55 0 5 10
11 January 18:35

Stages: Succeeded/Total Tasks (for all stages): SucceedediTotal

i 150150

Iyfuo 6-185: AngwoviCovton pepikég amd Tig TAnpopopieg tov Ataxopothg Iotopucotd Spark mov tpéyet otov spark-

client

Avvauikij katavoun mépwy e cvetdda SPark ue eyyevij diayeipioty mopwv (Spark

Standalone mode).

AVOALTIKA 1] SUVOLIKT KaTovoun Topmv oto Spark Topovoidotnke oty vrogvotta

Avvauikn katovoun topwv (Dynamic source allocation) oto Spark og cvotddo Hadoop

YARN”. TTapoakdtom mopovcstdleTal 1) SIOUOPP®CT TOV

apyeiov spark-defaults.conf t6co

otnv mAevpd tov client (spark-client) 6co kot otnv mhevpd twv workers (slavel, slave?2).

#

# Itnv mAeupd tou client (spark-client)
3
# spark-defaults.conf
3

H* H B

edappoyr}, Pdoel tou doptou epyaciag.
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spark.dynamicAllocation.enabled true
spark.shuffle.service.enabled true

# MEPLKEG TPOALPETIKEG 1O1OTNTEG:
# AopBdavovtat umoyn povo otav €ilvatl evepyomolnpevn n Auvvapikry Katavoun

# ApX1KOG 0aplOUOG EKTEAECTWV
# (mpokaBopilopévn tiprf: spark.dynamicAllocation.minExecutors)
spark.dynamicAllocation.initialExecutors 1

# EAAQX10TOG 0p1OUOG ekTeAEOTWY (TpOKAOOPLOUEVN T1UA: O)
spark.dynamicAllocation.minExecutors (%]

# Méyilotog ap1Oudg ekteleotwv (mpokabopiopévn tipr: infinity)
spark.dynamicAllocation.maxExecutors 2

# EAQv €vag eKTEAEOTAG €XE1 Mmopopeivel adpavrg yla mepioodtepo amd autr tThn O1dpKela,
# o ekteAeotig Ba katopynbei (mpokoBoplopévn Tiur: 60s)
spark.dynamicAllocation.executorIdleTimeout 60s

# EAv umdpyouv KOBUCTEPNUEVEG EPYOAOTLEG TOU EKKPEUOUV y1la TMEPLOCOTEPO QMO QUTH TN
# 61dpkela, Ba {ntnbouv véol ekteAeotég (mpokaboplopévn T1pA:1s)
spark.dynamicAllocation.schedulerBacklogTimeout 5s

# Onwg n mopomdvw 1610TnTa aAAd xpnoilpomoleital pPOVO yla HETOYEVEOTEPEG ALTHOELG
# exteAeotn (mpokoBopilopévn tTipr: spark.dynamicAllocation.schedulerBacklogTimeout)
spark.dynamicAllocation.sustainedSchedulerBacklogTimeout 5s

#

# Xtnv mAsupd twv workers (slavel, slave2) - Shuffle behavior

#

# Kadopiler €av Ga puburotel pra eéwteprkn vnnpeoia shuffle, n omoia Oa Sratnpeil ta
# ypauugva amoé Toug EKTEAEOTEG apxela shuffle wote 01 EKTEAECTEG va umopouv va

# aparpedouv pe aopdalera:
#**********************************************************************************

spark.shuffle.service.enabled true

O éheyyog opOng Aettovpyiag g Avvopkng Kotavoung Ilépov Oa yiver otnv emdpevn

evoTnTOL.

To Pyspark uéewm tov Jupyter Notebook e Avtévoun cverdda Spark® (Spark Standalone
mode)

Avolvtikég mAnpoeopieg yo to Jupyter Notebook kor tov tpdmo eyKoTdoTOoNS TOV OF
gwovikd mepipdirov conda (virtual environment) Tapéyovtor otnv vrogvotra “Brua 5o0: To
PySpark péow tov Jupyter Notebook” tng evomrag “ Eykotdotaon tov PySpark oto Ubuntu
19.04 o tomkn Aettovpyia (local mode)”. Ztnv vrogvotnta vt eyKatactddnke to Jupyter
Notebook oto mepiBadiiov conda pyspark env. To mepipdAiov conda pyspark_env
avadnuiovpyndnke oty vroevotnta “Anwn koi eykatdotacny tov Spark (oe o ovorddo
Hadoop Yarn)”. Zvvendc vapyovv 0L T0 TPOOTOLTOVLEVE, Y1 VO UTOPEL 0 XPHOTNG Va TPEEEL

10 Jupyter. To ewovikd mepPdArov conda pyspark_env emeidn €xel to id10 EyKATESTNUEVA

82 Me eypevi droyeipiotii mépewv
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TOKETA G€ OAOVE TOVG KOUPOVE TNG GLGTASNG EMTPEMEL GTOV YPNOTN VO, YPNCUYLOTON|GEL GTO
TPOYPALLILE TOV OAOL AT TOL TAKETA YOPIG VOL ATAITEITOL 1] EVEOUATOGON TOVS Pésm Zip 1 eggs®
apyeimv pe to script spark_submit. Me éva amlo script umopei o dioelplotg TG GLGTASAS VoL
evnuepdvel to epiPdilov pyspark_env pe véa makéta og OAOVG TOLG KOUPOVG TG GLGTASNG

and Tov kOpPo master.

Enedn £ye1 1N evoopotodei n evepyomoinon tov mepiBdilovrog conda pyspark_env®* kade
(OPA TOV AVOLYEL 1 YPOUUT EVIOADV TO HOVO TTOL amouteitan eivon 1 ekkivinon tov Jupyter
notebook. Xto Jupyter Notebook Snpiovpynonkav dvo onustopotapla® (notebooks) (Bréme
Yynuata 6-186, 6-187). Ta onueiouatdpio avtd TEPIEXOVV Uit TPOTOTOINoT ToL SCript pi.py
TPOKeEEVOL va eELeyyBel n Aettovpyia g duvapkng Katavoung Iopwv otn cvotdda Spark
oe Standalone mode. Kabe epapuoyn Spark (otiypuotvmo tov SparkContext) extelel évo
aveEdptnto cuvoro diepyaciav ektedect®v. Koatd ™ dnmovpyia evdg otrypudtomov (PAéne
Yynuoto 6-186, 6-187, keli In[2] twv Jupyter notebooks) tov SparkSession (SparkSession
Instance) péow ¢ pebddov SparkSession.build  wmwopei o yprotne va vmoParier pécw
aAvodwtdv pebodwv (method chaining) config dJudeopeg emloyéc  Sopudpewong
(configuration options) tov Spark mwov tpomonolovV Tig TPpoemAeYEVES EmAOYEG Tov Spark Tov
nepthapfavoviol g 1010tTeg oto apyeio drapdpemong spark-defaults.conf. Ou emhoyég
aLTéEG Tapovstalovtal cuykeVTPOTIKE otov Ilivaka 6-6 yio va elvar evkoAdTEPN 1| GVYKPION
TOVC. XTOV VoK avTd TAPOVSIALOVTaL LLE EVTOVO YPALLLOTO OL PTEC OV EQOPLOYT] ETIAOYEG
Spark mov Ba. drapopedcovy teAkd T cvotado Spark. Me ) uébodo appName (“name’)
xofopiomke 1o 6vopa®® to omoio Bo spgavilel n kabe spappoyr oto Spark web Ul (BAéne
Yyuo 6-188.1). To otrypuotumo tov SparkSession amodddnke otn petapintn spark (BAéne
Yynuata 6-186, 6-187, keAl In[2] Twv Jupyter notebooks).

83 Ta apyeio €9q eivai o maiardtepn popi Stavourg Python maxétwy (1 véa popei Siavouric moxétwv Python ovoudlera
wheel).

8 0 ypdpwv eioiyaye To script conda activate pyspark_env uéoa oto ~I.bashre apyeio, oe 6i.0v¢ Tove KéuBoS THE CVETAdOC
ko1 orov spark-client.

8 Ta SparkStandaloneDynAllocTestl.ipynb oz SparkStandaloneDynAllocTest2.ipynb.

% jan_jupyter_DynAllocl kaz iannis _jupyter DynAlloc2 avtiotorya.
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TTivakag 6-6: Ot emdoyég Spark mov opilovtar pécm Tov SparkSession xovv peyalvtepn mpotepondtnta o’ avTég Tov opilovrat
péoa oto apyeio dopdpewong spark-defaults.conf. Trov wivake napovoidleton pe évrova padpa ypdupato n teliky Katovoun
Topov otig epappoyég (ian_jupyter_DynAllocl, iannis_jupyter_DynAlloc2) tov mopadeiypatog g Avvapknig Katavopng mopov
ot avtdovoun®” cvotdda Spark (Spark Standalone mode)

App Name spark-defaults.conf SparksSession.Builder’s config Method

spark.dynamicAllocation.initialExecutors 1

spark.dynamicAllocation.minExecutors 0

ian_jupyter_ .config(*'spark.executor.cores™, "'1')
spark.dynamicAllocation.maxExecutors 2

DynAllocl .config(*'spark.executor.memory"’, "'1152m")
spark.executor.cores 2
spark.executor.memory 2688m

spark.dynamicAllocation.initialExecutors 1 | .config(“'spark.executor.cores™, ""1")

spark.dynamicAllocation.minExecutors 0 | .config("spark.executor.memory', ""1152m"")
iannis_jupyter_
spark.dynamicAllocation.maxExecutors 2 | .config(*'spark.dynamicAllocation.maxExecutors", "'3"")
DynAlloc2
spark.executor.cores 2

spark.executor.memory 2688m

H epappoyn pe appName: ian_jupyter_DynAllocl (BAéme Zynuo 186), exteAdel aueca v
oLVAPTNON LTOAOYIGHOD Tov . O vroAoylopdg Tov T ektedeitan 6V0 Popég péoa o
ovvaptnon. Tnv tpd pe partitions=1000 kot tnv devtepn pe partitions =1900. Meta&d tov
VO EMOVOAMYEDV TOV VLIOAOYIGHOL glodyetal pia kobvotépnon 100s. H epapuoyn pe
appName: iannis_jupyter_DynAlloc2 (PAéne Zynua 187), extelel Vv ocvvaptnon
VTOAOYIGHOV Tov Tt pe po kabvotépnon 70s. O TpMOTOC EMOVOANTTIKOS VTOAOYICUOG TOV 7T
yivetar yo partitions =1500 evd o devtepog yio partitions =2100 (BAéne Zynquo 6-188, Job
ID:0 ko Job ID:1 avtictoyre) . H gpapuoyn ewcdyst petaé&d tov dvo eTovoaryemy pio

kaBvotépnon 120s.

Onwg eoaivetat amd To ypovodiaypaupata yeyovotov (event timeline, BAéne Zynquo 6-188) twv
Vo epaproydV pe TNV ekkivion g tpatng epyaciog (Job 1d:0) mpocaptdton apécwc o évog
and Tovg dVO eKTEAESTEG AOY® ™G WidtTag Spark  spark.dynamicAllocation.initialExecutors =1 TOL
kaBopilel ToV aptBpUd TV EKTELECTMV KATA TNV EKKIvnoN NG Epaployns. Emeldn oty mpdn
EQOUPUOYT] VTAPYOLV GTNV ovpa avapovng Tov épymv, 1000 kobuvotepnuéva épyo moOv
EKKPELOVV Y10 TTEPLGCOTEPO OO TO YPOVIKO dtdotnua mov opiletar otnv 16Ot Ta Spark

spark.dynamicAllocation.schedulerBacklogTimeout=5s Ko AOY® ™mg wWoTTog Spark

57 Me eyyevij droyeprotii mépav Spark
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spark.dynamicAllocation.maxExecutors=2 {nreiton véog extedestic % [42] amd tov Awyeiproty ITopwv
0 omoiog ko ekympeitol. Avtifeta otny devTEPN eQaproyYn enedn o ekteleotng ( Executor 0)
guewve adpavng yuwo Stdotnuo pEYaAdTEPO amd avtd mov opiletor otnv WiOTTa Spark
spark.dynamicAllocation.executorldleTimeout=60s Kot AOY® ™mg W0 TOG Spark

% nico otov Swyepoty mopwv (PAéne sTiKéTOL

spark.dynamicAllocation.minExecutors=0 ETIGTPEPETOL
2 610 Xyua 6-188). MoAic opmg vroPAndei n epyoocio pe Job 1d:0 ko eneldn n epappoyn
Spark dgv éyel kavéva EKTELEGTN VD GTNV 0VPA avapovig tov Epywv (tasks) vrdapyovv 1500
épya, (Nt TV eKYOPNOT VE®V EKTEAEGTAOV, UE TN SL0OIKAGIO TOV TEPLYPAPNKE TOPATAV®D
(évav kdaOe 55). Avtibeto OU®C Pe TNV TPMTH EQOPLOYT AOY® TNG TUHG TTOL £XEL oplobel otnv
1010t ro Spark spark.dynamicAllocation.maxExecutors=3 1) €pappoyn {ntd amd tov Awayeipiot [1opwv
Evav eMITALOV EKTEAESTN TO aitnua OUMG amoppinteTol AdY®m Elhenyng Stbéoipumv Topwv
(extereot®V). OtOv TEAEWOOEL M EKTEAEGN TNG TPATNG EPYOCIOG GTNV TPMOTN EPOPULOYN
EMOTPEPOVTOL OAOL Ol EKTEAEOTEG amd TNV gpappoyn [42] Aoym g Widmrog Spark
(spark.dynamicAllocation.minExecutors=0) HETG ad AOPAVELL TOVG Y10, YPOVIKO SIAGTNHO LEYAADTEPO
TV 60S (spark.dynamicAllocation.executorldleTimeout= 60s) KOl O £vaG o’ OTOVG EKY®PEITAUL GTNV
JevTEPN EQUPUOYN S1OTL VTLAPYOVY APKETA EPYa. TNV OLPE avapovic. Metd and cuvolK
kabvotépnon 100s (BAéne delayInbetweenlterations=100 oto Zynua 6-186 kot etikéta 3 oto
Yynuo 6-188) Eexwvd n devtepn epyacia (Job 1d:1) g mpdng spopuoyns. H dwdikacio
SLVOUIKTG KOTOVOUNG TOP®V EXAVIAQUPAVETOL OU®G VT TNV QOPd 0 AlyelploTg exympet
otV €Qappoyn évav HOvVo ekteAeoT) AOY® EAlewync dwbéociumv exterect®v. Evo otav
oAokANpwBel N TpOTN epyacio g devtepng epaproyns o Alayeipiotig [Iopov emotpépst
TOUG OOPAVEIS EKTEAECTEC UEYPL VO OTACEL GTOV EAAYIOTO OPlOUO EKTEAEGTAOV TOL EYEL
pvBuiotel vo ypnoyomotei  (spark.dynamicAllocation.minExecutors=0) HETO oamd Stdotnua 60
(spark.dynamicAllocation.executorldleTimeout= 60s) Kot €Ky®Pel Tov évav amd TOLC O100EGIUOVG
EKTEAEOTEG GTNV OEVTEPT] EPYACIA TNG TPAOTNG EPAPLOYNS. MeTd amd cuvoAikn kabvotépnon
120s (BAéme delayInbetweenlterations=120 oto Zynuo 6-187 kou etikéta 4 oto Zynuo 6-188)
Eexwva n 0evtepn epyacia (Job Id:1) g devtepng epapuoyns. O Aloyelplotg ekywpet otV

€QUPUOYT 000 HOVO EKTEAEGTEG AOY® EAAEYNG SLOOEGIHLMV eKTELECTAOV. MOAG oAoKANP®OET

88 0 ap1Ouéc tov extedeotdv mov (yrobviar oe kabe yipo avéavetar exbetid amd Tov mponyoduevo yipo. Lo wapdderyua, pia
epapuoyn Oo mpoobioer 1 extedeotn arov mpwto yopo, kai oty ovvexelo 2, 4, 8 kot 00Tw kabelns eKTEAETTES OTOVS EXOUEVOVS
yOpovg éwg 6T0V EMITEVYOEL EVOL AVDTATO OpP1o TOV ECOPTATAL TOGO ATTO TNV LOLOTHTA IIOUCPPWTNS Tov Spark
spark.dynamicAllocation.maxExecutors éco ko o6 tov wpéyovia apifué twv épywv (tasks) wov extelovviar aAld kot avtdv
OV EKKPEUODY.

8 Qoté00, av o exteleotic mov Tpdiertar va apaipelel &rer amoOnkevoel kamoro. block oty cache tov, Oo apaipebet uetd, omd
70 ypovo mov kabopiletaun otny Topduetpo spark.dynamicAllocation.cachedExecutorldleTimeout (vré v mpoimdeon 6t
&xel TapapEeivel adpoviig yia ueyoldtepo didotnua amd avtij ™ diGpkeia)[30].
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Kol 1 0e0TEPN EPYACIiO TG TPADTNG EPUPLOYNS eMaTpEPovTaL otov Atayelptot [1opwv amd
NV €QOPLOYN OXOL 01 EKTEAECTES (spark.dynamicAllocation.minExecutors=0) AOY® 0OPAVELAS TOVE Yia
YPOVIKO dldoTnuo peyolvtepo twv 60S (spark.dynamicAllocation.executorldleTimeout= 60s) O OTTOI0C KoL
ekyopel Tov €vav amd tovg OBECIUOVG EKTEAECTEG GtV deVTEPN €pyacio TNng OeVTEPNG
epapuoyns. Evod otav ohoxAnpwbel kot n oebtepn epyaciog e 0e0TEPNS EQPOAPUOYNG O
Awyepromg [opwv emoTpEPEL TOVG AOPAVELG EKTEAECTEC UEYXPL VAL OTAGEL GTOV EAAYLOTO
apOpd ekteELECTMV TTOL €Yl pLOLUGTEL VO YpNGYLOTOLEL (spark.dynamicAllocation.minExecutors=0) LETH
amd ddotuo. 60s (spark.dynamicAllocation.executorldleTimeout= 60s). Atomiotdvetal Aowmdv OTL M

Avvapikn Katavoun IIopwv Aettovpynoce pe tov TpOmo Tov oVOoUEVOTOY.
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: Jupyter| sparkStandalonel|Last Checkpoint: 4 hours ago (autosaved) 1' Logou

File Edit View Insert Cell Kernel Widgets Help Trusted | 4 | Python [conda env:pyspark_emv] *

B+ 3 F B 4+ ¥ HRn B[ C B ok - =

In [2]: from pyspark.sgl import SparkSession
spark = SparkSession.builder %\

.master('spark://192.168.1.100:7877") \
.appName(“ian_ jupyter DynAllocl®) \
.config("spark.submit.deployMode","client"} \
.config("spark.dynamicAllocation.enabled", "true") \|
.config("spark.shuffle.service.enabled”, "true") \
.config(“spark.executor.cores","1") \
.config("spark.executor.memory”,"1152m") \
.getOrCreate()

print("ready")

ready

In [3]: spark

Out[3]: SparkSession - in-memory
SparkContext

Spark Ul
Version
v2.4.3
Master
spark://192.168.1.108:7877
AppName
ian_jupyter DynAllocl

In [4]:  from random import random
from operator import add
import time
from math import floor

def piFunction(partitions,iterations,mulFactor,delayInbetweenIterations):

= random{) * 2 - 1
y = random{) * 2 - 1
return 1 if x ** 2 4+ y ** 2 == 1 else @

def f( ):
x

fo

=

_ in range(@,iterations):

n = 180880 * partitions

count = spark.sparkContext.parallelize(range(l, n + 1), partitions).map(f).reduce({add)
print("Pi is roughly %f" % (4.8 * count / n))

time.sleep{delayInbetweenIterations)

partitions = fleoor{partitiens*mulFactor)

initPartitions=1800
iterations=2
delayInbetweenIterations=100
mulFactor=1.9
delayPiFunctionCall=8

time.sleep({delayPiFunctionCall})
piFunction{initPartitions,iterations,mulFactor,delayInbetweenIterations)
spark.stop()

Pi is roughly 3.141691
Pi is roughly 3.141593

Tynuo 6-186: H epappoyn e AppName: ian_jupyter_DynAllocl, extelel dueco v cuvdptnon vrtoroyiopod tov . O
VIOAOYIGHOG TOL T ekTeAEiTaL V0 Popég Pésa otn cuvaptnon. Tnv npdtn pe partitions=1000 kat Ty devtepn pe
partitions =1900. Meta&d T@v §vo eravolyemv TOL LITOAOYIoHOV glcdyeTal po kabvotépnon 100s. H tekikn
SUOPOMCT TOV TOPMV TOV YPNOUOTOLEL 1] EPapproyn eaivetal otov [ivaka 6-6.
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: }upyter sparkStandalone2 | ast Checkpoint: 3 minutes ago (autosaved)

File Edit View Insert Cell Kernel Widgets Help

B+ || @ B | 4 ¢ WRn B C W coe M=

In [2]: from pyspark.sql import SparkSession
spark = SparkSession.builder \

.master('spark://192.168.1.100:7077"') \
.appName("iannis jupyter DynAlloc2") \
.config(“spark.submit.deployMode","client") \
.config("spark.dynamicAllocation.enabled", "true") \
.config(“spark.shuffle.service.enabled",“true") \
.config("spark.executor.cores","1") \
.config(“spark.executor.memory",“1152m*) \
.config("spark.dynamicAllocation.maxExecutors”, “3") \
.getOrCreate()

print("ready")

ready

In [3]): spark

Out[3]: SparkSession - in-memory
SparkContext

Spark Ul

Version

v2.4.3

Master
spark://192.168.1.100:7077
AppName

iannis_jupyter DynAlloc2

In [4]: from random import random
from operator import add
import time
from math import floor

def piFunction({partitions,iterations,mulFactor,delayInbetweenlterations):

def f(_):
x = random(}) * 2 - 1
¥ random({) * 2 - 1

return 1 if x ** 2 4 y *#* 2 == 1 else O

for _ in range(@,iterations):
n = 1808808 * partitions

Trusted

1' Logout

| Python [conda env-pyspark_emv] * O

count = spark.sparkContext.parallelize(range(l, n + 1), partitions).map(f).reduce{add)

print("Pi is roughly %" % (4.8 * count / n))
time.sleep{delayInbetweenlterations)
partitions = floor{partitions*mulFactor)

initPartitions=1560
iterations=2
delayInbetweenIterations=128
mulFactor=1.4
delayPiFunctionCall=78

time.sleep{delayPiFunctionCall)
piFunction{initPartitions,iterations,mulFactor,delayInbetweenIterations)
spark.stop()

Pi is roughly 3.141575
Pi is roughly 3.141499

Syfuo 6-187: H epappoyn pe AppName: iannis_jupyter DynAlloc2, ektehel Tnv cuvaptnon vrohoyiopod tov T pe po

kabvotépnon 70S. O vroloyiopdg ToV T eKTEAEITAL VO POPEG LEGH 6T cuvaptnon. Tnv TpdTn pe partitions=1500 kot

v devtepn pe partitions =2100. Meto&D TV V0 ETAVOANYENDY TOL VTOAOYIGLOV EGAYETOL o Kabvotépnon 120s. H
TEMKT] SIUOPPMGCT) TOV TOP®V OV YPNOLOTOLEL 1 EPappoYN Qaivetat otov [Tivaka 6-6.
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« c @ © & spark-client

sporfz ,.. History Server

Event log di

y: file:
Last updated: 2020-01-15 17:23:51
Client local time zone: Europe/Athens

Show 20 o entries

App ID

app-20200115165524-0001

App Name Started

- @ o n z

Search:

Completed Duration Spark User Last Updated Event Log

iannis_jupyter_DynAlloc2

app-20200115165524-0000 ian_jupyter_DynAlloc1

2020-01-15 16:55:15
2020-01-15 16:55:14

2020-01-15 17:21:29 26 min hadoopuser 2020-01-15 17:21:29

2020-01-15 17:15:19 20 min hadoopuser 2020-01-15 17:15:20

© 4 spark-client

Jobs  Stages  Storage  Environment

Spark Jobs ()

User: hadoopuser

Total Uptime: 20 min
Scheduling Mode: FIFO
Completed Jobs: 2

~ Event Timeline
Enable zooming
Executors
[ Added
@ Removed

Jobs
[ Succeeded
@ railed

Running redu

oo
6:55
Wed 15 January

~ Completed Jobs (2)

Jobid v Description Submitted

1 reduce at <ipython-input-4-feb8f72a36c5>:15

reduce at <ipython-input-4-feb8f72a36¢5>:15
°

P o e

reduce at <ipython-input-4-feb8f72a36¢5>:15
reduce at <ipython-input-4-feb8172a36c5>:15

Executors

" il
-
. . .
17:00 17:05

2020/01/15 17:02:46

2020/01/15 16:55:43

n o ®

on | e @ 0
n ian_jupyter DynAlloc1japplication Ul

Executor 3 added

| reduce at <ipython-input-4-1eb8f72a36c5>115 (Job 1)

17:10 17:15

Stages:
n

Tasks (for all stages): Succeeded/Total
1min o asenwe
5.3 min 1 _

© & sparkclient 1

Jobs

Stages  Storage  Environment

Spark Jobs (?)

User: hadoopuser

Total Uptime: 26 min
Scheduling Mode: FIFO
Completed Jobs: 2

~ Event Timeline
Enable zooming
Executors
[ Added
B Removed

Jobs
[T succeeded
@ Failed

Running

- reduce at <ipython-inp-4-83a22217aac7>:15 (Job 0)

oo . o .
6:55 17:00

Wed 15 January

~ Completed Jobs (2)

Jobid v Description Submitted

1 reduce at <ipython-input-4-83a22217aac7>:15
reduce at <ipython-input-4-83a22217aac7>:15
, &

reduce at <ipython-input-4-83a22217aac7>:15
reduce at <ipython-input-4-83a22217aac7>:15

Executors

2020/01/15 17:08:24

2020/01/15 16:56:55

180%

- @ o noe

' iannis_jupyter DynAlloc2application Ul

-
-
108

3 reduce at <ipythoninput.4-83a22217aac7>:15 (Job 1) |

. 3
17:10 17:15 17:20

Duration  Stages: Succeeded/Total

1m

Tasks (for all stages): Succeeded/Total
11min [ S

9.5 min 7

Zynpa 6-188: Ot dvo gpappoyés dnuiovpyodv Tovtdypova to aviikeipevo spark (amd Ty khdon SparkSession ) kot pécw avtod to
avtikeipevo SparkContext oto kdpio mpdypappa (tov ovopdleton mpdypappa odiynong. H apywn epyacio (Job ID:0) tg epappoyng
iannis_jupyter_DynAlloc2 vrofdiietar pe xabvotépnon (delayPiFunctionCall) 70s o oyéon pe v avtictoyn epyacio Tng epopproyig
ian_jupyter_DynAlloc1 (BAéne tov xpdvo vroBolrg (submitted) tov Job Id 0 kot yu Tig dvo epappoyic).

1: Ta ovduoaza twv dvo epapuoydv yia to Spark UL, 2:Meté and ypévo adpaverag 60s (spark.dynamicAllocation.executorldleTimeout) o
exteleotiic  katapyeitar. 3,4:H koOvatépnon aviueoo otig epyacics (delaylnbetweenlterations) 100s ka: 120s aviiotorye. 5: Job Ids .
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